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Abstract—Integrating computational models of human physi-
ology across subsystems and spatial scales remains a fundamental
challenge in biomedical e-Science. Models are typically developed
in isolation, using heterogeneous representations and toolchains
that prevent systematic reuse and composition. We present a
software infrastructure and toolset that enables programmatic
assembly of physiological models from distributed, independently
developed components, treating the human body as a multi-scale
multi-model graph network.

The infrastructure is built on the ApiNATOMY knowledge
representation framework and encompasses: a graph-based data
model with template expansion and graph rewriting operations; a
suite of web-based authoring, visualization, and validation tools; a
FAIR-compliant publication server; and AI-assisted components
for knowledge extraction and model annotation.

We demonstrate the infrastructure through a complete end-
to-end use case: the assembly and visualization of an integrated
renal–vascular model for drug excretion via renal filtration. The
example shows how graph-based representations, modular com-
position, and constrained visualization jointly enable systematic
integration of physiological knowledge at scale.

Index Terms—knowledge graphs, multi-scale modeling, phys-
iological connectivity, model assembly, scientific infrastructure,
ApiNATOMY, FAIR data

I. INTRODUCTION

The human body operates as a multilayer graph network
of specialized conduit systems enabling signal transmission,
material transport, and regulatory coordination across scales
(Fig. 1). Integration of computational models across these
physiological systems and spatial scales is a long-standing
challenge in biomedical research [1]–[3]. Organ-level digi-
tal twins—cardiac, neural, musculoskeletal, and metabolic—
have demonstrated value in simulation-driven discovery, in-
corporating multimodal data from imaging, genomics, and
wearable sensors [4]–[6], yet these models remain isolated,
each employing distinct formalisms, ontologies, and data
representations [7], [8]. To motivate the integration chal-
lenge concretely, consider drug pharmacokinetics—the ADME
(Absorption, Distribution, Metabolism, Excretion) process. In
information-science terms, ADME is distributed dataflow over
a multilayer graph: a drug crosses the intestinal epithelium
into systemic circulation, the cardiovascular system routes it
to target organs, the kidneys filter it into urine, and the liver
metabolizes it via bile. System-level phenomena of this kind

cannot be captured without simultaneously reasoning over
several interacting subsystem models, yet no established in-
frastructure supports programmatic composition at scale. The
fragmentation is not merely a data problem. Knowledge graphs
provide frameworks for integrating heterogeneous biomedical
data [9]–[11], yet the models and semantic representations
required for physiological simulation remain scattered across
incompatible frameworks. What is missing is an infrastruc-
ture layer that treats physiological models as composable,
versioned software components with well-defined interfaces,
supports their programmatic assembly, and publishes results
in a FAIR (Findable, Accessible, Interoperable, and Reusable)
form [12]—with visualization as a first-class citizen for vali-
dating biomedical knowledge quality [13]. This paper presents
such an infrastructure, building on our earlier work on the
ApiNATOMY knowledge representation formalism [14]–[16]
and shifting focus to the toolchain that makes programmatic
model assembly practical. Our solution comprises:

• A graph-based data model (ApiNATOMY) represent-
ing physiological connectivity as conduit networks, with
automated template expansion and graph rewriting for
modular assembly.

• A toolset for model authoring, structural editing, valida-
tion, and multi-scale visualization, including AI-assisted
pipelines.

• A FAIR publication server providing versioned, seman-
tically annotated model hosting with persistent identifiers
and RDF export.

• A renal–vascular use case demonstrating end-to-end
model assembly for drug excretion across six independent
components.

II. THE APINATOMY INFRASTRUCTURE

Figure 2 provides an overview of the ApiNATOMY toolset
and its integration with external services. Models are authored
using interactive editors and imported from version-controlled
repositories (GitHub, Google Sheets), enriched via semantic
annotation services (SciGraph, HuBMAP), supported by AI-
based assistance (OpenAI, Anthropic), stored in Google Cloud
Storage, and disseminated through the ApiNATOMY web
portal. The infrastructure is designed around the following
key developments: a graph data model for physiological



Fig. 1: The human body as a multilayer graph of specialized conduit systems. Each system forms a distinct network layer;
cross-layer exchange edges mediate physiological function.

knowledge representation, a toolset for model authoring and
visualization, a set of data processing pipelines for automated
ingestion, transformation, and semantic enrichment of model
content, and a publication server for FAIR dissemination of
final models. These components are further supported by a
suite of external services that enable semantic grounding and
knowledge exchange across the broader ecosystem.

A. Graph Data Model
ApiNATOMY represents physiological connectivity as

graph networks with topological templates, subgraphs, con-
tainment relationships, and semantic grounding [14], [15].
The data model is organized around two complementary
hierarchies: visual resources (nodes, links, lyphs) defining
geometric and topological primitives, and organizational re-
sources (groups, components, imports) supporting modularity,
templating, and semantic integration. Lyphs are the primary
modeling abstraction, representing bounded tissue domains or
conduits with layered walls, a lumen, and optional nested sub-
compartments (Fig. 3). They provide a unified representation
of biological structures such as vessels, nerves, ducts, tissue
sheets, and functional tissue units. A lyph is defined as
a parametric 2D profile that generates a 3D structure by
rotation around its longitudinal axis; radial boundaries may be
open (denoting continuity of transport) or closed (indicating
termination or encapsulation).

Topologically, lyphs are classified as TUBE (two open
ends), BAG (one open end, BAG+ or BAG− depending on
orientation), or CYST (two closed ends), the last naturally
representing enclosed functional units such as cells. Lyphs
support hierarchical decomposition to accommodate variable
anatomical granularity: a single lyph may represent a homoge-
neous structure such as a large artery, or be refined into a chain
of sub-lyphs capturing branching and functional heterogeneity.
Lateral exchange between adjacent conduits is represented via
coalescences, which define pairs or sets of lyphs coupled by
transmural cross-conduit transport.

ApiNATOMY entities are linked to standard biomedical on-
tologies (FMA, UBERON, GO, ChEBI) to associate semantic
meaning with modeling elements and ensure interoperability
across models [17]–[20].

The model format is the JSON Schema [21] extended with
bidirectional relationship semantics: for each property p anno-
tated with relatedTo: p−1, the assertion a

p−→ b automati-

cally generates b
p−1

−−→ a, enabling consistent navigation with-
out redundant authoring. Prefix declarations expand identifiers
into globally resolvable IRIs; after template expansion, models
are translated to JSON-LD and RDF [22], [23] for semantic
web integration. This bridges JSON-based specification and
linked data in a manner analogous to LinkML [24] while
retaining standard JSON tooling.



Fig. 2: ApiNATOMY infrastructure: an interoperable ecosystem for multi-scale physiology model assembly, publication, and
reuse.

(a) 3D lyph (b) 3D to 2D projection

(c) 2D lyph with layers

Fig. 3: Layered representation of a conduit tissue compartment
as a lyph.

A key mechanism for modular composition is the housing
relationship, whereby chains (ordered sequences of lyphs)
may be embedded within other chains or within individual
lyphs to encode nested conduit hierarchies and internal tissue
organization. Template-based placement ensures that struc-
tures defined at a generic level are automatically instantiated
across all corresponding template occurrences during model
expansion, enabling a compact specification of, for example,
a canonical capillary segment to be consistently propagated
across thousands of vascular instances within a tissue bed.

Figure 4 illustrates this multiscale mechanism. In Fig. 4a
and Fig. 4b, coalescing lyphs define lateral exchange in 3D and
2D representation, respectively. In Fig. 4c, intracellular cell-
chain compartments are embedded within surrounding tissue
layers, while a transport protein chain is localized within the
basolateral part of the cell. Finally, Fig. 4d depicts a multilevel
neuronal chain housed in (traversing) central nervous system
(CNS) chain.

A recurring need in multi-scale modeling is deriving
application-specific pathway variants from abstract prototypes.
ApiNATOMY supports a chain specialization operation for-
malizable as a graph rewriting rule: a prototype chain is
transformed into a more elaborate template defining a sub-
graph while preserving specializationOf link to the



original. For example, when a lyph template carries the CYST
topology, the rewriting rule relabels its levels as BAG+ (apical),
TUBE (lateral), and BAG- (basolateral), enabling polarized cell
representations and any number of instances to be derived from
generic cell templates.

Listing 1 shows two equivalent ways to define glomerular
epithelial cells forming the filtration lining of Bowman’s cap-
sule. The explicit form names individual level lyphs, allowing
further elaboration such as transporter localization to apical or
basolateral domains (Section III); resources associated with a
lyph template propagate automatically to every auto-generated
instance derived from it.

1 // 3 layer chain defined via lyph template
2 { "id": "chain-parietal-bowmans-capsule-epithelial",
3 "lyphTemplate":
4 "lt-cell-urinary-bowmans-capsule-parietal-epithelial",
5 "numLevels": 3,
6 "levelOntologyTerms":
7 ["GO:0045177", "GO:0097574", "GO:1990794"] }
8 // 3 layer chain defined via lyph instances
9 { "id": "chain-parietal-bowmans-capsule-epithelial-1",

10 "specializationOf":
11 "chain-parietal-bowmans-capsule-epithelial",
12 "lyphs": [
13 "lt-...-parietal-epithelial_bag+", // apical
14 "lt-...-parietal-epithelial_tube", // lateral
15 "lt-...-parietal-epithelial_bag-" // basolateral
16 ] }

Listing 1: Cell modeling via chain templates: Bowman’s
capsule epithelial cell defined via lyph template (top) and
explicit lyph instances (bottom).

B. Toolset

The Open Physiology Viewer [25], [26] is a browser-
based application combining a model editor with a 2D/3D
interactive connectivity graph viewer. It supports JSON and
XLSX model authoring with automatic conversion, template
expansion, structural validation, and interactive visualization.

A distinguishing feature of our approach is that visualization
is treated as a first-class concern: whenever a model is loaded,
it is automatically rendered to expose structural relations
among elements, including containment, overlap, traversal,
neighborhood, encapsulation, and inheritance (via coloring or
edges). A graph layout algorithm computes an unobstructed
spatial arrangement of the underlying connectivity graph
through a hierarchical pipeline combining explicit geomet-
ric constraints with physics-based force-directed layout [27].
Constrained nodes are resolved in priority order: anchored
to scaffold elements (anchoredTo), assigned fixed coordi-
nates (layout), placed along curve geometries (hostedBy),
or embedded within lyph boundaries (internalIn). Free
nodes are positioned by a d3-force-3d simulation, with
constrained positions recomputed each render frame so de-
pendent elements follow their host.

Users have fine-grained control over link rendering through
the geometry property. Alternatives to straight edges include
curved paths (arc, spline, semicircle), closed loops
(ellipse, for vascular circuits), and invisible—which
suppresses rendering while preserving the link as a layout

(a) Coalescing 3D lyphs (b) Coalescing 2D lyphs

(c) Cell chain compartments within coalescing lyph layers

(d) Housing chain hierarchies

Fig. 4: Conceptual physiology modeling in ApiNATOMY.

constraint and lyph carrier. Visual weight is controlled via
stroke and lineWidth.

Lyph coloring follows a complementary scheme: lyphs
generated from the same template share a color by default,
providing immediate visual grouping of functionally equiva-
lent structures; explicit color properties allow overrides, and
individual layers inherit color from the material they represent.
Sizing uses a relative scheme that avoids dependence on
absolute anatomical measurements—impractical across mod-
els spanning orders of magnitude in scale [28]. Dimensions
derive from axis length scaled by configurable proportions,
with hosted lyphs capped at 95% of their host’s extents,
propagating scale constraints recursively so subsystem models
remain interpretable both in isolation and in a whole-body
context.

C. Data collection pipelines

Arborizer is a dedicated web-based tool for visualiza-
tion, editing, and export of anatomical tree structures, with
particular focus on vascular models grounded in the FMA
ontology [29]. It converts flat relational anatomical connectiv-
ity records into hierarchical trees, supports structural editing



Fig. 5: ApiNATOMY FAIR model publication work�ow: from
local authoring through version-controlled repositories to se-
mantically annotated, persistently identi�ed model publication.

(node reordering, branch relocation, selective inclusion/exclu-
sion), and exports ApiNATOMY-compatible JSON (lyph units,
connectivity links, chains, branching templates). Branching
order—not encoded in FMA—is managed via a manually
adjustable sequence attribute. Arborizer thus serves as a cu-
rated intermediary between anatomy databases and targeted
physiology models: authorized users may extract and curate
subgraph snapshots from the vascular arterial or venous vessel
database for downstream modeling use.

Additionally, an LLM-based pipeline extracts membrane
transporter localizations from PubMed publications and as-
signs transporter proteins to apical or basolateral cell mem-
brane domains within ApiNATOMY models. Extracted anno-
tations are linked to PharmGKB (pharmacogenomic context)
and UniProt (protein characterization), grounding the model
in established databases and enabling cross-referencing with
clinical pharmacogenetics resources.

D. FAIR Publication Server

The ApiNATOMY server [26], [30] is a middleware plat-
form supporting the complete FAIR publication lifecycle
for physiological connectivity models (Fig. 5). It publishes
reusable model components (lyphs, materials, chains) and
complete system models in Turtle (TTL) format for knowledge
graph integration. Models are aggregated from distributed
sources—GitHub repositories, Google Cloud Storage, and
local �lesystems—with Git-based provenance tracking and
automatic metadata extraction.

The server exposes JSON-LD/RDF versions of generated
models next to the user-de�ned input models, RESTful API
endpoints for bulk and entity-level access, and a Persistent
URL (PURL) resolution system for stable, dereferenceable
identi�ers. Authentication via GitHub OAuth and Google
Service Account credentials supports collaborative model de-
velopment. Once validated and ready for publication, mod-
els are versioned, semantically annotated, assigned persistent
identi�ers, and made programmatically accessible, thereby
satisfying all four FAIR principles. [12].

III. R ENAL–VASCULAR MODEL ASSEMBLY USE CASE

To demonstrate the infrastructure in action, we describe
the assembly and visualization of an integrated renal–vascular
model for drug excretion via renal �ltration. The example
instantiates the ADME scenario from Section II and illustrates
all major infrastructure components working in concert: Ar-
borizer for vascular authoring, the ApiNATOMY editor for
renal model construction, graph rewriting for cell specializa-
tion, AI-assisted transporter protein discovery, and multi-scale
visualization.

The conceptual assembly work�ow is summarized in Fig. 6.
Component models authored inArborizer or ApiNATOMY
are versioned on GitHub and imported by URL into a compos-
ite assembly, expanded into an interactive WebGL connectivity
graph. Endpoints are selected and loop-free paths identi�ed
via Depth-First Search (DFS); the assembly is then re�ned
through groups, layout constraints, and snapshots to produce
a �nal visualization foregrounding the discovered paths and
coalescence points.

A. Assembly Structure

The �nal model is speci�ed as an assembly �le that imports
six standalone components:

� Vascular model originates from the FMA ontology sub-
stantially re�ned in the Arborizer tool. It de�nes vascular
tree chains from the aorta through renal arteries to renal
veins, exported as ApiNATOMY JSON.

� Renal model provides renal-speci�c anatomical content
including nephron segments, Bowman's capsule, and
glomerular structures.

� Protein model describes membrane transport proteins
localized to apical or basolateral domains based on lit-
erature evidence.

� WBKG Core model de�nes canonical anatomical enti-
ties and materials shared across assemblies (common and
reusable building blocks).

� TOO Map scaffold outlines a geometric layout frame-
work providing the spatial reference frame for node
positioning in the �nal visualization.

� Snapshot modelcaptures recorded visualization states:
camera position and viewer settings (visible groups, dis-
play mode), providing a reproducible demonstration and
consistent interpretation across collaborators.

This separation of concerns—anatomical semantics in con-
nectivity models, spatial layout in the scaffold, presentation in
snapshots—allows individual components to evolve indepen-
dently while remaining composable.

To prepare thevascular model, an anatomist interactively
veri�ed a subset of vascular vessels and adjusted branching
order along the arterial tree from the aorta to the renal
segmental arteries and the corresponding venous return via
the Arborizer web app (Fig. 7).

Therenal model is constructed in the ApiNATOMY editor,
de�ning nephron segments as chains housed within tissue layer
stacks. At the cellular interface between renal and vascular



Fig. 6: End-to-end work�ow for renal–vascular model assembly: from independently developed components through modular
composition to interactive visualization.

Fig. 7: Vascular tree authoring in Arborizer: aorta and right atrium selected. Branching order is interactively adjusted; the result
is exported as an ApiNATOMY JSON model.

systems, macula densa and smooth muscle cells form a tightly
coupled signaling unit linking tubular and vascular compart-
ments. Representing directional transport at this interface re-
quires explicit cellular polarity—distinct apical and basolateral
membrane domains separated by tight junctions. Polarized
cells are generated by applying the graph rewriting rule to
a generic cell template (Section III-A), producing a three-
level chain with apical, lateral, and basolateral compartments
annotated with GO terms.

The protein model represents membrane transport proteins
as ApiNATOMY chains and materials. Circulating substances
are modeled as an extended body liquid material (“body liquid
with xenobiotics”). An LLM-based pipeline processes PubMed
publications to extract transporter localizations and annotate
the corresponding cell compartments. For the pravastatin ex-
cretion scenario in this paper, we only assigned some apical
ef�ux transporters (ABCB1, ABCC2, ABCG2) and basolateral
uptake transporters (SLC22A6, SLC22A8) to their respective
membrane domains (Table I), with cross-links to PharmGKB
and UniProt.

The WBKG Core model and the TOO Map are two
previously designed ApiNATOMY models described in [15].

B. Model Integration and Visualization

Once all components are assembled, the ApiNATOMY
viewer resolves cross-component references and expands tem-
plates into a full connectivity graph. A path-�nding procedure

TABLE I: Membrane transporter annotations for the pravas-
tatin renal excretion model; transporter proteins identi�ed via
PharmGKB and UniProt.

Localization Transporter PharmGKB UniProt
— Pravastatin PA451089 —

Apical
ABCB1 PA267 P08183
ABCC2 PA116 Q92887
ABCG2 PA390 Q9UNQ0

Basolateral SLC22A6 PA388 Q4U2R8
SLC22A8 PA389 Q8TCC7

(DFS from the arterial and urinary root identi�es, named
aV and aW, respectively) returns all loop-free vascular and
urinary pathways terminating atCONNECTINGcoalescence
axes—the glomerular–Bowman's capsule interface being the
primary example. Discovered paths are mapped to scaffold
wires; coalescing terminal lyphs are highlighted to indicate
active exchange interfaces (Fig. 8).

A whole-body schematic view anchors graph exploration
spatially allowing users to navigate from organ-level anatomy
(Fig. 9) down to coalescing cell membrane layers (Fig. 10).
The customization algorithm coordinating scaffold assignment
and coalescence detection is summarized below.

function customizeVascularModel(model, scaffold) {
const layoutMng = new VascularScaffold(scaffold);
const vChains = layoutMng.getVChains(model.chains);
const wChains = layoutMng.getWChains(model.chains);
if (vChains.length > 0) layoutMng.createRailV0();
if (wChains.length > 0) layoutMng.createRailW0();
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