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Abstract—Federated data processing enables collaborative
analysis of sensitive data without centralizing it. This paper
presents a hybrid rule- and LLM-assisted policy evaluation
framework for federated workflows spanning design and run
time. Across both stages, LLMs translate natural-language reg-
ulations and eligibility criteria into structured policy artifacts
and extract relevant facts from unstructured data, while final
decisions are delegated to deterministic, auditable rule engines
OPA/Rego and, where normative traceability matters, eFLINT,
or to an LLM judge which is instructed to evaluate each
individual rule separately. Rule evaluation is co-located with the
data it concerns, so that only a decision and its justification
cross a domain boundary. We use clinical trial–patient matching
as a representative use case. Using the TREC Clinical Trials
benchmark, we show that reasoning-only LLM agents agree with
gold-standard eligibility judgments in only 36–51% of cases,
while isolated value extraction reaches 91–94% accuracy on
a structured-extraction proxy task. This asymmetry motivates
confining LLMs to extraction, policy drafting, and justification
and delegating the admit/reject decision to a rule engine. We
report component-level evidence for this division of labor; an
end-to-end evaluation of the assembled pipeline against TREC
ground truth remains future work.

Index Terms—federated workflows, compute-to-data, agentic
scientific workflows, policy enforcement, OPA/Rego, eFLINT,
large language models, clinical trial recruitment, TREC

I. INTRODUCTION

Scientific workflow systems are evolving beyond determin-
istic compute pipelines. Individual steps are increasingly dele-
gated to agents which reason over data, classify records, match
entities, or make decisions before results pass downstream.
When data are sensitive and distributed across institutions,
two requirements collide: (a) legal, regulatory, and institutional
constraints require computation to move to the data rather
than vice versa; (b) reasoning cannot simply be delegated
to a large language model (LLM), whose performance on
structured comparison tasks remains unreliable [1], [2].

We study a representative, high-stakes instance: matching
a patient profile against the free-text inclusion and exclusion
criteria of a clinical trial. This stands for a broad class of
federated data-analysis operations such as eligibility screening,
cohort selection, and participant admission [3]–[6], because it
combines Boolean, temporal, and threshold conditions over
structured and unstructured data, and because the Text RE-
trieval Conference (TREC) Clinical Trials benchmark supplies

gold-standard relevance judgments [7]. On this benchmark,
LLM agents reasoning over complete eligibility criteria agree
with ground truth in only 36–51% of cases, depending on
scoring granularity, whereas the narrower sub-tasks our design
relies on, decomposing criteria into individual statements
and extracting values for predefined deterministic rules, are
performed considerably more accurately. That gap motivates
the division of labor we propose.

We use Brane [8], a compute-to-data workflow orchestrator,
to keep computation next to the data. Within this frame-
work, eligibility and admission decisions are delegated to
deterministic, auditable rule engines: OPA/Rego for runtime
enforcement [9] and, where normative traceability is required,
eFLINT [10], [11]. LLMs are limited to tasks they perform
reliably: extracting structured facts from free text, drafting can-
didate policies from natural-language criteria, and explaining
rule-engine decisions. BraneHub manages federation lifecycle
activities such as participant onboarding, project membership,
and execution monitoring using the same hybrid rule-plus-
LLM approach [12]. Because the premise of compute-to-data
is that sensitive records never leave the institution that holds
them, where each component runs matters as much as how ac-
curately it performs: in the intended deployment both the rule
engine and the extractor execute inside the data domain, and
only a decision and its justification cross a domain boundary.
Section VII-B makes these placement constraints explicit and
states which of them our current prototype satisfies.

The contributions of this paper are:

1) Support for OPA/Rego and LLM-based reasoners
through extensions to Brane’s existing policy-reasoner
interface.

2) A comparative evaluation of eFLINT, OPA/Rego, and
LLM reasoning as complementary components in fed-
erated data workflow management.

3) An empirical evaluation on TREC Clinical Trials show-
ing that LLM-only agents are unreliable for eligibility
decision.

4) A hybrid policy architecture combining LLM-based fact
extraction from unstructured criteria with authoritative
rule-based decisions.

All components are open source: the OPA/Rego extension



to Brane’s policy-reasoner interface1, BraneHub governance
layer2, and analysis scripts for all experiments reported in
Section VI3.

The paper proceeds as follows. Section II reviews related
work; Section III presents the Brane and BraneHub archi-
tecture; Section IV compares policy paradigms for workflow
agents; Section V describes the clinical-trial matchmaking use
case and its analogy to federated onboarding; Section VI
reports the TREC-based evaluation; Section VII discusses
limitations; and Section VIII concludes.

II. RELATED WORK

Compute-to-data platforms execute analysis at distributed,
sovereign data providers instead of centralizing sensitive
datasets. Systems including Brane [8], Personal Health Train
(PHT) [13], DataSHIELD [14], and Vantage6 [15] support
distributed execution while preserving institutional control
over data, but primarily emphasize secure execution and data
locality. Brane distinguishes itself by embedding policy en-
forcement into workflow compilation, planning, and network
routing, allowing legal and organizational constraints to shape
execution before workflows are dispatched [8].

Federated learning frameworks are a specialized form of
compute-to-data in which only model parameters are ex-
changed. Frameworks such as Flower [16], TensorFlow Fed-
erated [17], FedML [18], and NVFlare [19] simplify collab-
orative training across heterogeneous participants but remain
largely agnostic to federation governance.

Policy languages for data governance broadly divide into
declarative languages for representing legal and organizational
rules, and executable languages for runtime authorization and
compliance. Declarative policy languages capture legislation
and organizational policies in machine-interpretable form.
LegalRuleML extends RuleML with legal norms, deontic
concepts, temporal validity, exceptions, and rule priorities [20],
[21]. LKIF provides an ontology- and rule-based framework
for legal knowledge representation and argumentation [22],
while Defeasible Logic models conflicting legal rules, prior-
ities, and exceptions [23], [24]. These approaches primarily
support knowledge representation and compliance analysis
rather than operational enforcement, typically requiring spe-
cialized reasoning engines.

Executable policy languages instead target operational de-
cision making. The eXtensible Access Control Markup Lan-
guage (XACML) became the de facto standard for attribute-
based access control (ABAC) [25]. More recently, Open Policy
Agent (OPA) and Rego have gained widespread adoption
in cloud-native systems because of lightweight deployment,
Kubernetes integration, and efficient runtime evaluation [9].
eFLINT occupies an intermediate position by modeling duties,
permissions, institutional facts, legal state transitions, and
dynamic obligations while remaining executable. It has been
applied to formalize articles from social-policy documents

1https://github.com/albatros13/policy-reasoner
2https://github.com/MingjiangMa/branehub-platform
3https://github.com/albatros13/clinicalTrials

[10], [11]. Although OPA/Rego has been extensively evalu-
ated [9], its use for formalizing eligibility criteria in combina-
tion with LLM-based requirement extraction and justification
in federated workflows has not been previously explored.

Recent advances in LLMs have enabled automated reason-
ing over natural-language policies, regulations, and decision
criteria [26], [27]. Beyond information extraction, LLMs have
been applied to policy interpretation, requirement extraction,
rule generation, question answering, and decision support,
translating unstructured text into representations suitable for
downstream automation [28], [29]. However, these approaches
remain probabilistic, producing recommendations rather than
executable and verifiable decisions.

Clinical trial eligibility is one of the best-studied ap-
plications of policy reasoning from natural language. The
Clinical Trial Knowledge Base (CTKB) [3] maps free-text
eligibility criteria to concepts of the Observational Medical
Outcomes Partnership (OMOP) common data model, while
Chia [4] provides over 12,000 annotated criteria for translation
into structured Boolean queries. Machine learning approaches
have also explored eligibility prediction directly from patient
records [5].

A growing body of work highlights the limitations of
relying solely on LLMs for policy decisions. Benchmarks
consistently reveal weaknesses in numerical reasoning, logical
consistency, and relational comparisons despite strong lan-
guage understanding [1], [2], while clinical studies show that
extracting laboratory values is considerably easier than rea-
soning over threshold-based eligibility conditions [30]. These
findings indicate that although LLMs excel at interpreting
and structuring policy documents, deterministic policy engines
remain essential for reliable, auditable decisions.

III. BRANE + BRANEHUB: FEDERATED WORKFLOW
ORCHESTRATION AND MANAGEMENT

Brane is an open-source Programmable Orchestration of
Applications and Networking (POAN) system designed for
environments affected by legal, regulatory, or institutional
constraints. Rather than transferring data to a central compute
facility, Brane follows a compute-to-data paradigm: analytical
workloads are containerized and dispatched to the site holding
the relevant data, with only derived, policy-validated results
returned.

Brane’s control plane comprises brane-api (package
registry and metadata store), brane-drv (workflow driver
and session manager), and brane-plr (planner assigning
tasks based on data locality and policy constraints). Each data
domain runs a worker node with brane-job (Docker-based
task execution), brane-reg (local image and dataset reg-
istry), and brane-let (task lifecycle management). Cross-
node communication is routed through brane-prx, which
enforces network-level policy on every inter-domain exchange.
Figure 1 summarizes the architecture.

Workflows are written in BraneScript, an impera-
tive, Python-like DSL. Execution locality can be pinned us-
ing attributes (e.g. #[on="site-id"]) when required for



Fig. 1: Brane framework technical architecture.

data sovereignty. Compilation proceeds through brane-dsl
(parsing), brane-ast (type checking, scope resolution, de-
pendency analysis), and generation of a Workflow Intermediate
Representation (WIR) encoding tasks and execution dependen-
cies.

A distinguishing feature of Brane is its three-layer policy
enforcement:

1) Pre-execution validation: brane-chk verifies work-
flows against governance rules before dispatch.

2) Planning-time constraint resolution: brane-plr
schedules tasks only at authorized sites.

3) Runtime network control: brane-prx intercepts cross-
domain traffic and applies policy at transmission time.

This defense-in-depth design prevents embedded data-analysis
agents from circumventing governance, as each access is
independently verified. Execution events are recorded by
brane-log, enabling real-time monitoring and post-hoc
auditing. To support LLM-based agentic workflows, Brane was
extended with a secret-passing mechanism that restricts API
key access to explicitly authorized tasks [31].

While Brane provides execution infrastructure, it does not
determine which institutions may join a project. BraneHub
is a web-based coordination console built on the Brane API
that manages project creation, participant discovery, onboard-
ing, and workflow monitoring. It supports two roles: project
coordinators, who define projects and admission policies,
and applicants, who submit structured profiles. Coordinators
define admission criteria in natural language or structured
form; an LLM, via a regionally constrained endpoint, drafts a
candidate policy. Applicants submit profiles describing institu-
tional affiliation, certifications, infrastructure, jurisdiction, and
intended data use. Rule engines evaluate each profile while
an LLM independently generates a justification; matches may
be accepted automatically, with disagreements escalated for
human review.

IV. POLICY LANGUAGES FOR HYBRID REASONING

Brane supports multiple runtime policy reasoners through
a common evaluation interface. A reasoner accepts a policy

identifier and a JSON request context and returns a ver-
dict plus a list of reasons. All three enforcement points of
Section III (brane-chk, brane-plr, brane-prx) call
this interface, so a policy authored once applies identically
at validation, planning, and transmission time. We extended
Brane’s eFLINT-backed interface with two further reasoners:
an OPA/Rego reasoner evaluating a compiled Rego bundle
against the request context, and an LLM reasoner evaluating
each rule of a natural-language policy separately and aggre-
gating the per-rule verdicts. Sharing one contract, the three
can be substituted per policy or composed; the rule engine
producing the verdict, the LLM reasoner the justification.

eFLINT is a declarative normative domain-specific language
(DSL) grounded in deontic logic and Hohfeld’s theory of
legal conceptions [10], modeling permissions, duties, pow-
ers, prohibitions, violations, and evolving institutional facts
through formally defined transitions [11]. Its persistent facts
and explicit integrity and violation rules support temporal
and normative reasoning, including evolving states such as
consent revocation, but require specialist expertise and a
purpose-built reasoner. OPA/Rego is a declarative, Datalog-
inspired language for authorization, validation, and compli-
ance over structured JSON. Its deterministic, side-effect-free
rules support role-based (RBAC), attribute-based (ABAC), and
relationship-based (ReBAC) access control and context-aware
decisions, with mature tooling for testing and analysis.

As summarized in Table I, Rego offers performant, stateless,
auditable evaluation and is readily generated by LLMs, while
eFLINT captures temporal and normative structure. LLMs
complement both by handling tasks requiring natural-language
or implicit knowledge, while leaving final decisions to the rule
engines:

• Schema bridging: transforming heterogeneous metadata
into the structured representations required by Rego or
eFLINT.

• Regulation translation: identifying relevant legislative
provisions, proposing formal rules, and linking them to
their legal sources.

• Implicit knowledge expansion: supplying domain facts
rarely explicit in input data, such as expanding “the EU
region” into its current member states, for verification by
the formal engine.

• Authoring assistance: generating initial Rego or eFLINT
policies from natural-language requirements, lowering the
expertise demanded of domain specialists.

V. REQUIREMENTS VS PROFILE MATCHMAKING

Matching candidate profiles against predefined requirements
is a common decision-making task across domains, including
federated project onboarding, job recruitment, student-program
assignment, and clinical trial recruitment. These tasks share
the same structure: determining whether a profile satisfies
inclusion and exclusion criteria, often expressed as Boolean
combinations of structured attributes and free text, with an
explainable and auditable decision.



TABLE I: eFLINT vs. OPA/Rego for federated data-analysis
workflows.

Aspect eFLINT OPA/Rego

Abstraction Norms, duties, powers, viola-
tions

Rules over structured JSON

Temporal reasoning Native fact lifecycle Stateless; time via input attrs.
Legal traceability High Moderate
Performance Interpreted; moderate Optimized; sub-ms decisions
Tooling Research-grade CLI, LSP, linter, CI/CD
LLM generation re-
liability

Moderate–low High

Best use Design-time normative audit Runtime enforcement

We study this with the hybrid framework above, combin-
ing formal policy languages with LLM-assisted requirement
processing. As a representative and challenging case we take
clinical trial–patient matchmaking, whose eligibility criteria
combine demographic, laboratory, procedural, diagnostic, and
temporal constraints. TREC Clinical Trials provides a sub-
stantial evaluation basis, while matchmaking across a fed-
erated network of Brane nodes holding private healthcare
data demonstrates applicability to broader eligibility-matching
scenarios.

The TREC 2021 Clinical Trials collection [7] contains
approximately 375,000 clinical trial descriptions and 75 syn-
thetic patient profiles (topics), provided as XML but varying
substantially in length, detail, and structure, from concise
criteria to complex combinations of thresholds, exceptions, and
nested conditions. A dedicated eligibility/criteria
section is present in all 1,000 sampled records, and descriptive
elements (title, design, dates, enrollment, site, and investigator)
in 88–98% of them, but their internal structure is hetero-
geneous. Criteria may be indicated by textual prefixes or
arranged to cover disease, patient, prior, or concurrent treat-
ment characteristics, making reliable pattern-based extraction
difficult without LLM assistance.

Table II shows an excerpt from trial NCT04414150, a
Phase I oncology study enrolling patients aged 18–75 with
confirmed advanced solid tumors after failure of standard-of-
care treatment. Table III summarizes our experimental subset
of 1,000 randomly selected trials, where the gaps between
mean and median values, large standard deviations, and wide
ranges demonstrate substantial variation in textual and XML
complexity.

Figures 2 and 3 show the same requirements
encoded in the executable policies from Section IV.
eFLINT represents conditions as named facts, deriving
higher-level facts such as adequate-bone-marrow
and adequate-cardiac-function up
to enrolment-permitted; the brain-
metastases exception becomes the disjunctive fact
permissible-brain-metastases, holding when no
metastases are present. Rego instead uses deny-by-exception:
each violated condition adds an explanation to the reasons
set, with eligibility holding when count(reasons)==0.

TABLE II: Examples of inclusion and exclusion criteria

Criterion Description (excerpt)
Inclusion ECOG performance status 0–1; life expectancy ≥ 12 weeks; adequate

bone marrow reserve (ANC ≥ 1.5×109/L, platelets ≥ 90×109/L,
hemoglobin ≥ 9 g/dL); adequate hepatic and renal function; LVEF
≥ 50%.

Exclusion Known or suspected autoimmune disease; systemic corticosteroids
within 28 days of dosing; prior LAG-3 antibody treatment; untreated
CNS metastases (treated, stable metastases permitted after a 1-month
washout).

ECOG: Eastern Cooperative Oncology Group performance status; ANC: ab-
solute neutrophil count; LVEF: left ventricular ejection fraction; CNS: central
nervous system; LAG-3: lymphocyte-activation gene 3.

Fact ecog-eligible Identified by patient
Holds when ecog-score(patient) = 0

Or ecog-score(patient) = 1.

Fact adequate-life-expectancy Identified by patient
Holds when life-expectancy-weeks(patient) >= 12.

Fact adequate-bone-marrow Identified by patient
Holds when adequate-anc(patient)

And adequate-platelets(patient)
And adequate-haemoglobin(patient)
And no-recent-blood-products(patient)
And no-recent-growth-factors(patient).

Fact adequate-cardiac-function Identified by patient
Holds when lvef-percent(patient) >= 50.

Fact has-autoimmune-disease Identified by patient.

Fact recent-immunosuppression Identified by patient
Holds when
days-since-last-immunosuppressant(patient) <= 28.

Fact permissible-brain-metastases
Identified by patient
Holds when Not has-brain-metastases(patient)

Or (stable-brain-metastases(patient)
And steroids-discontinued-for-brain-mets(
patient)).

Fig. 2: eFLINT excerpt: facts corresponding to the conditions
in Table II.

VI. EVALUATION

A. Multi-LLM Consistency and Inter-Judge Agreement

For empirical evaluation of LLM-based agents, we compare
two approaches to trial–patient matching:

1) Direct baseline: the model receives the complete eligi-
bility description and patient profile and predicts one
of three outcomes: eligible, excludes, or not relevant.
The distinction separates patients who meet the criteria
(eligible), are explicitly excluded (excludes), or lack
sufficient information to qualify (not relevant). We ad-
ditionally evaluate binary classification by combining
excludes and not relevant into a single not eligible
outcome.

2) Extraction-based: the model first converts eligibility cri-
teria into explicit inclusion and exclusion requirements,
which are then evaluated against the patient profile.

Because the two-stage approach depends on requirement
extraction, we first assess consistency across LLMs. Figure 5a
compares requirements extracted from the same trials by



reasons contains "I-4: ECOG must be 0 or 1" if {
not _ecog_eligible

}
reasons contains
"I-5: Life expectancy < 12 weeks" if {
input.patient.prognosis

.life_expectancy_weeks < 12
}
reasons contains "I-6: ANC < 1.5e9/L" if {

input.patient.bone_marrow.anc_10e9_per_L < 1.5
}
reasons contains "I-6: Hemoglobin < 9 g/dL" if {

input.patient.bone_marrow
.hemoglobin_g_per_dL < 9

}
reasons contains "I-9: LVEF < 50%" if {

input.patient.cardiac.lvef_percent < 50
}
reasons contains "E-1: Autoimmune disease" if {

input.patient.autoimmune.known_or_suspected
}
reasons contains
"E-2: Corticosteroids within 28d" if {
input.patient.medications

.systemic_corticosteroids_within_28d
}
reasons contains
"E-6: Brain mets not stable >=1mo" if {
input.patient.tumor.brain_metastases.present
input.patient.tumor.brain_metastases.treated
input.patient.tumor.brain_metastases

.stable_months < 1
}

Fig. 3: Rego excerpt: rules corresponding to the conditions in
Table II.

TABLE III: Descriptive statistics of TREC 2021 clinical trial
XML files and topics (patient profiles).

Metric Mean ± SD Median Min Max
Clinical Trials
Words 1917.93 ± 3993.01 859 120 59114
XML tags 483.51 ± 1366.63 112 44 21941
Distinct XML tags 86.68 ± 29.92 77 41 170
Numeric measurements 208.25 ± 556.81 75.50 21 6957
Patient Profiles (Topics)
Words 134.89 ± 36.52 134 51 218
Numeric measurements 9.47 ± 6.35 8 1 27

Claude 4.6 and ChatGPT 5.0. On average, OpenAI extracted
15.23 requirements per trial versus 11.13 for Anthropic, a
mean difference of 4.10 requirements per trial. Expressed as
Cohen’s dz , the paired-samples effect size obtained by dividing
the mean of the per-trial differences by their standard deviation
corresponds to dz = 0.34, indicating a small-to-moderate
effect according to the conventional thresholds of 0.2 (small),
0.5 (medium), and 0.8 (large) [32].

Given the skewed differences and several large disagree-
ments (Figure 5b), we also measured agreement with the
intraclass correlation coefficient (ICC), which quantifies relia-
bility rather than mean-difference magnitude. The consistency
ICC (ICC(3,1)) was 0.360 and the absolute-agreement ICC
(ICC(2,1)) 0.335, both poor under common benchmarks [33].
Since many trials showed identical counts, agreement appears
to be driven down by a subset of trials with large discrepancies
rather than by consistent small deviations.

Extraction counts alone do not establish whether the ex-
tracted requirements are correctly matched to patient profiles,

so we also measure agreement between two LLM judges
scoring match correctness, using Cohen’s κ [34] to correct
percent agreement for chance.

The judges reached exact agreement of 53.5% (κ = 0.321)
on the OpenAI-generated extraction and 63.0% (κ = 0.429) on
the Anthropic-generated extraction. However, each judge was
substantially more consistent with itself across extraction sys-
tems than the judges were with each other: 88.0% (κ = 0.76)
for the OpenAI judge and 87.0% (κ = 0.8) for the Anthropic
judge, compared with 56.7% (κ = 0.36) overall inter-judge
agreement (Figure 6). Thus, although the judges differ in their
absolute assessments, each applies its own criteria consistently
across the two extraction systems.

B. Baseline and Extractor-Matcher Accuracy

Figure 4 reports success against ground truth for each
model acting as the reasoning-only matcher, at two scoring
granularities. Under binary scoring (eligible vs. not), Claude
reached 51.0% and ChatGPT 47.0%; under the stricter three-
category scoring, Claude reached 38.0% and ChatGPT 36.0%.
The consistent ranking across granularities indicates the gap
is not an artifact of binning, but the sizeable drop from binary
to three-category scoring for both models shows that the
intermediate “insufficient information” class is the dominant
source of disagreement with ground truth.

To isolate extraction from the final decision, we cross-
evaluated all four extractor/matcher combinations of {Claude,
ChatGPT} and measured pairwise agreement; same-model and
cross-model pairs. Agreement is markedly asymmetric with
respect to which model matches, independent of which model
extracted: configurations with ChatGPT as matcher reached
65.0–76.0% agreement, while configurations with Claude as
matcher reached only 42.5–56.0%. The choice of matcher
thus affects agreement far more than the choice of extractor
as switching the matcher shifts match agreement by up to
24 points, while switching the extractor shifts it by no more
than about 9 points. Cross-model extraction does not penalize
matching quality, since agreement is at least as high when
extractor and matcher differ as when they coincide. This
indicates extraction is comparatively robust and that down-
stream disagreement concentrates in how each model resolves
ambiguous or borderline criteria during the final decision itself.

C. Structured Value Extraction Evaluation

The TREC evaluation above targets the final matching de-
cision. To probe the upstream fact-extraction step in isolation,
and at larger scale, we ran a second, smaller experiment
using the Presidio research evaluation harness [35] with a
synthetic dataset of personally identifiable information (PII)
and associated values, in the style of the National NLP Clinical
Challenges (n2c2) de-identification shared tasks [36].

Each record in the dataset pairs a “Full Text” document
with a “Masked Text” version containing placeholder tags
(e.g. {{ORGANIZATION}}) and a “Spans” field giving the
ground-truth value for each mask. The dataset contains 1,500
short passages, with a mean length of 84.5 words (median



Fig. 4: LLM-based matchmaking precision estimate: reasoning jointly over all eligibility requirements vs. extracting and
evaluating each requirement individually.

(a) Per-trial paired counts. (b) Paired differences.

Fig. 5: Number of individual eligibility requirements extracted from the same clinical trial by two LLMs (Claude 4.6 vs.
ChatGPT 5.0): (a) per-trial paired comparison; (b) distribution of the paired difference.

66.0; range 9–407) and 2,863 annotated sensitive or personally
identifiable spans, covering 17 entity types including personal,
contact, location, organizational, financial, and digital identi-
fiers. From this dataset, we evaluated a random subsample
of 100 passages, containing 195 annotated spans in total. For
each passage, we prompted two LLMs — OpenAI GPT 5 and
Anthropic Claude 4.6 — to fill in each mask by extracting the
corresponding value from the full text, and scored the returned
JSON against the ground-truth spans.

Table IV shows both models correctly extracted the re-
quested value in the large majority of cases, substantially out-
performing their own end-to-end eligibility-matching accuracy
reported above. Inspecting the mismatches suggests two domi-
nant, largely benign failure modes rather than genuine retrieval
failures. First, safety-guardrail interference: for a ground-

TABLE IV: Value-extraction accuracy on the synthetic
Presidio-style dataset.

Model Matches Mismatches Accuracy

OpenAI gpt-5 184 11 94.36%
Anthropic claude-4.6 177 18 90.77%

truth value resembling a long numeric identifier, one model
returned a refusal string (e.g. "[REDACTED: extremely
sensitive personal data]") instead of the value,
and a second, shorter identifier was similarly redacted. In
both cases, the model had almost certainly located the cor-
rect span but declined to reproduce it. Second, scope mis-
matches in address-like fields: the model returned a sub-
span such as "3482" or "Via Franscini 71" where



Fig. 6: LLM judge consensus: exact agreement and Cohen’s κ across extraction conditions and judge pairs.

the ground truth was the full multi-part address ["3482 Via
Franscini", "71", "Suite 838"]. This indicates a
segmentation difference rather than a factual error.

The gap between near-ceiling value extraction and 36–
51% end-to-end eligibility accuracy is consistent with our
hypothesis that value extraction is comparatively easy for cur-
rent LLMs, whereas eligibility-style reasoning over multiple
criteria is not.

VII. DISCUSSION AND LIMITATIONS

A. Division of Labor Between Rules and LLMs

OPA/Rego and eFLINT require eligibility evidence in a
machine-readable form. LLMs can fill this gap by extracting
relevant information from unstructured text. Our finding that
extraction is robust across LLMs supports using LLMs for
this step. The main source of disagreement appears in the
final comparison step, such as determining whether a retrieved
value meets a threshold or falls within a specified range. This is
consistent with independent benchmarks that report persistent
difficulties with numerical retrieval and magnitude compar-
ison [1]. Other studies show that performance can decline
when numbers or criteria are rephrased [2]. In clinical notes, a
similar gap has been reported between value retrieval accuracy
(above 85%) and accuracy in threshold comparisons [30].

This motivates treating eFLINT, OPA/Rego, and LLMs
as complementary, each confined to the role it performs
reliably: eFLINT formalizes a project’s normative structure as
an authoritative specification; OPA/Rego operationalizes it as
fast, auditable decisions at each data-access boundary; LLMs
bridge both formal layers to free text, drafting Rego policies
(automatically validated) and eFLINT specifications (requiring
expert review) and generating human-readable justifications.
Delegating the final Boolean comparison to deterministic rules
narrows the errors an LLM can introduce: given a fixed fact
base the decision is reproducible and attributable to a citable
rule, so residual error is relocated from the comparison step
to the extraction step rather than removed from the system.

B. Compute-to-Data Placement and Federation

Compute-to-data constrains not only what is computed,
but also where. In the intended deployment, three artifacts
cross an institutional boundary and raw records never do:
a signed policy bundle distributed at design time, a locally
assembled request context, and a verdict with its justification.
The eFLINT or Rego reasoner is invoked by the domain’s own
brane-chk, so each participant evaluates its own admission
rules over its own data and retains the right to refuse; a
multi-site cohort query proceeds only across domains that
individually admit it, returning aggregate counts or derived
results. eFLINT expresses the collaboration agreement once
as a shared normative specification; the Rego bundles derived
from it execute at each boundary. The cost is that no participant
obtains a global view of the cohort, which limits the analyses
expressible.

The LLM extractor is the only component that must read
raw text. Therefore, its deployment location is important.
Public or non-sensitive data, such as registry trial protocols,
BraneHub profiles, and policy drafts, can be sent to an external
endpoint. Sensitive records should be processed by an open-
weight model hosted within the data domain. Alternatively,
they can be processed by a regionally restricted managed
endpoint if the institution permits this under a data-processing
agreement. Raw patient records are never admissible input to
a general commercial API. This is enforced rather than doc-
umented: brane-prx applies network policy to every inter-
domain exchange, so a domain prohibiting external inference
blocks the extractor’s egress, and secret-passing withholds API
credentials from tasks not explicitly authorized [31].

The experiments in Section VI fall entirely within the first
tier. TREC trial descriptions are public registry documents,
TREC topics are synthetic patient narratives, and the Presidio-
style corpus is synthetic. No institutional data left its domain.
Therefore, using commercial endpoints for these inputs does
not violate the compute-to-data premise. However, these ex-
periments do not demonstrate the in-domain configuration, and
we do not claim that they do. An important open question
is whether smaller open-weight models hosted within a data



provider can achieve the extraction accuracy reported here
for frontier models. This is also one of the most important
questions for practical deployment.

C. The Extractor Is Inside the Trust Boundary

Determinism of the decision engine confers no correctness
on the facts it decides over. Rego guarantees that identical
inputs yield identical, rule-attributable verdicts; it does not
guarantee that lvef_percent was read correctly from the
source note. A confident misextraction therefore yields a
wrong decision carrying the authority of an auditable engine,
and the extractor must be treated as a trusted component, not
an untrusted preprocessing step.

Three mechanisms narrow this exposure. Extracted values
are validated against a typed schema with units and plausible
ranges, so type-invalid or out-of-range values trigger an ex-
plicit failure rather than silently entering the fact base. Each
fact carries its source span, allowing a reviewer to verify
it against the original text; this provenance, rather than the
fluency of the generated text, makes the decision checkable.
Absent evidence is represented explicitly as unknown rather
than assigned a default, and policies fail closed, escalating
to human review when an unknown is decisive. This also
explains why the three-category scoring in Section VI retains
insufficient information as a distinct outcome. Disagreement
between two independent extractors can provide an additional
escalation trigger, with the inter-model agreement rates re-
ported above indicating how frequently this trigger would
occur.

None of these detects a confident, schema-valid, incorrect
extraction. The hybrid design reduces the error surface from
the whole decision procedure to the fact base and makes
surviving errors locatable, but does not eliminate them: end-
to-end soundness remains conditional on extraction quality.

D. Threats to Validity

Our claims are supported component-wise rather than end
to end. We evaluated reasoning-only matching against TREC
ground truth and value extraction against a synthetic cor-
pus, but did not evaluate the assembled extract-then-decide
pipeline, in which LLM extraction feeds a Rego bundle,
against TREC relevance judgments. The evidence therefore
establishes an accuracy gap between the two sub-tasks and
motivates the proposed architecture, but does not measure the
accuracy of the architecture itself.

We likewise provide no quantitative evaluation of the hybrid
pipeline’s reliability or explainability and make no compara-
tive claims along these dimensions. Our measurements cover
agreement with gold-standard labels, inter-model agreement in
requirement extraction using ICC, and inter-judge agreement
using κ. Auditability is a property of the system’s construction:
each verdict can be traced to a named rule and each fact to a
source span.

Two further caveats apply. First, TREC relevance judgments
are themselves imperfect ground truth, as missing or inconsis-
tent annotations limit the maximum performance achievable

by any matcher, whether hybrid or not. Second, LLM judges
are susceptible to selection and positional biases, a risk for
any design that asks a model to weigh candidate justifications.
Because Rego produces the final admit/reject Boolean, such
biases can affect the justification without changing the verdict.
This protection therefore applies to the judge role, but not to
the extractor. Finally, the Presidio proxy evaluates extraction
on synthetic, non-clinical text and has not been reproduced on
the TREC corpus using ontology-aligned targets.

E. Generative AI disclosure

LLMs (OpenAI GPT-5 and Anthropic Claude 4.6) are
objects of study here and produced the experimental results
of Section VI. An LLM-based assistant was additionally used
during manuscript preparation for language editing and LaTeX
formatting. The authors conceived the study, designed and ran
all experiments, verified all reported numbers, and wrote and
reviewed the technical content, and take full responsibility for
this paper.

VIII. CONCLUSION

This paper evaluated approaches to clinical trial–patient eli-
gibility assessment and the division of responsibilities between
LLM-based reasoning and deterministic, rule-based policy en-
gines. Comparing reasoning-only agents with extraction-then-
match designs across multiple LLM extractor/matcher combi-
nations, we found that LLM-only reasoning agrees with gold-
standard eligibility judgments in only 36–51% of cases, while
isolated value extraction reaches 91–94% on a structured-
extraction proxy, consistent with independent evidence of
LLM numerical-reasoning limitations. This asymmetry mo-
tivates using LLMs for extraction, drafting, and explanation
while delegating authoritative decisions to deterministic, au-
ditable rule engines through a common evaluation interface.
We formalized this division as a three-layer compliance ar-
chitecture combining eFLINT, OPA/Rego, and LLMs, applied
uniformly by Brane to patient–trial matching and federated
project onboarding, with rule evaluation co-located with the
data it concerns.

This is a preliminary work. The next step is to run the as-
sembled extract-then-decide pipeline against TREC relevance
judgments on a set of trials fully formalized in eFLINT and
Rego, with LLM-based worker agents extracting and preparing
inputs for the rules rather than making matching decisions,
and to repeat that evaluation with an open-weight model
hosted inside the data domain. Open challenges include auto-
mated semantic validation of LLM-generated eFLINT specifi-
cations, tighter integration of normative lifecycle management
with workflow orchestration, reducing extraction disagree-
ments through multi-model mediation, and extending cross-
jurisdictional policy reconciliation to multi-party federated
settings.

REFERENCES

[1] H. Li, X. Chen, Z. Xu, D. Li, N. Hu, F. Teng, Y. Li, L. Qiu, C. J. Zhang,
L. Qing, and L. Chen, “Exposing Numeracy Gaps: A Benchmark to
Evaluate Fundamental Numerical Abilities in Large Language Models,”



in Findings of the Association for Computational Linguistics: ACL 2025,
W. Che, J. Nabende, E. Shutova, and M. T. Pilehvar, Eds. Association
for Computational Linguistics, Jul. 2025, pp. 20 004–20 026.

[2] S. I. Mirzadeh, K. Alizadeh, H. Shahrokhi, O. Tuzel, S. Bengio,
and M. Farajtabar, “GSM-Symbolic: Understanding the Limitations of
Mathematical Reasoning in Large Language Models,” in International
Conference on Learning Representations, 2025. [Online]. Available:
https://openreview.net/forum?id=AjXkRZIvjB

[3] H. Liu, C. Yuan, A. Butler, Y. Sun, and C. Weng, “CTKB: A Clinical
Trial Knowledge Base for Electronic Phenotyping,” Journal of Biomed-
ical Informatics, vol. 117, p. 103771, 2021.

[4] F. Kury, A. Butler, C. Yuan, L. heng Fu, Y. Sun, H. Liu, I. Sim,
S. Carini, and C. Weng, “Chia: A Large Annotated Corpus of Clinical
Trial Eligibility Criteria,” Scientific Data, vol. 7, p. 281, 2020.

[5] A. Bustos and A. Pertusa, “Learning Eligibility in Cancer Clinical Trials
Using Deep Neural Networks,” Applied Sciences, vol. 8, no. 7, p. 1206,
2018.

[6] C. T. Michael, S. A. Almohri, J. J. Linderman, and D. E. Kirschner,
“A Framework for Multi-Scale Intervention Modeling: Virtual Cohorts,
Virtual Clinical Trials, and Model-to-Model Comparisons,” Frontiers in
Systems Biology, vol. 3, p. 1283341, 2023.

[7] TREC, “TREC 2021 Clinical Trials Track,” https://www.trec-cds.org/
2021.html, National Institute of Standards and Technology (NIST),
2021, text REtrieval Conference (TREC), Clinical Trials Track.

[8] C. A. Esterhuyse, T. Müller, L. T. Van Binsbergen, and A. S. Z. Belloum,
“Exploring the Enforcement of Private, Dynamic Policies on Medical
Workflow Execution,” in 2022 IEEE 18th International Conference on
e-Science (e-Science), 2022, pp. 481–486.

[9] L. Nogueira and A. Resende, “Reusing Policy-as-Code Across CI/CD
and Kubernetes Admission Control: An Empirical Assessment of Gov-
ernance Consistency,” Computers, vol. 15, no. 7, p. 453, 2026.

[10] L. T. van Binsbergen, N. Kokash, A. Latif, M. de Boer, and F. Arbab,
“A Principled Approach to Reusable, Modular and Executable Regula-
tory Models,” in Proceedings of the 17th International Conference on
Artificial Intelligence and Law (ICAIL), 2020.

[11] L. T. van Binsbergen, “Dynamic Norm Compliance in Executable
Institutional Models,” in Proceedings of JURIX, 2022.

[12] N. Kokash, A. Belloum, and P. Grosso, “Compliance Management for
Federated Data Processing,” arXiv preprint arXiv:2602.19360, 2026.
[Online]. Available: https://arxiv.org/abs/2602.19360

[13] O. Beyan, A. Choudhury, J. van Soest, O. Kohlbacher, L. Zimmermann,
H. Stenzhorn, M. R. Karim, M. Dumontier, S. Decker, L. O. B.
da Silva Santos, and A. Dekker, “Distributed Analytics on Sensitive
Medical Data: The Personal Health Train,” Data Intelligence, vol. 2,
no. 1–2, pp. 96–107, 2020.

[14] A. Gaye, Y. Marcon, J. Isaeva, P. LaFlamme, A. Turner, E. M. Jones,
J. Minion, A. W. Boyd, C. J. Newby, M.-L. Nuotio, R. Wilson,
O. Butters, B. Murtagh, I. Demir, D. Doiron, L. Giepmans, S. E. Wallace,
I. Budin-Ljøsne, C. O. Schmidt, P. Boffetta, M. Boniol, M. Bota,
K. W. Carter, N. deKlerk, C. Dibben, R. W. Francis, T. Hiekkalinna,
K. Hveem, K. Kvaløy, S. Millar, I. J. Perry, A. Peters, C. M. Phillips,
F. Popham, G. Raab, E. Reischl, N. Sheehan, M. Waldenberger, M. Per-
ola, E. van den Heuvel, J. Macleod, B. M. Knoppers, R. P. Stolk,
I. Fortier, J. R. Harris, B. H. R. Wolffenbuttel, M. J. Murtagh, V. Ferretti,
and P. R. Burton, “DataSHIELD: Taking the analysis to the data, not
the data to the analysis,” International Journal of Epidemiology, vol. 43,
no. 6, pp. 1929–1944, 2014.

[15] Vantage6 Consortium, “Vantage6: Privacy preserving federated learning
and analytics,” 2023. [Online]. Available: https://vantage6.ai

[16] D. J. Beutel, T. Topal, A. Mathur, X. Qiu, T. Parcollet, and N. D. Lane,
“Flower: A Friendly Federated Learning Research Framework,” arXiv
preprint arXiv:2007.14390, 2020.

[17] The TensorFlow Federated Authors, “TensorFlow Federated: Machine
learning on decentralized data,” https://www.tensorflow.org/federated,
2019, accessed 2026-08-21.

[18] C. He, S. Li, J. So, X. Zeng, M. Zhang, H. Wang, X. Wang,
P. Vepakomma, A. Singh, H. Qiu, X. Zhu, J. Wang, L. Shen, P. Zhao,
Y. Kang, Y. Liu, R. Raskar, Q. Yang, M. Annavaram, and S. Avestimehr,
“FedML: A Research Library and Benchmark for Federated Machine
Learning,” in NeurIPS Workshop on Federated Learning, 2020.

[19] H. R. Roth, Y. Cheng, Y. Wen, I. Yang, Z. Xu, Y.-T. Hsieh, K. Kersten,
A. Harouni, C. Zhao, K. Lu, Z. Zhang, W. Li, A. Myronenko, D. Yang,
S. Yang, N. Rieke, A. Quraini, C. Chen, D. Xu, N. Ma, P. Dogra,

M. Flores, and A. Feng, “NVIDIA FLARE: Federated Learning from
Simulation to Real-World,” arXiv preprint arXiv:2210.13291, 2022.

[20] T. Athan, G. Governatori, M. Palmirani, A. Paschke, and A. Wyner,
“LegalRuleML: Design Principles and Foundations,” in Reasoning Web.
Web Logic Rules, ser. LNCS. Springer, 2015, vol. 9203, pp. 151–188.

[21] H.-P. Lam and M. Hashmi, “Enabling Reasoning with LegalRuleML,”
Theory and Practice of Logic Programming, vol. 19, no. 1, pp. 1–26,
2019.

[22] T. F. Gordon, “Constructing Legal Arguments with Rules in the Legal
Knowledge Interchange Format (LKIF),” in Computable Models of the
Law, ser. LNCS. Springer, 2008, vol. 4884, pp. 162–184.

[23] G. Antoniou, D. Billington, G. Governatori, and M. J. Maher, “Repre-
sentation Results for Defeasible Logic,” ACM Transactions on Compu-
tational Logic, vol. 2, no. 2, pp. 255–287, 2001.

[24] G. Governatori, “Business Process Compliance: An Abstract Normative
Framework,” it – Information Technology, vol. 55, no. 6, pp. 231–238,
2013.

[25] OASIS XACML Technical Committee, “eXtensible Access Control
Markup Language (XACML) Version 3.0,” OASIS Standard, 2013.

[26] S. Abualhaija, M. Ceci, N. Sannier, D. Bianculli, S. Lannier, M. Siclari,
O. Voordeckers, and S. Tosza, “LLM-assisted Extraction of Regulatory
Requirements: A Case Study on the GDPR,” in Proc. 33rd IEEE
International Requirements Engineering Conference (RE). IEEE, 2025.

[27] J. M. Imperial and H. Tayyar Madabushi, “Scaling policy compliance
assessment in language models with policy reasoning traces,” arXiv
preprint arXiv:2509.23291, 2025.

[28] S. Bubeck, V. Chandrasekaran, R. Eldan, J. Gehrke, E. Horvitz, E. Ka-
mar, P. Lee, Y. T. Lee, Y. Li, S. Lundberg, H. Nori, H. Palangi, M. T.
Ribeiro, and Y. Zhang, “Sparks of Artificial General Intelligence: Early
Experiments with GPT-4,” arXiv preprint arXiv:2303.12712, 2023.

[29] Z. Xi, W. Chen, X. Guo, W. He, Y. Ding, B. Hong, M. Zhang, J. Wang,
S. Jin, E. Zhou, R. Zheng, X. Fan, X. Wang, L. Xiong, Y. Zhou,
W. Wang, C. Jiang, Y. Zou, X. Liu, Z. Yin, S. Dou, R. Weng, W. Qin,
Y. Zheng, X. Qiu, X. Huang, Q. Zhang, and T. Gui, “The Rise and
Potential of Large Language Model Based Agents: A Survey,” Science
China Information Sciences, vol. 68, no. 2, p. 121101, 2025.

[30] M.-V. Nguyen, F. Shiri, Z. Li, and K. Verspoor, “How Robust Are
Large Language Models for Clinical Numeracy? An Empirical Study
on Numerical Reasoning Abilities in Clinical Contexts,” in Findings of
the Association for Computational Linguistics: ACL 2026. Association
for Computational Linguistics, 2026, pp. 18 113–18 129. [Online].
Available: https://aclanthology.org/2026.findings-acl.901/

[31] J. Varghese, “Managing Secrets Across Trust Boundaries in a Federated
Workflow Execution Framework,” M.Sc. thesis, University of Amster-
dam, 2026.

[32] J. Cohen, Statistical Power Analysis for the Behavioral Sciences, 2nd ed.
Hillsdale, NJ: Lawrence Erlbaum Associates, 1988.

[33] T. K. Koo and M. Y. Li, “A Guideline of Selecting and Reporting
Intraclass Correlation Coefficients for Reliability Research,” Journal of
Chiropractic Medicine, vol. 15, no. 2, pp. 155–163, 2016.

[34] J. Cohen, “A Coefficient of Agreement for Nominal Scales,” Educational
and Psychological Measurement, vol. 20, no. 1, pp. 37–46, 1960.

[35] Data-privacy-stack, “Presidio-research: Framework for evaluating pii de-
tection models,” https://github.com/data-privacy-stack/presidio-research.

[36] Harvard Medical School DBMI, “National NLP Clinical Chal-
lenges (n2c2),” https://portal.dbmi.hms.harvard.edu/projects/n2c2-nlp/,
accessed: 2026-07-13.


