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Overview

Federated Data Processing with Brane
Issues & contributions

Data harmonization

Project needs vs available data matchmaking

Experimenting with agentic workflows in Brane

Secret propagation

Spatio-temporal purpose-aware access control (towards automated policy generation)

Current and Future Work

e Agents =LLM + harness
e Agent to convert process description to model and execution specification
e Compliance-checking agent
e FRAME project pilots
e Data management pipeline (e.g., for metamorphic testing with federated data)
e Agentic decision support (statistical models)
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Brane Ecosystem: Key Implementations & Extensions

Project

Brane Framework

BraneHub

BraneHub + Brane
Integrator

Secret
Management

FedTheses Agent

Extended Policy
Reasoner

Matchmaking
benchmark

Brane Easy
Deployment

Purpose / Contribution
Core privacy-focused application orchestration framework for
distributed resources; containerized building blocks and
programmable workflow orchestration

Governance platform for federated data-analysis projects

Connects governance decisions with Brane workflow execution

Secure, site-specific secret distribution in Brane workflows

Federated thesis search & summarisation using agents over Brane

Policy reasoning with extended eFLINT + OPA/Rego support

Evaluation of LLM-based clinical-trial matchmaking

Simplified deployment and management of Brane infrastructure

Link

GitHub —
BraneFramework
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Brane for Federated Data Processing
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Secure Data Exchange - Brane

Programmable Orchestration of Applications and Networking (POAN) framework.

Runs distributed applications across geographically dispersed IT resources

Specifically targets environments with sensitive data (like the EPI project - Enabling Personalized Interventions )
Containerization to encapsulate functionalities as portable building blocks

DSL (BraneScript/Bakery) to allow end-users to compose workflows

Central Node (Control Plane)

brane-api GraphQL & ScyllaDB

brane-drv

Worker Nodes (Execution Plane)

brane-job Container Execution
L

Workflow Orchestration brane-reg Local Registry

brane-let Task Sidecar

.\:,. Common Infrastructure
brane-prx Secure Networking

= The DSL Pipeline —

brane-ast

Abstract Syntax Tree

-

brane-dsl

DSL Parsing i
 — —
XX I

brane-exe
Execution Engine

® Rust & tokio | g gRPC & GraphQL | a ScyllaDB | @ Docker

Geo-Distributed Execution

Problem: Executing code on data that cannot be moved due to legal or technical
reasons. Solution: The Planner (brane-p1r) and Worker nodes allow
"computing to move to the data." Brane handles the orchestration of containers
across these sites transparently.

Security and Policy Enforcement

Problem: Ensuring that only authorized workflows can access sensitive datasets.
Solution: Integration with a Policy Reasoner (deliberation) and the use of
Proxies (brane-prx) to enforce network and data access rules at every step.

Ease of Use for Non-Programmers

Problem: Scientists often aren't distributed systems experts. Solution:
BraneScript provides a high-level, Python-like syntax that hides the complexity
of container management, networking, and data discovery.


https://enablingpersonalizedinterventions.nl/

Policy reasoner

Q Tech Stack

® Rust
Edition 2021

9

Open Policy Agent

o eFLINT
Rego Haskell & JSON

tokio
Async Runtime

miette
Error Handling

HTTP/JSON

Communication

Workspace Crates

r=
»

spec lib/spec

Defines core traits:

AliditLogger

reasoners lib/reasoners
Backend implementations:

OPA/Rego eFLINT POSIX No-op

N

resolvers

Components that resolve
system state (e.g., from files)

lib/resolvers

loggers

Implementations for
recording audit trails (e.g., to files)

lib/loggers

(Al ][ o

workflow  lib/workflow

Data structures for
representing abstract workflovs and tasks

share lib/share

Common types and utilities
shared across the workspace

L Policy Evaluation Flow

Input
@ Workflow (requested action)
+

Initial State (environment context)

¥

a» State Resolution
e
=

StateResolver enriches the state with

additional data (e.g., resource metadata).

¢

and policy question to the backend engine.

o
> )
OPA eFLINT POSIX

O

No-op

¥

Audit
E AuditLogger records the request,

state used, and the reasoner’s response.

Consultation
* ReasonerConnector sends the enriched state

l

@ Success Violated

(Q Output: ReasonerResponse

with detailed reasons

* Reasoners (Backends)

OPA/Rego OPA
Sends HTTP/JSON query to === Server
Open Policy Agent
eLiNg eFLINT
Sends HTTP/JSON query to === Server
) eFLINT-server (Haskell/JSON)
- o

M. POSIX Permissions ocal

- Evalu.atgs local Unix-stylg ===Cp File System
permissions and ownership
No-op No-op
Always returns success; === Engine
useful for testing or bypass 9

|

E Audit Loggers
File Logger @

a Appends structured audit Se =g

records to a file (JSONL/TXT)

audit.log

Legend

- Data/Control Flow

---% External Communication




eFLINT vs Rego

Aspect eFLINT
Abstraction Norms, duties, powers, violations
Temporal reasoning Native fact lifecycle
Legal traceability High
Performance Interpreted; moderate
Tooling Research-grade (rule-editor,...)
LLM generation Moderate—low reliability
Best use Design-time normative audit

{ Expressive, hard

OPA / Rego
Rules over structured JSON
Via input attributes
Moderate
Optimized; sub-ms

CLI, LSP (Language Server
Protocol), linter, CI/CD

High reliability

Runtime enforcement

{ Good for RBAC/ABAC, easy




Role-based access control

Location: Tatooine

!

Input/Output: jedis dataset

!

Location: Moraband

!

Input/Output: jedis dataset

!

Stop

Step 1: Lightsaber

Customization
° Task: color-obi-wan-lightsaber
° Location: Tatooine (the desert
planet)

° Operation: Takes a "jedis" dataset
as input and produces a modified
"jedis" dataset as output

° Purpose: Appears to simulate
customizing Obi-Wan Kenobi's
lightsaber color

Step 2: Jedi Promotion

° Task: promote-anakin-to-master

° Location: Moraband (the ancient
Sith homeworld)

° Operation: Takes the modified
"jedis" dataset from Step 1 and
produces a final "jedis" dataset

° Purpose: Simulates promoting
Anakin Skywalker to Jedi Master
rank

° Completion: The workflow ends
after this step

—
=

Policy Overview

Character Roles

° Jedi Masters: Yoda, Mace Windu,
Obi-Wan Kenobi

° Jedi Knights: Anakin Skywalker, Kit
Fisto, Plo Koon

° Sith Lords: Darth Sidious, Darth
Vader, Darth Maul

Access Rules

1. Jedi Masters can execute any task
on any planet

2. Obi-Wan Kenobi can specifically
color his own lightsaber on Tatooine

3. Darth Sidious can specifically
promote Anakin to master on
Moraband

4. Jedi Knights can view but not
modify the workflow

5. Sith Lords can view but not modify
the workflow (except for Darth
Sidious's specific permission)

6. All other characters are denied
access by default

LARGE LANGUAGE MODEL
=] —

package jedis_policy

# Default deny all access
default allow = false

# Define roles for Star Wars characters

jedi_masters = {"Yoda", "Mace Windu", "Obi-Wan Kenobi"}
jedi_knights = {"Anakin Skywalker", "Kit Fisto", "Plo Koon"}
sith_lords = {"Darth Sidious", "Darth Vader", "Darth Maul"}

# Rule to allow Jedi Masters to perform any task on any planet

allow if {
input.subject.id == jedi_masters[_]
input.action == "execute"
}
# Rule to allow Obi-Wan to color his own lightsaber on Tatooine
allow if {
input.subject.id == "Obi-Wan Kenobi"
input.action == "execute"
input.object.task == "color-obi-wan-lightsaber”
input.object.location == "tatooine"
}
# Rule to allow only Darth Sidious to promote Anakin to master on Moraband
allow if {
input.subject.id == "Darth Sidious"
input.action == “execute”
input.object.task == "promote-anakin-to-master"
input.object.location == "moraband”
}
# Rule to allow Jedi Knights to view but not modify the workflow
allow if {
input.subject.id == jedi_knights[_]
input.action == "view"
}
# Rule to allow Sith Lords to view and execute the workflow
allow if {
input.subject.id == sith_lords[_]
input.action == "view"




Policy specification languages

Languages for defining access control and data privacy policies.

[+] Rego (Open Policy Agent, OPA) — A declarative policy language
used for expressing fine-grained access control policies, especially in
cloud and microservices environments.

XACML (eXtensible Access Control Markup Language) — A
widely used XML-based standard for attribute-based access control
(ABAC).

AIR (Accountability In RDF) — A rule-based, RDF-based policy
language designed for expressing privacy policies in the semantic
web.

PSL (Privacy Specification Language) — A formal language
designed to express privacy preferences and data handling
requirements.

PawsS (Privacy-Aware Security Language) — A
semantic-web-based language for privacy policy enforcement.
Legalease — A policy language developed by Microsoft Research for
expressing compliance policies in natural-language-like syntax.

Languages used in privacy-preserving computing and
federated learning.

TLA+ (Temporal Logic of Actions) — Used in
formal verification of privacy-sensitive access
control policies.

PPL (PrimeLife Policy Language) — A privacy
policy language developed for user-centric identity
management.

LegalRuleML — An XML-based language used to
model legal norms, including privacy policies.
AAL (Attribute-based Access Language) — Used
in federated identity management and access
control frameworks.



Federated Data Processing 1]

Can | have your data?
No!

But | will make your life better!

Who are you? What data do you want?

. . How do | know you are who you say you are? ‘ .
Research institute Where are you from? Medical center

What are you doing?
What will | get from it?
Are you going to share data with someone else?

e EHDEN - European Health Data & Evidence Network
A large-scale European federated network for real-world healthcare data. Data remain at the local institutions, but are harmonised
to the OMOP Common Data Model, enabling distributed epidemiological, drug-safety and effectiveness studies. The network has
100+ data partners across 25+ countries, with more than 291 million people represented.

e DataSHIELD / DARAH oncology network
Federated analysis infrastructure in which researchers send statistical analyses to participating sites rather than receiving
patient-level data. The DARAH project deployed it across three French hospitals (Toulouse, Reims and Foch) for an oncology
study; all planned aggregate analyses were successfully performed without centralising patient data. It also demonstrated
integration of differential privacy.



Practical problems

Biomedical Data

Harmonization

Batch Effects

Platform Variability
Lab-to-Lab Differences

Batch Correction

Researcher

e How do | process data | cannot see? °
e What do | do if these data are not in the

format | need? o

e \What if the data is not compatible / useful

for our needs? o

o ... @

e Data agnostic ML
e Collect metadata $+ synthetic data) and
adapt processing to a specific provider

Modality

Heterogeneity

Omics vs. Imaging

Scale & Dimension
Differences

Feature Alignment

Semantic Cross-Study

Integration

Heterogeneity

Different Ontologies Cohort Variability

Metadata Discrepancies Longitudinal Alignment

Standardization Data Imputation

Data provider

How do | enable research without jeopardising

my data?
They use formats and DSLs | do not understand
or have no resources to comply with...

U

e Clear instructions + tool helpers
e Framework-level protection and automation



Semantic heterogeneity. LLM + ontologies harmonization |!I

(v’ MPRINT: Maternal Pediatric Precision in Therapeutics Hub - improve maternal and pediatric
| @ pharmacology research

Dataset - observations during pregnancy (EHR, e.g., substance use) vs outcomes for the baby (EHR, diagnosed conditions or
phenotypes - set of observable characteristics or traits)

Various formats: natural language / unclassified, ICD, MONDO, HPO, SNOMED CT, OMOP, ORDO,,...

D Prepare
Target documents [ Vectorize
KB & metadata

Candidate

Input Vectorize [—>| Find best
data matches i/o pairs

L @
M —N, all pairs [M| x |N| L

Vector
DB

Rejected
pairs

Precision: RAG is not enough (42.3% pairs approved), with LLM-as-a-judge 78% - 92%

Recall: Assessed via alternative pair generation (14.7% pairs approved), RAG+LLM missed ~40% of valid mappings (wrong
cut-off, 3 best matches vs 10)


https://www.mprint.org/

Medical / healthcare use cases 1]

GlObal resea rCh and Regu |at0ry Survel I Iance Pharmaceutical R&D facility Healthcare / hospital network
y= N S
L. . ] ] . Drug discovery team — Couzii::,"aim Patient registry
1. Clinical trial patlent selection. An R&D faCIIIty gatherS {_Target identification, PK/PD modelling ) klayer Cohort prevalence & distribution )
information about cohorts of patients, such as the frequency . N - N
of condition occurrence and circumstances in which the ‘ Al&digital twinlab > —|  EHR &imaging repository ‘
(_ Imaging, lab data, predictive models ) \__Lab records, MRI, maternal history )
condition developeq. . . ) . ) .
o  selected patients' medical history, laboratory tests, Clinical trial unit N —s  Ethics & data governance
and images (__Eligibility screening, recruitment \_ Consent, anonymisation, legal basis )
o) i i i i ( ) late ph [ ( )
personal data to Identlfy and recruit patlents for Investment & regulatory }»- - -afe-?-a-sf 1S > Patient recruitment (late phase)
clinical trials. _ €100M—€2B pipeline commitment ) \__Identifiable data where permitted

2.  Nationwide study of effects of a screening program
o e.g., colonoscopy from age of 35 vs from age 50
o does it help early cancer detection - count cancer Example: Pediatric hydrocephalus drug development
discoveries in asymptomatic patients in the age Lateri;";if;’;f:;c':t%‘;i;?ﬂagmi

group 35 vs 50, average tumor size/staging,

treatment outcomes...

3.  Hospital quality controls: count number of in-hospital ‘ Early R&D H I H S ;( — H o
mortality and 30-day readmission cases... \ i ) i

Epidemiology needed
Incidence in children 2-8 months

C

Rare condition
~1-2 per 1,000 live births globally

) N L J

Drug development pipeline

l !

Anonymised / aggregated data access Identifiable data (where permitted)



BraneHub + integration with Brane

2000s 2010s Mid-2010s

Web APIs

(s0aP o o5 ]
Enterprise
Integration

Bring researcher (data consumer) and data provider together
Consumer: describes organization, project, required data,...
Provider: organization, available data, access rules,...

Agreement + access policies
Admin / audit - history of projects

Today —> Future

Microservices

DevOps & Scalability Managed Cloud

Cloud-Native & Serverless

Web Containers  Kubernetes Functions Event-Driven
Ecosystem

Pre-Exchange

Exchange

Onboarding
(BraneHub)

Masssssssssssssssssssnsssssssnsnsanad

Workflow Execution /
Runtime Policies (Brane)

1. Parties "became known" to each other

-

..... RSt ey, “SA Provider Entity

: WsD :
| Requester 1 g 9 -~ . i
\ Human o ’E 2. Agree on semantics & WSL’“: ~— < iromder '
: & 1 : - uman i

) -
3 Input '-_
\ Semantics%

L& WSD

.'. 3. Input
* Semantics i

......................

Post-Exchange

Monitoring / Audit
Dashboard




HealthDCAT-AP

Onboarding + policies

Onboarding - not every data provider is useful...

Rego / Open Policy Agent (OPA)

Templates / Schema to describe project and data

Use project / data descriptions to decide proceed

or not

7L

acceptable_locations

LARGE LANGUAGE MODEL

<

input_data = {
"location": location,
"acceptable_locations":

M-
}

prompt = """
You are a policy evaluation engine. Decide whether to accept a participant
based on the following input data: {json.dumps(input_data, indent=2)}

Rule: Accept a participant (allow: true) if their location is a valid
representation or sub-region of one of the acceptable_locations.
Otherwise, deny (allow: false).

Return ONLY a JSON object in the following format:
{{"allow": true}} or {{"allow": falsel}}

nun

DCAT-AP — a machine-readable description
that enables discovery across organisations.

—>

. Policy-as-Code framework for declarative policy definition

0 Decouples policy decisions from application logic

. Enables fine-grained authorization and compliance enforcement

. Widely used for cloud-native infrastructure, APIs, and data governance
Typical uses

. Access control (RBAC / ABAC)

. API authorization

. Kubernetes admission control

. Compliance and security policies

default allow = false

allow if {
# Ensure the location is present

input.acceptable_locations[_] ==

input.location

# Return

decision := {"allow": allow}



Not all compliance rules are workflow requirements Il

Make BraneHub + Brane + ?... GDPR Functional requirements — data rectification
compliant

RQ Functional area Requirement description
GDPR Akf,'c/g 76; TAe dafa_ cu éject gAa// Aan fAe r,'?Af fg m Userequiesthandiing :L:s;::ta subjects to submit rectification requests; each request logged with a unique reference
oétaiu from tlte COP\tl’O//&I’ W/‘fAOllt Unz/ae c{e/ay the Identity verification :z:i:?;tor authorization, email confirmation, or ID validation for processing rectification
rec ﬁﬂ'cat/au OF I'VI accura?‘e ,bers‘oha/ e/o,tﬁ c at«cerm’ng A i or m Data rectification processing ?r:tcr‘w(zized personnel or automated systems must correct data without delay; changes must be
A er m Automated accuracy checks Validate inputs via format checks, consistency, or external data to reduce errors.
m Era;:asgy:hc.::‘onizaﬁon & Ensure rectified data is updated across all relevant systems and services.

What should happen if stakeholders o
update region or rules? e o

m Audit logging & reporting Log all actions in a tamper-proof system; provide rectification reports for audits.

Trace Ieega/a.fltahf - Z;{e/l'ueked_ éy] - Ih’lp/emen ?‘ﬂ.t/ah User notification Notify data subject when changes are processed, including details of corrections.
re I at I O n S ? m Third-party rectification Notify third parties about corrections if inaccurate data was involved in their operations.

sharing

Enforce rectification deadlines and log processing time for compliance.

summarized as—»  Summary

/
\

Region —governs—»{ Legislation = [——contains—»  Chapter/Section = —defines—»  Rule

derives——» Requirement  ——tracked by—» Issue  ——addressed by—» GitHub Commit




1. What is an Agent, Physically?

The LLM is the brain. The harness is the body.

s N\
HARNESS ( )
Q
e =) 5 Context / memory - z
LLM
Tool execution
User /‘ Next-token
engine
O State & loop
“What next?”
° Guardrails e
& J

N

Response / tool call
(JSON messages)

Physically, the harness is just a program.
« Calls the LLM API

« Maintains the conversation/context array

* Interprets model output

* Executes tools/functions

« Feeds results back to the LLM

» Repeats until the task is complete

LLM API is stateless; the harness builds,
=  maintains and protects the state around it.

2. The Agent Loop
Where the “Agent” Actually Lives

An agent emerges from a simple control loop.
it Harness e
promp!
context (context state, tools, / decision
control)
B w
l Yes

tool result

Each capability is a patch around the basic loop:

Problem Harness capability

LLM cannot affect world Tools

One action is insufficient Agent loop

Context becomes expensive Caching

Context window fills Compaction / context management

One context cannot handle task  Subagents
Agent drifts Steering / control

Agent does something unsafe Guardrails

QORDWOLOO

3. What You Actually Build

Agent developme
around the model.

LLM
@ Reasoning / generation
¢

£} HARNESS

engineering the harness

Context & memory

Tools / MCP / APIs

Agent loop & orchestration

State / retries / background

Guardrails / permissions

B QOO %W

Logging / tracing / evaluation

Database APIs Files Tools
/ RAG / MCP

{ v v
S b ‘; *

Q The engineering challenge is therefore
not only “make the LLM smarter.”

It is to build the body around the LLM:

Agent frameworks, MCP, RAG, skills, hooks, subagents
and guardrails are extensions of the harness,
not fundamentally different kinds of Al.




Agent-as-a-task in Brane

Which master's theses exist on federated learning at Dutch universities in 20257

@ Workaround

her (CLI ] . . o
[ aeseanchien(EL]) Docker Desktop WSL integration targeted wrong distribution; no

question / A docker CLI in Ubuntu
answer + trace | central agent v3.0.0 binaries require missing libssl.so.1.1 on Ubuntu

branectl download services targets dead
NI : archived-repository assets (404)
t
t.LLM pcarsetr > detercrlmmsnc r:{nllter e BrangHub brane build fails with default buildx driver (Docker exporter
question — Constrain code, not mode registry unsupported)

API key must be passed as a function argument

MSYS path conversion mangles ws1 one-liners

f;les . directory entries truncate host sources to 0 bytes
) Needs user

.env API key empty during patched run; real-key run not

MCP: streamable HTTP
""" ask_theses ST T T T :

worker agent worker agent worker agent

(NL) 1i (NL) tuwien (AT) executed
uva iacs uwien
@ Platform-blocked
| search_theses 7 -7\1(7‘1":‘7»*7?}11'9 No runtime secrets mechanism in Brane v3.0.0
get_thesis Task containers use Network : :None; LLM API egress
Y Y Y unavailable
DB tool DB tool DB tool

B =z me]
Agent-as-a-service roadmap created...



Federated agents in Brane

Process coordinator

o B2 C
B == Workflow §

Central DB
registry & models

Trusted / stateless /
open-source LLM +

Local LLM + harness
—physical memory
management

BRANE central

e S e B S S B S management
N

harness — agent memory

Services

! , Access
Llocal BRANE 1 ! control
DB container , 1 \!

Researcher

BRANE
functions

_________________________



Agent memory management

Memory layer What it contains Federated governance challenge

- In-context / Prompt, history, RAG, tool outputs, Minimize & filter sensitive information within token/context
Working scratchpad limits
1) Session / Workflow State, checkpoints, execution Retention, deletion & recovery across long-running workflows

history

= Shared / Task progress, intermediate results, Role-based access & controlled information exchange
Multi-agent shared state
ez Semantic / Documents, KG, embeddings, Provenance, ownership & policy-governed retrieval
Knowledge

domain knowledge

Memory must never be treated as an invisible agent implementation detail.
It is a policy-governed, provenance-aware, resource-limited asset subject to the same data-sovereignty constraints as the
underlying federated data.



Agent Frameworks for Federated Hospitals

Multi-agent # cross-organization trust. What really matters is array transparency.

O

Key Finding

None of the eight candidate
frameworks solve the federated-
hospital problem directly, because
“multi-agent” in every one of them
(CAMEL'’s Workforce, LangGraph'’s
subgraphs, CrewAl’s crews,
OpenAl’s handoffs, etc.) is
mechanically the same thing:

%)

The agent loop called again
with a fresh context array,
whose result returns as a tool
call to whoever invoked it —

a context-management

pattern, not a cross-organization
trust boundary.

Even CAMEL's own “distributed”
Workforce scaling is message-
queue-based horizontal scaling
of stateless workers within one
trust domain, not data-locality
enforcement between hospitals.
Its documentation explicitly warns
you'll lose context isolation unless
you engineer that yourself.

Takeaways

o “Multi-agent” # federation
It's a context-management pattern,

not a trust boundary.

The 8 Candidate Frameworks

e®e

' aHw
CAMEL LangGraph CrewAl
Workforce / multi-agent Subgraphs / Crews /

coordination collaboration

o

state management

A N

. Microsoft Agent
PydanticAl Framewofk AutoGen
Typed agents / Agent lifecycle / Conversational
lightweight state & tools multi-agent

G

OpenAl Agents SDK

Handoffs /
agent-to-agent

o

~

Semantic Kernel

Planner / skills /
memory

Why None Solve Federated Hospitals Directly

What they are

o Multi-agent = context array loop
(“agent calls agent”)

€ Message-queue scaling (CAMEL Workforce)
0 Stateless workers within one trust domain

No built-in data locality or cross-organization
boundaries

Q Choose by transparency

Array transparency is the right
evaluation criterion.

What matters instead

o Array transparency

How easily you can see and constrain
exactly what enters each site's agent
context — so you can prove no raw
patient data ever leaked into a prompt.

are safer inside Brane.

Prefer thinner frameworks
PydanticAl / OpenAl Agents SDK / CAMEL

0 Implications for Our Architecture

Thinner, more transparent frameworks
(PydanticAl, OpenAl Agents SDK, and
CAMEL itself) are safer to embed inside

a Brane-orchestrated, policy-enforced
container per site than heavier state/graph-
owning frameworks like LangGraph or
Microsoft Agent Framework.

CAMEL
4 v Transparent context handling
(lightweight)

OpenAl Agents SDK
v Transparent context handling
(lightweight)

PydanticAl
v Transparent context handling
(lightweight)

A

° Recommended Architecture

0 Brane ﬂf CAMEL

= .k |

« Data locality + Reasoning
« Policy enforcement + Coordination
« Trusted execution + Multi-agent

Each site runs its own isolated container,
with explicit, auditable context controls.

Keep CAMEL for reasoning

Brane owns data locality, policy
enforcement and trusted execution.



Matchmaking agent (finds suitable data records)

Inclusion « ECOG performance status 0—1 « Life expectancy 212 weeks * Adequate bone marrow: ANC 21.5 x 10°/L, platelets 290
x 10°/L, Hb 29 g/dL * Adequate hepatic & renal function ¢« LVEF 250%

Exclusion -« Known/suspected autoimmune disease * Systemic corticosteroids within 28 days ¢ Prior LAG-3 antibody treatment °
Untreated CNS metastases ¢ Treated, stable CNS metastases permitted after 1-month washout

Fact ecog-eligible Identified by patient
Holds when ecog-score(patient) = 0
eFLIN I Or ecog-score(patient) = 1.
Fact adequate-life-expectancy Identified by p
Holds when life-expectancy-weeks (patient

Fact adequate-bone-marrow Identified by patient
Holds when ancquatc anc(patlor )

And no-recent-growth-factors (pati

Fact adequate-cardiac-function Identxfled by patient

Holds when lvot percent (patient) >= 50.

Fact has-autoimmune-disease Identified by patient
Fact r 1t-immunosuppression Identified by p

Fact permissible-brain-metastases
Identified by patient
Holds when Not has-brain-metastases (pati
Or (stable-brain-metastases
And steroids-discontinued-f
patient)).

reasons contains
not _ecog_eli

or: 1" i€ {

Rego

reasons contains

input.

reasons contains
input.patient

B2 AL of
nc_l0e9_per_L < 1.5

reasons contains
input.

.hem

bin < 9 g/dL" if {

reasons contains

): LVEF < 50%" if {
input.patie iiac

lvef_percent < 50

reasons contains
input.patient

mmune dise.
e.known_or__

reasons contains




Matchmaking agent (TREC 2021 benchmark)

B aS I C M atCh I n g ( F u I I C rl te rl a) Clinical Trial Matching: Full Trial vs 2-Stage Extraction

100 "= Full Trial (Exact)
= Full Trial (Binary)
mmm 2-Stage Extraction (Exact)
mmm 2-Stage Extraction (Binary)

LLM is provided with the full text of the clinical trial's eligibility )

criteria and the patient's profile in a single prompt. The LLM is ol
g
asked to make a direct decision. g " o e
e  Pros: Simple, captures context from the entire criteria ] =
block. o] ol
e  Cons: Large prompts, potential for missing specific
constraints in long texts, lack of granularity in ol E ] :
Full ChatGPT Full Claude ChatGPT extraction ChatGPT extraction Claude extraction Claude extraction
eXp I an atIO ns ChatGPT matching Claude matching ChatGPT matching Claude matching

LLM Judge Consensus Metrics

Exact Agreement

Cohen's Kappa

Criteria extraction-based Matching

OpenAl (Total) and Anthropic (Total)

Anthropic (on OpenAl) and Anthropic (on Anthropic)

Step A (Extraction) + Step B (Evaluation)

OpenAl (on OpenAl) and OpenAl (on Anthropic)

OpenAl (on Anthropic) and Anthropic (on Anthropic)

Parameter extraction + rule-based Matching

OpenAl (on OpenAl) and Anthropic (on OpenAl)

0 20 40 60 80
Exact Agreement (%)

100 0.0 0.2 0.4 0.6 0.8
Cohen's Kappa

1.0


https://www.trec-cds.org/2021.html

|11
Secret passing requirements

SR-A Secret reaches the worker unreadable by any intermediary, including the controller (sealed bundle
encrypted for the target worker)

SR-B Every cross-site dispatch hop is mutually authenticated and encrypted (mutual TLS)

SR-C Secret release occurs only after explicit authorization by the receiving domain; failure denies
(per-site policy checker and allow/deny decision)

SR-D Secret values remain outside arguments, logs, environment dumps, and failure output (direct
injection and redaction)

SR-E Each threat’s status is assessed against captured evidence (security evaluation)

SR-F Authority is short-lived, session-bound, and restricted to the requested secret handles (capability
token)

SR-G Each release decision is recorded for later review (release-decision logging)



Threat

T3 — Hardcoded
credentials

T4 — Credentials in
logsltraces
T10 — Coerced tool

calls

T7 — Excessive
agent authority

T8 — Weak identity
binding

T6 — Host credential
theft

Evidence / Motivation

24,008 unique secrets found in MCP configs; 2,117
valid

73.5% of leaks in 17,022 agent skills came from
debug printing

MCP clients can be coerced to exfiltrate env vars /
system files

Goal hijacking & excessive agency are leading
OWASP agentic risks

MCP/A2A threat models identify unenforced
execution identity

s1ngularity harvested 2,349 credentials from 1,079
systems

|11
Credential-exposure patterns in agentic and tool-calling systems

Why It Matters

Setup guides promote CLI args / JSON keys, causing
credentials to spread with configs

Task output enters model context and framework logs
without boundary redaction

Ambient credentials are inherited; tool calls lack
per-release authorisation

Credentials are broad, static and long-lived rather than
step-scoped

Redirected requests can carry authority not granted to the
executor

Host-wide tokens are inherited by compromised packages

Req.

SR-A

SR-D

SR-C

SR-F

SR-F



Brane with secret passing

TBO TB1 TB3
1 1 1
1 1 1
1 1 1

1 1
submit (.iispptch inject after
User (sealed) - Controller (ciphartext) L, | Worker ALlow Task

brane CLI ; " | brane-drv i " | brane-job . g container

i 1 — 1

1 1 1

1 1 1

authorise
—————————————— TB2
Checker
brane-chk
(SR-F: token (SR-B: mTLS]  [SR-A: sealed bundle | SR-D: redaction
token + relay inject after

User sealed bundle Controller (ciphertext) Worker allow Task

brane CLI brane-drv brane-job container

BFNES SR-C: allow/deny

Y

Checker

brane-chk




Regulatory Documents (in Healthcare)

Rights Model

Example Regions

Frameworks

Security & access control

USA

NIST

Healthcare privacy laws

USA, Canada,

HIPAA, PIPEDA, PHIPA

Australia
Comprehensive data protection EU’ UK GDPR’ eprivacy
National healthcare security standards Netheﬂands, NEN 751 0’ BSI
Germany IT-Grundschutz

Extended personal data rights

Japan, Korea,
China

APPI, PIPA, PIPL

Regulatory Layers Governing

HEALTHCARE DATA ACCESS

EU Regulations

@ International Standards £
« WHO Guidelines gt

< ISO/ECStandards N
« HL7 FHIR

= « WGBO & Wabvpz ﬁ

« UAVG (GDPR Implementation)

r@ Security Standards

+ 15027799 >

ISO 27001 |
NISZ Directive

« GDPR (EU 2016/679)

« Data Governance Act

 European Health Data Space

Clinical Research Rules

« Clinical Trials Regulation

« Declaration of Helsinki

Institutional Policies
o\,

« IRBs & Ethics Committees
« Data Access Agreements

« Info Security Policies

—— MULTIPLE LAYERS ENSURE SAFE & COMPLIANT USE OF PATIENT DATA




STP-RBAC: Spatio-Temporal Purpose-Aware RBAC

Enabling secure and compliant federated data processing across organisations, legal regimes and time.

The Problem

Federated data processing (FDP) networks
execute workflows across organisations
that are subject to different legal regimes,
on data whose permitted uses are bounded
by purpose, jurisdiction and time.

ﬂEi "‘ ”' iEi

Hospital A ¥ ¥ Hospital B
(EU GDPR) (US HIPAA) e Different legal
regimes
/" Federated 7.
/S workflow @ Purpose
v: F ,-' limitations
.+
n @ Time constraints
Hospital C
(other jurisdiction)

° Classical RBAC is not enough

Treditional role-based access control
cannot express spatio-temporal purpose
constraints, and existing extensions treat
these dimensions in isolation.

Formalisation & Analysis

A
< /> SMT Encoding
Covers all four constraint

dimensions (spatial, temporal,
purpose, role).

° Policy Checking

Polynomial time

e Policy Synthesis & Repair
Not polynomial

The STP-RBAC Model

Authorisation is a predicate over:

0006000

User Role Object Purpose  Jurisdiction  Time
who is whatthey  whatdata/ whyitisused  whereitis  whenitis
requesting cando resource processed valid

authorised(u, r, 0, p, j, t) — {true, false}

Temporal Graph Semantics

@ user
. o —_— role
N | s A s
» @ object
/. 7 @ : J
® Q \./' )
N / ] ° / @ purpose
0— g~ \o/.\. jurisdiction
.} ik \. —> allowed flow
I timel
. , t; t, 1 ime layer

Evaluation Design

o S

Implementation Test Scenarios Metrics
Reference Multi-hospital Correctness,
implementation federated workflows performance,
of STP-RBAC with varying policies scalability

Validation

Compliance checks,
incremental updates,
edge cases

Spatial Temporal Purpose RBAC
(jurisdiction) (time) (use) (roles)

Four Structural Results

0 RBAC Snapshot reduction

Authorisation at a fixed purpiose,
jurisdiction and instant reduces
to reachability in a classical

RBAC snapshot.

O
Oig)O

e Monotonicity & downward closure

Authorisation is monotone under

< a policy relaxation order, and
<< l compliance verification has a
<SS downward-closure property (enables
incremental re-verification).
e Temporal separation of duty
- Reduces to interval stabbing over
[ | | the arrangement of activation

| endpoints.

Workflow feasibility

7.\ Reduces to time-respecting reachability.
@ .\ Polynomial for fixed role assignment,
2
\./ NP-complete when roles may be chosen
per step.

c.')/' Outcome

O\a’f STP-RBAC provides a principled, verifiable
9 and practical access control model for
federated data processing — enabling
compliance with purpose, jurisdiction
and time constraints, and supporting
secure collaboration across organisations.



FRAME PROJECT

Develop the policy-driven, federated infrastructure and Al-agent methods to operate autonomous agents over distributed and
sensitive data.

Automatic Agent Integration & Orchestration Agent Architecture: modular LLM-agent architecture and

e  Middleware translating agent DSL workflows into executable policy-driven workflows through Brane
pipelines
e Combine agent planning with policy-aware workflow orchestration Agent Adaptation & Evolution: semantic integration, federated
° Support coordination across heterogeneous data and compute . T . T
environments adaptation, distribution-shift and forgetting indicators
° Integrate uncertainty, security and compliance constraints into execution

System Integration: integrate orchestration, compliance
metadata and federated execution into the unified FRAME

. Develop automated ETL and data-quality pipelines for FRAME platform
experiments

) Produce versioned, reproducible and auditable datasets

° Integrate bias/quality evaluation and human-in-the-loop validation

° Generate data for RLHF and agent evaluation

Automated Data Preparation & Quality

Research focus: How can autonomous Al agents safely plan,
Legal & Ethical Al for Data Governance execute, adapt and coordinate workflows when data remains
L P
) Translate GDPR, EU Al Act and data-governance requirements into distributed and governed by heterogeneous policies:
technical constraints for agentic systems
° Develop ethical Al and responsible-use guidelines
° Connect legal requirements with policy enforcement and system
architecture



Frame Pilots at a Glance 5

AL Robotics — Physical Al agents

e Translate human commands into valid robot skill sequences —
e  Replan on interruption or skill failure
e  Uncertainty-aware validation & automated test generation Dlagnéstico Proceso HBP Cancer de Préstata
e  Key challenge: Small local models (~10B params) must plan in under 2s at 80+ TFLOPS — mmMMMWW
Process Talks — Automation platform (PTAP) M
e  Generate automation processes from natural-language descriptions .f‘é,,.
° Expose processes as MCP tools for agent orchestration 5’831“
e LLM-assisted RPA for legacy web apps without APls p
) Key challenge: Avoid destructive actions and prompt-injection risk when LLMs improvise mﬂ%ﬁ;fﬁm.
et
SAS / FISEVI — Clinical decision support =T
s
e  Summarize a patient's status within the Care Pathway (ICP) — ot
e  Suggest next clinical steps from reference ICPs m‘j‘”“ml
e Flag incomplete or low-quality clinical information v st
e  Key challenge: All processing must stay on-premise — no patient data leaves SAS infrastructure o=




What FRAME partners expect

PAL Robotics

e MCP-based access to ROS2 (an open-source set of software libraries and tools used to build robot applications) robot skills
(navigation, manipulation, social interaction)
Compact, on-device planning models that hit accuracy/latency/compute targets
A safety-testing loop that can surface "toxic prompt" / jailbreak failure modes before real-world deployment

Process Talks

e Agentic planning over a large, dynamic catalogue of MCP process-tools, with on-the-fly tool descriptions
e Authentication patterns for agents calling multi-tenant SaaS processes on users' behalf
e  Guardrails so LLM-driven RPA never takes destructive, hard-to-reverse actions

SAS / FISEVI

e RAG tailored to complex, multi-modal, multi-level clinical guideline documents
e Fully local/on-premise deployment — zero external processing of (synthetic) patient data
e Human-in-the-loop validation with practicing physicians on realistic, synthetic patient cases



No/low-code Data-Agnostic ML & Al

Data analysis and decision-support methods designed to work across heterogeneous data sources and formats

Data-agnostic by design: separate Al/ML reasoning from assumptions about a specific dataset, schema, domain, or data
provider.

Heterogeneous inputs: support structured, semi-structured and unstructured data, with varying schemas, vocabularies,
modalities and levels of completeness.

Reusable methods: the same analysis, reasoning and decision-support components can be applied across datasets and use
cases with minimal adaptation.

Robustness & generalisation: explicitly handle missing, inconsistent, uncertain and evolving data rather than relying on fixed
input characteristics.

Compositional Al workflows: agents can select, combine and orchestrate analysis and decision-support capabilities based on
the available data.

Significance for Agentic Decision Support

Data-agnostic methods provide the foundation for agents that can make decisions across changing data environments —
enabling portable, composable and adaptable decision-support workflows rather than systems tied to a single dataset or
application.

Key challenge: ensuring that data independence does not become decision unreliability — agents need explicit schemas,
provenance, validation, uncertainty handling and verifiable decision mechanisms.

Research project: federated outcome prediction for patients (multi-modal and explainable)



Agentic decision support

Federated causal treatment-effect estimation

Statistical models estimate treatment outcomes and uncertainty across institutions.
Formal rules determine which treatments are clinically admissible and sufficiently supported.
Three questions:

1. formalising clinical guidelines,
2. incorporating multiple outcomes and patient preferences
3. handling uncertainty and cross-site transportability.

The system can abstain when evidence is insufficient and should provide an auditable set of
supported interventions rather than relying on an opaque Al recommendation.



Future work

FRAME project

Agent-as-a-service in federated networks
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