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Foreword
Natallia Kokash
Leiden Institute of Advanced Computer Science, Leiden University
António Ravara
Dep. de Informática, Faculdade de Ciências e Tecnologia
Universidade Nova de Lisboa
Welcome to the proceedings of FOCLASA 2012, the 11th International Workshop on the Foundations of Coordination Languages and Self Adaptation. FOCLASA 2012 was held in Newcastle upon
Tyne, UK, on September 8, 2012 as a satellite event of CONCUR 2012, the 23rd International Conference on Concurrency Theory.
The workshop provides a venue where researchers and practitioners could meet, exchange ideas,
identify common problems, determine some of the key and fundamental issues related to coordination
languages and self adaptation, and explore together and disseminate solutions. Indeed, a number of hot
research topics are currently sharing the common problem of combining concurrent, distributed, mobile
and heterogeneous components, trying to harness the intrinsic complexity of the resulting systems.
Computation nowadays is becoming inherently concurrent, either because of characteristics of the
hardware (with multicore processors becoming omnipresent) or due to the ubiquitous presence of distributed systems (incarnated in the Internet). Computational systems are therefore typically distributed,
concurrent, mobile, and often involve composition of heterogeneous components. To specify and reason
about such systems and go beyond the functional correctness proofs, e.g., by supporting reusability and
improving maintainability, approaches such as coordination languages and self adaptation are recognised
as fundamental.
This year, we received 13 submissions involving 35 authors from 10 different countries. Papers underwent a rigorous review process, and all accepted papers received 3 review reports. After the review
process, the international Program Committee of FOCLASA 2012 decided to select 8 papers for presentation during the workshop and inclusion in these proceedings. These papers tackle different issues that
are currently central to our community, self-adaptation and coordination, processes and coordination,
and type systems. The workshop features an invited talk by Sebastian Uchitel from Imperial College
London (UK).
We would like to thank all the members of the program committee for their great work during the
review process, the external reviewers for providing insightful review reports, the authors for submitting
papers to the workshop, and the participants for attending the workshop in Newcastle. All these people
contribute to the success of the 2012 edition of FOCLASA.
Natallia Kokash
António Ravara
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Services are autonomous, self-describing, technology-neutral software units that can be described,
published, discovered, and composed into software applications at runtime. Designing software
services and composing services in order to form applications or composite services requires abstractions beyond those found in typical object-oriented programming languages. This paper explores service-oriented abstractions such as service adaptation, discovery, and querying in an objectoriented setting. We develop a formal model of adaptive object-oriented groups which offer services
to their environment. These groups fit directly into the object-oriented paradigm in the sense that
they can be dynamically created, they have an identity, and they can receive method calls. In contrast
to objects, groups are not used for structuring code. A group exports its services through interfaces
and relies on objects to implement these services. Objects may join or leave different groups. Groups
may dynamically export new interfaces, they support service discovery, and they can be queried at
runtime for the interfaces they support. We define an operational semantics and a static type system
for this model of adaptive object groups, and show that well-typed programs do not cause methodnot-understood errors at runtime.

1

Introduction

Good software design often advocates a loose coupling between the classes and objects making up a
system. Various mechanisms have been proposed to achieve this, including programming to interfaces,
object groups, and service-oriented abstractions such as service discovery. By programming to interfaces,
client code can be written independently of the specific classes that implement a service, using interfaces
describing the services as types in the program. Object groups loosely organize a collection of objects
that are capable of addressing a range of requests, reflecting the structure of real-world groups and social
organizations in which membership is dynamic [18]; e.g., subscription groups, work groups, service
groups, access groups, location groups, etc. Service discovery allows suitable entities (such as objects)
that provide a desired service to be found dynamically, generally based on a query on some kind of
interface. An advantage of designing software using these mechanisms is that the software is more
readily adaptable. In particular, the structure of the groups can change and new services can be provided
to replace old ones. The queries to discover objects are based on interface rather than class, so the
software implementing the interface can be dynamically replaced by newer, better versions, offering
improved services.
This paper explores service-oriented abstractions such as service adaptation, discovery, and querying
in an object-oriented setting. Designing software services and composing services in order to form
∗ This research was done in the context of the EU project FP7-231620 HATS: Highly Adaptable and Trustworthy Software
using Formal Models (http://www.hats-project.eu).
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applications or composite services require abstractions beyond those found in typical object-oriented
programming languages. To this end, we develop a formal model of adaptive object-oriented groups that
also play the role of service providers for their environment. These groups can be dynamically created,
they have identity, and they can respond to methods calls, analogously with objects in the object-oriented
paradigm. In contrast to objects, groups are not used for executing code. A group exports its services
through interfaces and relies on objects to implement these services. From the perspective of client code,
groups may be used as if they were objects by programming to interfaces. However, groups support
service-oriented abstractions not supported by objects. In particular, groups may dynamically export
new interfaces, they support service discovery, and they can be queried at runtime for the interfaces they
support. Groups are loosely assembled from objects: objects may dynamically join or leave different
groups. In this paper we develop an operational semantics and a static type system for this adaptive
group model based on interfaces, interface queries, groups, and service discovery. The type system
ensures that well-typed programs do not cause method-not-understood errors at runtime.
The paper is organized as follows. Section 2 presents the language syntax and a small example.
A type and effect system for the language is proposed in Section 3 and an operational semantics in
Section 4. Section 5 defines a runtime type system and shows that the execution of well-typed programs
is type-safe. Section 6 discusses related work and Section 7 concludes the paper.

2

A Kernel Language for Adaptive Object Groups

We study an integration of service-oriented abstractions in an object-oriented setting by defining a kernel
object-oriented language with a Java-like syntax, in the style of Featherweight Java [14]. In contrast to
Featherweight Java, types are different from classes in this language: interfaces describe services as sets
of method signatures and classes generate objects which implement interfaces. By programming to interfaces, the client need not know how a service is implemented. For this reason, the language has a notion
of group which dynamically connects interfaces to implementations. Groups are first-class citizens; they
have identities and may be passed around. An object may dynamically join a group and thereby add new
services to this group, extending the group’s supported interfaces. Objects may be part of several groups.
Both objects and groups may join and leave groups, thereby migrating their services between groups.
The kernel language considers concurrent objects which interact by synchronous method calls. Concurrent activities are triggered by instantiating classes with run methods (similar to overriding the run
method of Java’s Thread class). This simple concurrency model is relevant for service-oriented systems.

2.1 The Syntax
The syntax of the kernel language is given in Figure 1. A type T in the kernel language is either a
basic type, an interface describing a service, or a group of interfaces. A program P consists of a list
IF of interface declarations, a list CL of class declarations, and a main block {T x; s}. The main block
introduces a scope with local variables x typed by the types T , and a sequence s of program statements.
We conventionally denote by x a list or set of the syntactic construct x (in this case, a program variable),
and furthermore we write T x for the list of typed variable declarations T1 x1 ; . . . ; Tn xn where we assume
that the length of the two lists T and x is the same. The types T are the basic type Bool of Boolean
expressions, the empty interface Any, the names I of the declared interfaces, and group types GrouphIi
which state that a group supports the set I of interfaces. The use of types is further detailed in Section 3,
including the subtyping relation and the type system.
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Interface declarations IF associate a name I with a set of method signatures. These method signatures may be inherited from other interfaces I or they may be declared directly as Sg. A method signature
Sg associates a return type T with a name m and method parameters x with declared types T .
Class declarations CL have the form class C(T x) implements I { T1 x1 ; {T2 x2 ; s}; M} and associates a class name C to the services declared in the interfaces I. In C, these services are realized using
methods to manipulate the fields x1 of types T1 . The constructor block {T2 x2 ; s} initializes the fields,
based on the actual values of the formal class parameters x of types T . Remark that the constructor block
is executed asynchronously. Consequently, it can be used to trigger concurrent activities starting in a new
instance of a class. The methods M have a signature Sg and a method body {T x; s; return x; } which
introduces a scope with local variables x of types T where the sequence of statements s is executed, after
which the expression e is returned to the client.
The expressions e of the kernel language consist of Java-like expressions for reading program variables x, method calls x.m(x) where the actual method parameters are given by x, and object creation
new C(x) where the actual constructor parameters are given by x. Method calls are synchronous and in
contrast to Java all method calls are synchronized; i.e., a caller blocks until a method returns and a callee
will only accept a remote call when it is idle. For simplicity, the kernel language supports self-calls but
not re-entrance (which could be addressed using thread identities as in Featherweight Java [14]). In addition, we consider two expressions which are related to service-oriented software: newgroup dynamically
creates a new, empty group which does not offer any services to the environment. Service discovery may
be localized to a named group y: the expression acquire I in y except x finds some group g or object o
such that g or o offers a service better than I (in the sense of subtyping) and such that g or o is not in the
set x. If the in y clause is omitted, then the service provider g or o may be found anywhere in the system.
The statements s of the kernel language include standard statements such as skip, assignments x = e,
sequential composition s1 ; s2 , conditionals, and while-loops. To simplify the kernel language, we keep
a flat representation of expressions; i.e., expressions must be assigned to program variables before they
can be used in other statements. Service interfaces I are dynamically exported through a group y by the
expression x joins y as I, which states that object or group x is used to implement the interfaces I in the
group y. Consequently, y will support the interfaces I after x has joined the group. Objects and groups x
may try to withdraw service interfaces I from a group y by the expression x leaves y as I {s1 } else {s2 }.
Withdrawing interfaces from a group can lead to runtime exceptions which need to be handled either by
the client or by the service provider. In our approach, the exception is handled on the server side; i.e.,
withdrawing interfaces I from y only succeeds if y continues to offer all the interfaces of I, exported
by other objects or groups. Thus, removals may not affect the type of y. If the removal is successful then branch s1 is taken, otherwise s2 is taken. In addition, the language includes the statement
x subtypeOf I y {s1 } else {s2 } which is used to query a known group x about its supported interfaces.
The statement works like a conditional and branches the execution depending on whether the query succeeds or not. If x offers an interface better than I, the expanded knowledge of the group x becomes
available through the variable y in the scope of the statements s1 . If x does not offer an interface as good
as I, the branch s2 is taken. Remark the introduction of a new name for the group inside the scope, which
ensures that the knowledge of the extended type is local. (By syntactic sugar, the variable y need not
appear in the surface syntax).

2.2 Example
We illustrate the dynamic organization of objects in groups by an example of software which provides
text editing support (inspired by [22]). This software provides two interfaces: SpellChecker allows
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Syntactic Categories.
C : Class name
I : Interface name

Definitions.
P

::=

IF CL {T x; s}

Bool | Any | I | GrouphIi

T

::=

T : Type name

IF

::=

m : Method name

CL

::=

Sg

::=

T m ([T x])

M

::=

Sg {T x; s; return x; }

e

::=

s

::=
|

|

interface I extends I { Sg }

class C(T x) implements I { T x;{T x;s}; M}

x | x.m(x) | new C(x) | newgroup | acquire I [in x] except x

skip | x = e | s;s | if x { s } else { s } | while x{s}
x joins x as I | x leaves x as I {s} else {s}

x subtypeOf I x {s} else {s}

Figure 1: Syntax of the kernel language. The type names T include interfaces names I and Bool. Square
brackets [] denotes optional elements.
the spell-checking of a piece of text and Dictionary provides functionality to update the underlying
dictionary with new words, alternate spellings, etc. Apart from an underlying shared catalog of words,
these two interfaces need not share state and may be implemented by different classes. Let us assume
that the overall system contains several versions of Dictionary, some of which may have an integrated
SpellChecker. Consider a class implementing a text editor factory, which manages groups implementing these two interfaces. The factory has two methods: makeEditor dynamically assembles such software into a text editor group and replaceDictionary allows the Dictionary to be dynamically replaced
in such a group. These methods may be defined as follows:
GrouphSpellChecker,Dictionaryi makeEditor() {
Grouph0i
/ editor; SpellChecker s; Dictionary d;
editor = newgroup;
d = acquire Dictionary except emptyset;
d subtypeOf SpellChecker ds {
ds joins editor as Dictionary, SpellChecker;
} else {
d joins editor as Dictionary;
s = new SpellChecker();
s joins editor as SpellChecker;
}
return editor;
}
void replaceDictionary(GrouphSpellChecker,Dictionaryi editor, Dictionary nd){
Dictionary od;
nd joins editor as Dictionary;
od = acquire Dictionary in editor except nd;
od leaves editor as Dictionary {skip;} else {skip;};
return;
}

The method makeEditor acquires a top-level service d which exports the interface Dictionary (since
there is no in-clause in the acquire-expression). If d also supports the SpellChecker interface, we let
d join the newly created group editor as both Dictionary and SpellChecker. Otherwise d joins the
editor group only as Dictionary. In this case a new SpellChecker object is created and added to
the group as SpellChecker. Remark that we assumed the presence of several Dictionary services in
the overall system, otherwise the initial acquire-expression may not succeed and execution could be
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(T-C ALL )
Γ ⊢ x : T′

(T-VAR )
Γ ⊢ x : Γ(x)

match(m,T ,T ′ )

Γ⊢x:T

retType(T ′ ,m) = T

(T-N EW )
Γ ⊢ x : ptypes(C)

Γ ⊢ x.m(x) : T
(T-A CQUIRE )

(T-G ROUP )
Γ ⊢ newgroup : Grouph0i
/

C≺I

Γ ⊢ new C(x) : I

Γ ⊢ y : GrouphSi

Γ ⊢ acquire I in y except x : I

(T-S UB )
T ≺ T′

Γ⊢e:T

Γ ⊢ e : T′

Figure 2: The type system for expressions.
blocked at this point. The kernel language could be extended by a more robust version of acquire which
uses branching (similar to subtypeOf); in fact, inside a group g, robustness may be obtained by first
checking for the existence of an interface I in g using subtypeOf and then binding to the object or group
implementing I in g using acquire.
The method replaceDictionary will replace the Dictionary service in a text editor group. First
we add the new Dictionary service nd to the editor group and then we fetch the old service od in the
group by means of an acquire, where the except-clause is used to avoid binding to the new service nd.
Finally the old service od is removed as Dictionary in the group by a leave statement. The example
illustrates group management by joining and leaving mechanisms as well as service discovery.

3

A Type and Effects System

The language distinguishes behavior from implementations by using an interface as a type which describes a service. Classes are not types in source programs. A class can implement a number of service
interfaces, so its instances can export these services to clients. A program variable typed by an interface
can refer to an instance of any class which implements that interface. A group typed by GrouphIi exports the services described by the set I of interfaces to clients, so a program variable of type I may refer
to the group if I ∈ I. We denote by Any the “empty” interface, which extends no interface and declares
no method signatures. A service described by an interface may consist of only some of the methods
defined in a class which implements the interface, so interfaces lead to a natural notion of hiding for
classes. In addition to the source program types used by the programmer, class names are used to type
the self-reference this; i.e., a class name is used as an interface type which exports all the methods
defined in the class.
Subtyping. The subtype relation ≺ is defined as the transitive closure of the extends-relation on interfaces: if I extends J ′ and J ′ ≺ J or J ′ = J, then I ≺ J. It is implicitly assumed that all interfaces extends
Any, so we let I ≺ Any for all I. A group type GrouphSi is a subtype of I if there is some J ∈ S such that
J ≺ I, and GrouphSi ≺ GrouphS′ i if for all J ∈ S′ there is some I ∈ S such that I ≺ J. We extend the
source language subtype relation by letting a class be a subtype of all its implemented interfaces. The
reflexive closure of ≺ is denoted .
Typing contexts. A typing context Γ binds variable names to types. If Γ is a typing context, x a
variable, and T a type, we denote by dom(Γ) the set of names which are bound to types in Γ (the domain
of Γ) and by Γ(x) the type bound to x in Γ. Define the update Γ[x 7→ T ] of a typing context Γ by
Γ[x 7→ T ](x) = T and Γ[x 7→ T ](y) = Γ(y) if y 6= x. By extension, if x and T denote lists x1 , . . . , xn and
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(T-A SSIGN )

(T-S KIP )

(T-R ETURN )

Γ ⊢ e : Γ(x)

Γ ⊢ skip : ok

Γ ⊢ s : okh∆i

Γ ⊢ x = e : ok

(T-C OMPOSITION )

Γ◦∆ ⊢ x : T

Γ ⊢ s : okh∆1 i

Γ ⊢ s; return x : T

Γ

(T-C ONDITIONAL )
Γ(x) = Bool

Γ ⊢ s1 : okh∆1 i

Γ(x) = Bool

Γ(x) ≺ I

Γ(x) ≺ I

Γ ⊢ s2 : okh∆2 i

Γ ⊢ x leaves y as I {s1 } else {s2 } : okh∆1 ∩ ∆2 i
(T-M ETHOD )
Γ′ = Γ[x 7→ T ,x′ 7→ T ′ ]

y 6∈ dom(Γ)

Γ[y 7→ GrouphS ∪ {I}i] ⊢ s1 : okh∆1 i

Γ(y) = GrouphSi

Γ ⊢ s1 : okh∆1 i

(T-I NSPECT )
Γ ⊢ s2 : okh∆2 i

Γ ⊢ x subtypeOf I y {s1 } else {s2 } : okh∆1 ∩ ∆2 i

C≺I

Γ ⊢ s : okh∆i

(T-L EAVE )

Γ ⊢ x joins y as I : okhy 7→ GrouphS ∪ Iii

Γ(x) = GrouphSi

: okh∆1 ◦ ∆2 i

Γ ⊢ while x {s} : okh∆i

(T-J OIN )
Γ(y) = GrouphSi

Γ ◦ ∆1 ⊢ s′ : okh∆2 i

(T-W HILE )

Γ ⊢ s2 : okh∆2 i

Γ ⊢ if x {s1 } else {s2 } : okh∆1 ∩ ∆2 i

local(y)

⊢ s;s′

Γ′ ⊢ s; return e : T ′′ h∆i
Γ ⊢ T ′′ m (T x){T ′ x′ ;s;return x} : ok

(T-C LASS )

(T-P ROGRAM )

Γ[this 7→ C,x2 7→ T2 ] ⊢ M : ok

Γ[x 7→ T ] ⊢ s : okh∆i

Γ[this 7→ C,x2 7→ T2 .x1 7→ T1 ,x3 7→ T3 ] ⊢ s : okh∆i

Γ ⊢ class C(T1 x1 ) implements I {T2 x2 ;{T3 x3 ;s};M} : ok

∀CL ∈ CL · Γ ⊢ CL : ok
Γ ⊢ IF CL {T x;s} : ok

Figure 3: The type and effect system for statements, methods, classes, and programs.
T1 , . . . , Tn , we may write Γ[x 7→ T ] for the typing context Γ[x1 7→ T1 ] . . . [xn 7→ Tn ] and Γ[x1 7→ T1 , x2 7→ T2 ]
for Γ[x1 7→ T1 ][x2 7→ T2 ]. For typing contexts Γ1 and Γ2 , we define Γ1 ◦ Γ2 such that Γ1 ◦ Γ2 (x) = Γ2 (x) if
x ∈ dom(Γ2 ) and Γ1 ◦ Γ2 (x) = Γ1 (x) if x 6∈ dom(Γ2 ).
For typing contexts Γ1 and Γ2 , we define the intersection Γ1 ∩ Γ2 by Γ1 ∩ Γ2 (x) = T if T is the best
type such that Γ1 (x) = T1 , Γ2 (x) = T2 , and T1  T and T2  T . In particular, we have Γ1 ∩ Γ2 (x) =
GrouphS1 ∩ S2 i if Γ1 (x) = GrouphS1 i and Γ2 (x) = GrouphS2 i.
The Type and Effect System. Programs in the kernel language are analyzed using a type and effect
system (e.g., [2, 19, 24]). The inference rules for expressions are given in Figure 2 and for statements,
methods, classes, and programs in Figure 3.
Expressions are typed by the rules in Figure 2. Let Γ be a typing context. A typing judgment
Γ ⊢ e : T states that the expression e has the type T if the variables in e are typed according to Γ. By TVAR, variables must be typed in Γ. Method calls to a method m on a variable x are typed to T if x has the
(interface) type T ′ such that the types T of the actual parameters x give a match for m in T ′ with parameter
types T and the declared return type of m in T ′ is T . In T-N EW, new C has type I if the types of the
actual parameters to the class constructor can be typed to the declared types of the formal parameters of
the class, by means of the auxiliary function ptypes, and the class implements I, expressed by C ≺ I. We
omit the definitions of the auxiliary functions match and retType here, these are straightforward lookup
functions on the program’s interface table which perform the matching and retrieve the return type of a
method in a class, respectively. Similarly, ptypes retrieves the types of the formal parameters to a class
in the program’s class table. By T-G ROUP, a new group has the empty group type (with no exported
interfaces). By T-ACQUIRE, service discovery has the obvious type, if successful. The premise of the
rule is omitted if the statement has no in-clause. Rule T-S UB captures subtyping in the type system.
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Statements are typed by the rules in Figure 3. Let Γ and ∆ be typing contexts. A typing judgment
Γ ⊢ s : okh∆i expresses that the statement s is well-typed if the variables in s are typed according to
Γ and that the typing context for further analysis should be modified according to the effect ∆. Empty
effects are omitted in the presentation of the rules. The typing of statements skip and x = e are standard.
These judgments have no effects. The statement return x has a return type and is typed in the effect
of typing the statements of the method body. The use of effects can be seen in rule T-C OMPOSITION,
where the second statement is type checked in the typing context modified by the effect of analyzing the
first statement, and the effects are accumulated in the conclusion of the rule. Rules T-C ONDITIONAL
and T-W HILE propagate effects from the subexpressions; in the case of T-C ONDITIONAL the resulting
effect is approximated by taking the intersection of the effects of the branches. By T-J OIN, when an
object joins a group y and contributes interfaces I to y, the effect is that the type of y is extended with the
interfaces I. Note the requirement local(y), which expresses that y must be a local variable in the scope
of the method being analyzed. (We omit the definition, which is again a lookup in the class table of the
program). Without this restriction, a field could dynamically extend its type, resulting in an unsound
system; e.g., an assignment f=e in a statically well-typed method could become unsound if the type of
f were extended. However extending the type T of a local variable which copies the value of f to a type
T’ and assigning the result back to a field f’ is allowed, as f’ would need to be of the extended type T’
and f would remain of type T as required by the other method. (For comparison, the needed restriction
to local variables is handled differently in the query statement subtypeOf, which introduces a fresh local
variable.) Rule T-L EAVE shows that leaving a group has no effect on the typing context, and the effects
of the two branches are treated as for the conditional. Rule T-I NSPECT shows how the typing context is
extended with a new variable y which extends the type of the group x for the scope of the branch s1 . The
overall effect is again the intersection of the effects of the two branches.
Programs, classes, and methods are typed in the standard way. Methods do not have effects, which
reflects that effects are constrained to local variables inside methods. Likewise, classes and programs do
not have effects. (For simplicity, the standard type checking of interface declarations is omitted in the
presentation.) The body of a class constructor and the main method of a program may have the same
effects as the body of a method.

4

Operational Semantics

The runtime syntax is given in Figure 4. A runtime configuration cn is either the empty configuration
ε or it consists of objects obj and groups grp. Groups grp have an identity g and contain a set export
of interfaces I associated with the objects o implementing them. Objects obj have an identity o, a state
σ , and a stack ρ of processes proc. When an object has processes to execute, it executes the process at
the top of its stack. The stack grows with self-calls and shrinks at method returns. The empty stack is
denoted idle. A state σ maps program variables x to their types T and values v. A process proc can be
error or it has a local state σ and a sequence s; return x; of statements to be executed. The expression
wait(o, m) encodes a lock, expressing that the object is waiting for the return value of method m in
another object o (or on an auxiliary self-call). Values v include object and group names, and Booleans.
The operational semantics is given by rules in the style of SOS [21], reflecting small-step semantics.
Each rule describes one step in the execution of an object. Concurrent execution is given by standard SOS
context and concurrency rules (not shown here), and we assume associative and commutative matching
over configurations (as in rewriting logic [7]). Thus objects execute concurrently, with the following
exceptions: The rule for synchronous remote call (C ALL 1) refers to both the caller and callee objects
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Syntactic Categories.
g : Group name
o : Object name

Definitions.
cn

::=

ε | grp | obj | cn cn
g(export)

grp

::=

export

::=

obj

::=

ρ

::=

proc

::=

σ

::=

e

::=

sr

::=

v

::=

{o : I} | export ∪ export

o(σ , ρ )

idle | proc | proc; ρ

m{σ |sr} | error

x 7→ hT,vi | σ ◦ σ

wait(o,m) | ...

s | s; return x;

o | g | true | false

Figure 4: The runtime syntax, extending the language syntax for expressions e and statements s.
and therefore the two objects must synchronize and the caller will be blocked by the wait statement.
Furthermore rules involving an object and a group will lock the group in question, thereby disallowing
concurrent execution of other objects involving the same group. This is crucial in the J OIN and L EAVE 1
rules for joins and leaves, which may actually modify the group.
We define the lookup of a program variable x in a state σ by σ (x) = hT, vi, with the projections
σ T (x) = T and σ V (x) = v. Thus, for a state σ , σ T gives the associated mapping of program variables to
their types and σ V the mapping of program variables to their values. The S KIP rule is standard and states
that a skip has no effect. The effect of assignment is divided into two rules, A SSIGN 1 for local variables,
updating l, and A SSIGN 2 for fields, updating a. In the rule N EW-G ROUP, a globally unique group
identifier is found by fresh(g). Then an empty group with this identifier is added to the configuration.
The two rules C OND 1 and C OND 2 handle the two cases of the conditional statement.
Method calls are handled by C ALL 1 for calls to other objects, C ALL 2 for self calls, and C ALL 3 for
calls to groups. When a call is made to another object in C ALL 1, the called object must be in an idle
state. The caller blocks until the generated wait statement can be executed. In the wait statement, the
callee and method name are recorded, which allows the runtime type system to infer the proper type
of the return value from method m in the proper class. Let bind(m,C, v) denote the process resulting
from the activation of method m in C, in which l maps the parameters of m to their declared types and
values v, and the local variables to their declared types and default values. The callee gets the process
bind(m,C, (a ◦ l)V (y)), where C is the class of the callee, pushed onto its process stack ρ . With self
calls in C ALL 2, the process stack cannot be idle, but a wait statement replaces the call statement and an
instance of the called method is pushed to the stack. In C ALL 3, a call to a group is reduced to a call to a
group or an object inside the callee which exports an appropriate interface to the group. By appropriate
we mean that the called method is supported by the interface (formally, m ∈ mtd(I)). R ETURN 1 handles
returns from remote calls. Here the blocking wait statement is replaced by the returned value. Returns
from self calls are handled in a similar way by the R ETURN 2 rule. (Remark that the generalization
to concurrent objects with asynchronous calls and futures is straightforward as in [6, 15] whereas the
extension to multi-threaded programs would require re-entrant lock as in [14]).
The new statement is handled by the N EW-O BJECT rule, where fresh(o′ ,C) asserts that o′ is a new
name in the global configuration such that classOf (o′ ) = C. An object with this name is created. The
mapping atts(C, v) maps the declared fields of class C to their declared types and default values, this to
C, and the class parameters to declared types and actual values. The process init(C) corresponds to the
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init-block of C, which instantiates local variables to their declared types and default values. The process
of the new object is the initial process of its class. Note that an init-block is executed independently from
the creator, so it may trigger active behavior; for instance, the init-block can call a run method.
The rule J OIN extends the knowledge of a group with the new interfaces from the object’s perspective
and correspondingly extends the exports set from the group’s perspective. Service discovery is handled
by the ACQUIRE rule. The acquire expression is replaced by a value v, which is an object or group
identifier satisfying the in and except clauses. If the in clause is omitted from the expression, then the
premise (a ◦ l)V (y) = g is omitted from the rule. Note that this rule will block if no matching object or
group exists. This could be solved by either returning null (by means of a global check) or by adding
an else branch similar to those in Q UERY 1 and Q UERY 2. Within the kernel language, the existence of
a matching object or group inside a group can be checked using the query mechanisms.
The leaves statement is handled by the rules L EAVE 1 for a successful leave and L EAVE 2 for an
unsuccessful one. A group or object x may leave a group successfully if the group provides the same
interface support without x. To determine this, we use the function intf (export) which returns a set containing the interfaces of all the pairs in export, removing redundant information. An entry is redundant if
a subtype of the entry is present in the set. The type of the group does not change by a leaves statement
and hence the object does not need to update information about the group. The branches s1 or s2 are
chosen depending on the success. The rules Q UERY 1 and Q UERY 2 handle the branching statement that
checks if a group exports a given interface. If the test succeeds then a fresh variable y is introduced and
is only visible in s1 . The type of this variable is the union of what the current object already knew about
the group and the new information I. If the test fails the s2 branch is chosen by Q UERY 2.
The initial state. For a program P = IF CL {T x; s}, we define the initial state to be o(ε , main{x 7→
hT , default(T )i|s; }) where o is such that fresh(o, Main).

5

Type Safety

This section extends the type system of Section 3 to runtime configurations and shows that the execution
of well-typed programs remains well-typed.

5.1 Well-Typed Configurations
The extension of the type system to runtime configurations is given in Figure 6. The typing context
Γ stores the types of all constant values (object and group identities) at runtime. By RTT-C ONFIG, a
configuration is well-typed if all objects and groups are well-typed. By RTT-G ROUP, a group is welltyped if all the objects which export interfaces through the group implement these interfaces (checked
by RTT-E XPS and RTT-E XP). By RTT-O BJECT, an object is well-typed if its class is its type in Γ and
its state and stack are well-typed in the context of the types of the fields. Substitutions (the state of fields
and local variables) are checked by RTT-S UBS and RTT-S UB. The stack is well-typed by RTT-S TACK
if all its processes are well-typed by RTT-P ROC; i.e., the state of local variables and the method body sr
are well-typed. Observe that due to the query-mechanism of the language, the types of program variables
in two processes which stem from activations of the same method, may differ at runtime. For this reason,
the typing context used for typing runtime configurations cannot rely on the statically declared types of
program variables. This explains why RTT-P ROC extends Γ with the locally stored typing information l T
to type check lV and sr. The effects of the static type system are not needed here, as they are reflected by
how the operational semantics updates this local type information. For consistency in the presentation,
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(S KIP )
o(a,m{l | skip;sr}; ρ )

(A SSIGN 1)

(A SSIGN 2)

x ∈ dom(l)

x∈
/ dom(l)

l T (x) = T

→ o(a,m{l | sr}; ρ )

(a ◦ l)V (y) = v

aT (x) = T

o(a,m{l | x = y;sr}; ρ ) →

fresh(g)

(a ◦ l)V (y) = v

o(a,m{l | x = newgroup;sr}; ρ )

o(a,m{l | x = y;sr}; ρ ) →

o(a,m{l[x 7→ hT,vi] | sr}; ρ )

→ o(a,m{l | x = g;sr}; ρ ) g(0)
/

o(a[x 7→ hT,vi],m{l | sr}; ρ )

(C OND 1)

(C OND 2)

(W HILE )

(a ◦ l)V (x)

¬(a ◦ l)V (x)

o(a,m{l | while x {s1 };sr}; ρ )

o(a,m{l|if x {s1 } else {s2 };sr}; ρ )

o(a,m{l|if x {s1 } else {s2 };sr}; ρ )

→ (o(a,m{l|s1 ;sr}; ρ )

(a ◦ l)V (y) = o

pr = bind(m,C,(a ◦ l)V (y))

→ o(a,m{l | x = v.m(y);sr}; ρ ) g(exports)
(N EW-O BJECT )

(R ETURN 2)

ρ = idle

(a ◦ l)V (x)

o(a,m{l | return x;}; ρ )

fresh(o′ ,C)

=v

m′ {l ′ | y = wait(o,m);sr}; ρ )

= v;sr}; ρ ′ )

o(a,m{l|x = new C(x);sr}; ρ )

→ o(a,m′ {l ′ | y = v;sr}; ρ )

→ o(a,m{l|x = o′ ;sr}; ρ ) o′ (a′ ,pr)

(J OIN )
(a ◦ l)V (x) = v

T = GrouphS ∪ Ii

(A CQUIRE )

l(y) = hGrouphSi,gi

exports′ =

S

(a ◦ l)V (y) = g

I∈I {v : I} ∪ exports

(v : J) ∈ exports

(L EAVE 2)

(L EAVE 1)
exports = exports \

S

=g

I∈I {v : I}

(a ◦ l)V (x)

=v
′

′

(a ◦ l)V (y)

exports = exports \

intf (exports) = intf (exports )

o(a,m{l|x leaves y as I {s1 } else {s2 };sr}; ρ ) g(exports)

S

I∈I {v

: I}

intf (exports) 6= intf (exports′ )

→ o(a,m{l|s2 ;sr}; ρ ) g(exports)

(Q UERY 1)
a ◦ l(x) = hGrouphSi,gi

(a ◦ l)V (x) = v

=g

o(a,m{l|x leaves y as I {s1 } else {s2 };sr}; ρ ) g(exports)

→ o(a,m{l|s1 ;sr}; ρ ) g(exports′ )

y 6∈ dom(a ◦ l)

v∈
/ (a ◦ l)V (x̄)

→ o(a,m{l | x = v;sr}; ρ ) g(exports)

→ o(a,m{l[y 7→ hT,gi]|sr}; ρ ) g(exports′ )

′

J≺I

o(a,m{l | x = acquire I in y except x̄;sr}; ρ ) g(exports)

o(a,m{l|x joins y as I;sr}; ρ ) g(exports)

(a ◦ l)V (y)

pr = init(C)

a′ = atts(C,(a ◦ l)V (x))

o(a,m{l | return x;};

o′ (a′ ,m′ {l ′ | y = wait(o,m);sr}; ρ ′ )

m ∈ mtd(I)

o(a,m{l | x = y.m(y);sr}; ρ ) g(exports)

o(a, pr;m{l | x = wait(o,m);sr}; ρ )

(R ETURN 1)

|y

v : I ∈ exports

o(a,m{l | x = y.m(y);sr}; ρ ) →

o(a,m{l | x = wait(o′ ,m);sr}; ρ ) o′ (a′ , pr)

=v

(C ALL 3)
(a ◦ l)V (y) = g

classOf(o) = C

pr = bind(m,C,(a ◦ l)V (y))

o(a,m{l | x = y.m(y);sr}; ρ ) o′ (a′ ,idle) →

o′ (a′ ,m′ {l ′

else {skip} ;sr}; ρ )

(C ALL 2)

classOf(o′ ) = C

(a ◦ l)V (x)

→ o(a,m{l | if x {s1 ; while x {s1 }}

→ o(a,m{l|s2 ;sr}; ρ )

(C ALL 1)
(a ◦ l)V (y) = o′

→ o(a, ρ )

(N EW-G ROUP )

(Q UERY 2)
o′ : J ∈ exports

o(a,m{l|x subtypeOf I y {s1 } else {s2 };sr}; ρ )

J≺I

(a ◦ l)V (x) = g

Grouphintf (exports)i 6≺ I

o(a,m{l|x subtypeOf I y {s1 } else {s2 };sr}; ρ )

g(exports)

g(exports)

→ o(a,m{l[y 7→ hGrouphS ∪ {I},gii]|s1 ;sr}; ρ ) g(exports)

→ o(a,m{l|s2 ;sr}; ρ ) g(exports)

Figure 5: The operational semantics.
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(RTT-E MPTY )

(RTT-I DLE )

(RTT-WAIT )

(RTT-D EF )

Γ ⊢ ε : ok

Γ ⊢ idle : ok

Γ ⊢ wait(o,m) : retType(classOf(o),m)

Γ ⊢ default(T ) : T

(RTT-C ONFIG )
Γ ⊢ cn : ok

Γ ⊢ cn
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Γ
cn′

⊢ cn′

(RTT-G ROUP )
: ok

Γ ⊢ g(exports) : ok

: ok

(RTT-O BJECT )
Γ′ = Γ ◦ aT

Γ′ ⊢ aV : ok

classOf(o) = Γ(o)

Γ ⊢ exports : Γ(g)

Γ′ ⊢ ρ : ok

Γ ⊢ o(a, ρ ) : ok

(RTT-E XP )
I∈S

Γ(o) ≺ I

Γ ⊢ o : I : GrouphSi

(RTT-S UB )
Γ ⊢ v : Γ(x)

Γ ⊢ x 7→ v : ok

(RTT-E XPS )
Γ ⊢ exports : GrouphSi

Γ ⊢ exports′ : GrouphSi

Γ ⊢ exports ∪ exports ′ : GrouphSi

(RTT-S UBS )
Γ ⊢ a : ok

(RTT-P ROC )
Γ′ = Γ ◦ l T

Γ′ ⊢ lV : ok

Γ(this) = C

Γ′ ⊢ sr : retType(C,m)

Γ ⊢ m{l|sr;} : ok

Γ ⊢ a′ : ok

Γ ⊢ a ◦ a′ : ok

(RTT-S TACK )
Γ ⊢ proc : ok
Γ ⊢ ρ : ok

Γ ⊢ proc; ρ : ok

Figure 6: The runtime type system.
the typing of fields is represented in the same way, although these types are not altered by the execution.
The rules from the static type checking are reused as appropriate.

5.2 Subject Reduction
The type system guarantees that the type of fields in an object never changes at runtime (in particular, recall the restriction local(y) in rule T-J OIN). This allows us to establish in Lemma 1 from the static typing
of methods in well-typed programs that method binding, if successful, results in a well-typed process at
runtime. To show that the error process cannot occur in the execution of well-typed programs, it suffices to show that substitutions are always well-typed. Lemma 2 shows that this is the case for the initial
configuration and Lemma 3 shows that one execution step preserves runtime well-typedness. Together,
these lemmas establish a subject reduction theorem for the language, expressing that well-typedness is
preserved during the execution of well-typed programs and in particular that method binding always
∗
succeeds. Here, → denotes the reflexive and transitive closure of the reduction relation →.
Lemma 1 Assume that a well-typed program has a class C which defines a method m with formal parameters x of type T and return type T . Let o be an object such that classOf(o) = C and Γ ⊢ o(a, ρ ) : ok.
If Γ ⊢ v : T , then Γ ◦ aT ⊢ bind(m,C, v) : T .
Lemma 2 Let P be a program such that Γ ⊢ P : ok and let cn be the initial state of P. Then Γ ⊢ cn : ok.
Lemma 3 If Γ ⊢ cn : ok and cn → cn′ then there is a Γ′ such that Γ′ ⊢ cn′ : ok and Γ ⊆ Γ′ .

∗

Theorem 1 (Subject reduction) Let Γ ⊢ P and let cn be the initial runtime state of P. If cn → cn′ then
there is a Γ′ such that Γ′ ⊢ cn′ : ok and Γ ⊆ Γ′ .

6

Related Work

Object orientation is well-suited for designing small units which encapsulate state with behavior, but
does not directly address the organization of more complex software units with rich interfaces. Two
approaches to building flexible and adaptive complex software systems involve, independently, object
groups and service discovery. Our work unifies these two approaches in a formal, type-safe setting.
The most common use of object groups is to provide replicated services in order to offer better fault
tolerance. Communication to elements of a group is via multicast. This idea originated in the Amoeba
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operating system [16]. The component model Jgroup/ARM [20] adopts this idea to provide autonomous
replication management using distributed object groups. In this setting, members of a group maintain a replicated state for reasons of consistency. The ProActive active object programming model [3]
supports abstractions for object groups, which enable group communication—via method call—and various means for synchronizing on the results of such method calls, such as wait-for-one and wait-for-all.
ProActive is formalized in Caromel and Henrio’s Theory of Distributed Objects [4]. These notions of
group differ from ours in two respects. Firstly, in these approaches communication with groups is via
multicast, whereas in our approach each message will be delivered to exactly one object, and secondly,
in the formal theory, groups are fixed upon creation. Furthermore, there is no notion of service discovery
associated with groups.
Object groups have been investigated as a modularization unit for objects which is complementary to
components. Groups meet the needs of organizing and describing the statics and dynamics of networks
of collaborating objects [18]; groups can have many threads of control, they support roles (or interfaces),
and objects may dynamically join and leave groups. Lea [18] presents a number of common usages for
groups and discusses their design possibilities, inspired from CORBA. Groups have been used to provide
an abstraction akin to a notion of component. For example, in Oracle Siebel 8.2 [8], groups are used as
units of deployment, units of monitoring, and units of control when deploying and operating components
on Siebel servers. Our approach abstracts from most of these details, though groups are treated as first
class entities in our calculus.
Another early work on groups is ActorSpaces [1], which combine Actors with Linda’s pattern matching facility, allowing both one-to-one communication, multicast, and querying. Unlike our approach,
groups in ActorSpaces are intensional: all actors with the same interface belong to the same group. Furthermore ActorSpaces support broadcast communication to a group, which has not been considered in
this paper as it would differentiate communication with an object and with a group. Compared to our
paper, these works do not give a formalization of group behavior or discuss typing.
Object groups have further been used for coordination purposes. For example, CoLaS [9] is a coordination model based on groups in which objects may join and leave groups. CoLaS goes beyond the
model in our paper by allowing very intrusive coordination of message delivery based on a coordinator
state. In our model, the groups don’t have any state beyond the state of their objects. Similar to our
model, objects enroll to group roles (similar to interfaces). However, unlike our model objects may leave
a group at any time, and the coordinator may access the state of participants. The model is implemented
in Smalltalk and neither formalization nor typing is discussed [9]. Concurrent object groups have also
been proposed to define collaborating objects with a single thread of control in programming and modeling languages [15,23]. Concurrent object groups do not have identity and function as runtime restrictions
on concurrency rather than as a linguistic concept.
Microsoft’s Component Object Model (COM) supports querying a component to check whether it
supports a specific interface, similar to the query-mechanism considered in this paper. A component in
COM may also have several interfaces, which are independent of each other. In contrast to the model
presented in our paper, COM is not object-oriented and the interfaces of a component are stable (i.e., they
do not change). COM has proven difficult to formalize; Pucella develops λ COM [22], a typed λ -calculus
which addresses COM components in terms of their interfaces, and discusses extensions to the calculus
to capture subtyping, querying for interfaces, and aggregation.
A wide range of service discovery mechanisms exist [13]. The programming language AmbientTalk [10] has built-in service discovery mechanisms, integrated in an object-oriented language with
asynchronous method calls and futures. In contrast to our work, AmbientTalk is an untyped language,
and lacks any compile time guarantees. Various works formalise the notion of service discovery [17],
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but they often do so in a formalism quite far removed from the standard setting in which a program using
service discovery would be written, namely, an object-oriented setting. For example, Fiadeiro et al.’s [11]
model of service discovery and binding takes an algebraic and graph-theoretic approach, but it lacks the
concise operational notion of service discovery formalized in our model. No type system is presented
either.
Some systems work has been done that combines groups and service discovery mechanisms, such as
group-based service discovery mechanisms in mobile ad-hoc networks [5, 12]. In a sense our approach
provides language-based abstractions for a mechanism like this, except that ours also is tied to interface
types to ensure type soundness and includes a notion of exclusion to filter matched services.
Our earlier work [6] enabled objects to advertise and retract interfaces to which other objects could
bind, using a primitive service discovery mechanism. A group mechanism was also investigated as a way
of providing structure to the services. In that work services were equated with single objects, whereas in
the present work a group service is a collection of objects exporting their interfaces. In particular, this
means that the type of a group can change over time as it comes to support more functionality.
The key differences with most of the discussed works is that the model in this paper remains within
the object-oriented approach, multiple groups may implement an advertised service in different ways, and
our formalism offers a transparent group-based service discovery mechanism with primitive exclusion
policies. Furthermore, our notion of groups has an implicit and dynamically changing interface.

7

Conclusion

The paper has proposed a formal model for adaptive service-oriented systems, based on a notion of
object-oriented groups. We develop a kernel object-oriented language in which groups are first-class
citizens in the sense that they may play the role of objects; i.e., a reference typed by an interface may
refer to an object or to a group. A main advantage is that one may collect several objects into a group,
thereby obtaining a rich interface reflecting a complex service, which can be seen as a single object from
the outside. Although objects in our language are restricted to executing one method activation at the
time, a group may serve many clients at the same time due to inner concurrency.
In contrast to objects, groups may dynamically add support for an increasing number of interfaces.
The formation of groups is dynamic; join and leave primitives in the kernel language allow the migration
of services provided by objects and inner groups as well as software upgrade, provided that interfaces
are not removed from a group. An object or group may be part of several groups at the same time. This
gives a very flexible notion of group.
Adaptive object groups are combined with service discovery by means of acquire and subtypeOf constructs in the kernel language, which allow a programmer to discover services in an open and unknown
environment or in a known group, and to query interface support of a given object or group. These
mechanisms are formalized in a general object-oriented setting, based on experiences from a prototype
Maude [7] implementation of the group and service discovery primitives. The presented model provides
expressive mechanisms for adaptive services in the setting of object-oriented programming with modest
conceptual additions. We have developed an operational semantics and type and effects system for the
kernel language, and show the soundness of the approach by a proof of type-safety.
The combination of features proposed in this paper suggests that our notion of a group can be made
into a powerful programming concept. The work presented in this paper may be further extended in
a number of directions. The overall goal of our work is to study an integration of service-oriented
and object-oriented paradigms based on a formal foundation. In future work, we plan to extend the
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proposed kernel language to multi-thread concurrency and study in more detail how different usages of
object groups such as replication, resource, and access groups (see, e.g., [18]) may be captured using
the proposed primitives. It is also interesting to study the integration into the kernel language of more
service-oriented concepts such as for example error propagation and handling, as well as high-level group
management operations such as group aggregation.
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Session types have been proposed as a means of statically verifying implementations of communication protocols. Although prior work has been successful in verifying some classes of protocols, it
does not cope well with parameterized, multi-actor scenarios with inherent asynchrony. For example,
the sliding window protocol is inexpressible in previously proposed session type systems. This paper
describes System-A, a new typing language which overcomes many of the expressiveness limitations
of prior work. System-A explicitly supports asynchrony and parallelism, as well as multiple forms
of parameterization. We define System-A and show how it can be used for the static verification of a
large class of asynchronous communication protocols.

1

Introduction

Session types [27] are a means of expressing the order of messages sent by actors [1] (or processes). In
particular, session types can be used to statically check if a group of processes communicate according
to a given specification. In these systems, a global type specifies the permissible sequences of messages
that participants may exchange in a given session, as well as the types of these messages. The typing requires the programmer to provide the global type. A projection algorithm then generates the restrictions
implied by the global type for each participant. Such restrictions are called end-point types or local types
and describe the expected behavior of individual participants in the protocol. The actual program code
implementing the participant behavior is checked for conformance against this localized behavior specification. We are interested in generalizing prior work on session types to typing coordination constraints
on actors, which can then be enforced e.g. with Synchronizers [19, 20, 17] or other ways [30].
This requires addressing two limitations of previous work. First, session types do not (directly)
support asynchronous events; asynchronous communication leads to delays which require considering
arbitrary shuffles. Second, we wish to consider parameterized protocols. For example, consider two
actors communicating through a sliding window protocol: the actors agree on the length of the window
(i.e., the number of messages that may be buffered) and then proceed to an exchange of concurrent
messages. Prior work on session types is not suitable for typing protocols like this: the reason for this
deficiency is the fact that their respective type languages depend on other formalisms for type checking
(such as typed λ -calculus [3] or System T [25]) and these formalisms do not support a parallel construct.
Contributions. We overcome many of these shortcomings by developing System-A, a new system for
expressing types for multi-party interaction that does not depend on other formalisms for type checking. The main contributions are (a) parameterized constructs for expressing asynchrony, parallelism,
Natallia Kokash and António Ravara (Eds.): 11th International Workshop on
Foundations of Coordination Languages and Self Adaptation (FOCLASA’12)
EPTCS 91, 2012, pp. 16–30, doi:10.4204/EPTCS.91.2

c M. Charalambides, P. Dinges & G. Agha

M. Charalambides, P. Dinges & G. Agha

17

sequence and choice (Section 4), (b) a projection mechanism to provide type constraints on individual
actors (Section 5), (c) the conditions under which conformance of the latter with the global type is assured
(Sections 7, 8) and finally (d) we show that structural equivalence of types is decidable in System-A, by
proving strong normalization of our local types (Section 6). Proofs of our theorems are included in the
long version of this paper [13].
Limitations. Using the strong normalization result, we can decide whether the local behavior of an
actor follows the protocol. However, this result relies on a type inference mechanism for the actor’s
behavior (of the sort in Alur et al. [2]). We do not describe such a type inference mechanism in this
article. Moreover, we omit support for session delegation. Finally, our realizability results rely on
structural criteria and are hence conservative rather than precise [4].

2

Related Work

Session types [27, 39, 36, 26] originate from the context of π-calculi as statically derivable descriptions
of process interaction behaviors. In two-party sessions, they allow us to statically verify that the participants have compatible behavior by requiring dual session types, that is, behaviors where each participant
expects precisely the message sequence that the other participant sends and vice versa. Extensions to
session types support asynchronous message passing [32] and introduce subtyping [21] for a looser
notion of type compatibility. Session types have been integrated into functional [37, 35] and objectoriented [16, 29, 23] languages among others, with a wide range of applications including deadlock and
livelock detection [24]. Other extensions deal with evolving system specifications using transformations [18]. Exception handling, which allows the participants of a protocol to escape the normal flow of
control and coordinate on another, has been considered in [11, 10]. The present article combines three
enhancements to session types that majorly extend their applicability: concurrent multi-party sessions,
parameterized session types, and an enhanced syntax.
Asynchronous Multi-Party Sessions. Many real-world protocols involve more than two participants,
which makes their description in terms of multiple two-party sessions unnatural. To overcome this limitation, Honda et al. [28] extend session types to support multiple participants: a global type specifies the
interactions between all participants from a global perspective. A projection algorithm then mechanically
derives the behavior specification of the individual participants, that is, the local type.
The notion of global type and the associated correctness requirements for projection were first studied
by Carbone et al. [9]; Bonelli’s work on multi-point session types [7] treats multi-party protocols from
the local perspective only. Bettini et al. [6] allow multi-party sessions to interleave and derive a type
system guaranteeing global progress. Gay et al. [22] consider subtyping in presence of asynchrony.
The present article builds on the foundation of a global protocol specification and its projection onto
local behaviors [28]. However, we do not address the question of local type safety and inference of
actual programs, which is a major part of Honda et al.’s work. Furthermore, unlike their approach (but
following Castagna et al. [12]), we simplify the notation for global types by replacing recursion with the
Kleene star and limiting each pair of participants to use a single channel. We introduce an explicit shuffle
operator to preserve the commutativity of message arrivals that can be achieved using multiple channels.
Explicit shuffles also reduce the need for a special subtyping relationship that allows the permutation of
(Lamport-style) concurrent asynchronous events for optimization [31].
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Following Castagna’s global type syntax further, we support join operations. Joins cannot be expressed in Honda et al.’s global types because of the linearity requirement. However, as Deniélou remarks [15], join operations can only describe series–parallel graphs. Protocols such as the alternating
bit protocol that require interleaved synchronization between two processes consequently cannot be expressed in our global type language. Our choice to not support generic graph structures as global types is
founded on the desire to support parameterization and, at the same time, keep the language understandable; it remains unclear to us how to visualize parameterized graphs in an intuitive fashion.
Parameterized Session Types. Our major extension of global types over Honda et al. and Castagna
et al.’s work is the introduction of parameters. The starting point for our parameterization of session
types is the work of Yoshida et al. [38] and Bejleri [5]. Yoshida et al. augment the global types of Bettini
et al. [6] with primitive recursive combinators to obtain dependent types that support the parameterization
of the repetition count and the connection topology. This allows, for example, using a single global type
for a highly participant-count dependent butterfly network. Static verifiability—without instantiating
the type parameters—is maintained by projecting onto parameterized local types that allow syntactic
comparisons. In [14], Deniélou et al. achieve parameterization by means of quantification over behavior
specifications they call roles. Like Bettini et al. and unlike System-A, neither Deniélou et al. nor Yoshida
et al. support arbitrary, concurrency-induced shuffles in their global and local types. While Bettini et al.
regain parallel composition through the interleaving of global types, it is unclear how the results transfer
to the other two approaches.
Modeling of Multi-Party Protocols. Formalisms for describing multi-party communication protocols
have been studied in the context of designing distributed systems and cryptographic protocols. As modeling tools, the formalisms provide ways to check a protocol for desired properties [40], or to synthesize
such protocols [34]. In contrast to session types, the formalisms lack ways to statically verify the compliance of an actual protocol implementation against the specification. Deniélou and Yoshida [15] discuss
session types and their relation to work on distributed systems or cryptographic protocols in greater
depth.

3

Motivation

Formalisms introduced in previous work are not expressive enough to define the types of some interesting
protocols such as the sliding window protocol, a locking–unlocking protocol, and a case of limited
resource sharing. In this section, we demonstrate how the behavior of these protocols can be described
in System-A.
The Sliding Window Protocol. Assume an actor a sends messages of type m to an actor b, which
acknowledges every received message with an ack message. The protocol determines that at most n
messages can be unacknowledged at any given time, so that a ceases sending until it receives another ack
message. In this example, the window size n is a parameter, which means we need a way to express the
fact that n sending–acknowledging events can be in transit at any given instant in time. Following is the
global type of the protocol.

∗ 
∗

∗
m
ack
m
ack
m
ack
a −→ b ; b −→ a k a −→ b ; b −→ a k . . . k a −→ b ; b −→ a
|
{z
}
n times
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m

a −→ b denotes that a sends a message of type m to b. Operator ; is used for sequencing interactions. k
is used for composing its left and right arguments in parallel. The Kleene star has the usual semantics
and takes precedence over k.
The above type can be expressed using the notation of Castagna et al. [12], albeit with a fixed window
size n. In System-A on the other hand, we can parameterize the type in n and statically verify that
n

participants follow the protocol without knowing its value at runtime. Using k to denote the parallel

composition of n processes, we obtain the following type in our notation:
∗
n 
m
ack
k a −→ b ; b −→ a

i=1

i=1

Locking / Unlocking. Consider a set of n processes, each of which needs to acquire exclusive access
to a resource by sending it a lock message. The resource replies with ack, the process uses the resource
and unlocks it by sending an unlock message, at which point the next process can do the same, and so
on. The following type describes the locking–unlocking protocol for a fixed number of processes.
lock

ack

unlock

lock

ack

unlock

(c1 −→ s ; s −→ c1 ; c1 −→ s) ⊗ . . . ⊗ (cn −→ s ; s −→ cn ; cn −→ s)
lock

ack

unlock

With ⊗ denoting shuffling, this formula expresses that any ordering of the (ci −→ s ; s −→ ci ; ci −→ s)
events is acceptable. To support a dynamic network topology, the number of participants should be a
parameter. The following is the locking–unlocking example in System-A, where conformance to the
protocol is statically verifiable without knowledge of the runtime value of n.
n
O
i=1

lock

ack

unlock

(ci −→ s ; s −→ ci ; ci −→ s)

Limited Resource Sharing. In this scenario, a server s grants two clients c1 and c2 exclusive access
to a set of n resources. At any given point, a maximum of n resources can be locked, but the relevant
lock–ack–unlock messages from both clients can be interleaved in any way. Following is the global type
for this situation:
∗
n 
lock
ack
unlock
lock
ack
unlock
k c1 −→i s ; s −→i c1 ; c1 −→ i s ⊕ c2 −→i s ; s −→i c2 ; c2 −→ i s
i=1

The parallel composition is parameterized in n, the number of resources. Each sequence of lock–ack–
unlock messages is also parameterized in i, which ranges from 1 to n. This is necessary to ensure
realizability of the protocol, as in the case of multiple outstanding requests, it allows the participants to
n

disambiguate the responses they receive. Each parallel instance subsumed by the k operator consists of
i=1

a loop (Kleene Star) which entails a choice, indicated by ⊕. Either c1 gets access to a resource, or c2 and
this happens repeatedly.

4
4.1

Type Syntax
Global Types

A global type describes a protocol which the whole system must adhere to. The examples in Section 3
are all global types, since they describe the behavior of all participants. Global types in System-A can be
constructed according to the grammar in Table 1, with operator descriptions following.
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Table 1: The grammar of global types
G ::=

(G )

(G-Paren)

|

G ;G

(G-Seq)

|

G ⊕G

(G-Choice)

|

|

G kG

(G-Parallel)

|

|

G ⊗G

(G-Shuffle)

|

|

p1 −→ p2

(G-Interaction)

|
|

type

|

|

ε

(G-Empty)

} Gi

(G-Seq-N)

n

i=1
n
L

Gi

(G-Choice-N)

k Gi

(G-Parallel-N)

Gi

(G-Shuffle-N)

i=1
n

i=1
n
N

i=1
Gn

G∗

(G-Exp)
(G-KleeneStar)

(G-Seq) is used for the sequential composition of events.
(G-Choice) denotes exclusive choice between the arguments. For instance, G1 ⊕ G2 means that either
G1 or G2 will be executed (but not both).
(G-Parallel) means that the arguments run in parallel; any interleaving of sequenced actions is possible.
t3
t1
t2
For instance, (a −→
b ; a −→
c) k c −→
b means that any of the interleavings ABC, ACB, CAB
t3
t1
t2
is possible, where A = (a −→ b), B = (a −→
c) and C = (c −→
b). Notice that B is not allowed to
precede A, as the ordering of actions as determined by operator ; is not allowed to change.
(G-Shuffle) means that both arguments are executed atomically, in an unspecified order. Formally,
G1 ⊗ G2 ≡ (G1 ; G2 ) ⊕ (G2 ; G1 ).
t

(G-Interaction) denotes the sending and receiving of a message. For instance, p1 −→ p2 means that
process p1 sends a message of type t to process p2 .
(G-KleeneStar) has the usual semantics, of zero or more repetitions of the argument.

The n-ary versions of the operators express behaviors where the value of n is unknown at compile time. (G-Seq-N), (G-Choice-N), (G-Parallel-N), (G-Shuffle-N) apply the respective binary operator
n − 1 times to n global types, parameterized in i. (G-Exp) denotes n-fold repetition of the argument (in
sequence). Note that for known values of n, we do not need the right column of Table 1, as the desired
behavior can be produced by suitable repeated applications of the binary operators.
All of the operators are commutative, with the exception of sequencing. All operators are furthermore
associative, with the exception of shuffling. In particular,
n
O
i=1

Instead,

n
N

Gi 6= (. . . (G1 ⊗ G2 ) ⊗ G3 . . . ) ⊗ . . . ⊗ Gn ).

Gi means that all arguments Gi are executed atomically, but in an unspecified order.

i=1

The distinction between the Kleene star and exponentiation is fundamental. The use of G n means
that the protocol conformance checker will have to prove that the system is correct for any fixed value
of the parameter n. G ∗ on the other hand means an arbitrary number of repetitions of G . There is no
parameter fixing this number and it may be different from instance to instance of the Kleene Star and/or
among executions of the same program with the same run-time values for its parameters.
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Local Types

A local type specifies the abstract behavior of a single protocol participant. The syntax of local types is
given in Table 2, with descriptions following.
Table 2: The grammar of local types
L ::=

(L )
a!t

(L-Paren)
(L-Send)

|

L ;L

(L-Seq)

|

L ⊕L

(L-Choice)

|

|

L kL

(L-Parallel)

|

|

L ⊗L

(L-Shuffle)

|

|

Ln

(L-Exp)

|

|

|
|
|

ε
a?t

(L-Empty)
(L-Recv)

} Li

(L-Seq-N)

n

i=1
n
L

(Li )

i=1
n

(L-Choice-N)

k Li

(L-Parallel-N)

Li

(L-Shuffle-N)

i=1
n
N

i=1
L∗

(L-KleeneStar)

(L-Seq), (L-Choice), (L-Parallel), (L-Shuffle), (L-Exp), (L-KleeneStar) are defined as in the case of
global types (Section 4.1).
With (L-Parallel) being defined as in the global case, the local type (a!t ; a!u) k a?v again allows
three orderings of the events T = a!t, U = a!u, and V = a?v: TUV , TVU, and V TU. As above,
the specification a!t ; a!u enforces that T happens before U.
(L-Send) denotes sending a message of type t to process a.
(L-Recv) denotes receiving a message of type t from process a.
n

In the sliding window example of Section 3, the behavior of the sender a is described by the local type
n

k (b!m ; b?ack)∗ . Leaving out the initial k symbol for the time being, what remains is (b!m ; b?ack)∗ .

i=1

i=1

This means sending a message and then receiving an acknowledgment (b!m ; b?ack), an arbitrary number
of times. Assuming that the window size n is a parameter, any interleaving of n of these sequences
is possible, with the obvious constraint of not receiving more acknowledgments than the number of
messages sent. This is ensured by composing sequences of the form (b!m ; b?ack), where ordering is
forced by the ; operator.

5

Projection

The local type of the sliding window protocol in Section 4.2 is a restriction of the respective global
type in Section 3 onto the individual processes. In this section, we investigate a way of automating this
process. G . p is read “the projection of global type G onto process p” and the result is a local type as
defined in Table 2. The projection function . is formally defined in Table 3 and the result of applying
it to all the processes in the system is an environment ∆ = {pi : Li }i∈I which maps processes to local
types.
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Table 3: The projection function

m

(a −→ b) . p

::=

Gn . p

::=

(G1 ⊕ G2 ) . p



b!m if p = a
a?m if p = b


ε
otherwise

(P-Interaction)

(G . p)n

(P-Exp)

::=

(G1 . p) ⊕ (G2 . p)

(P-Choice)

(G1 k G2 ) . p

::=

(G1 . p) k (G2 . p)

(P-Paral)

(G1 ; G2 ) . p

::=

(G1 . p) ; (G2 . p)

(P-Seq)

(G1 ⊗ G2 ) . p

::=

(G1 . p) ⊗ (G2 . p)

(P-Shuffle)

( } Gi ) . p

::=

} (Gi . p)

(P-Seq-N)

(

Gi ) . p

::=

(

Gi ) . p

::=

( k Gi ) . p

::=

n

i=1
n
L

i=1
n
N

i=1
n

i=1

n

i=1
n
L

(Gi . p)

(P-Choice-N)

(Gi . p)

(P-Shuffle-N)

i=1
n
N

i=1
n

k (Gi . p)

i=1

(P-Paral-N)

For the lock/unlock example of Section 3, projecting onto a client ck and the server s yields
G . ck =

n
O
i=1

=

lock

ack

unlock

(ci −→ s ; s −→ ci ; ci −→ s . ck )

O
i6=k

ε ⊗ (s!lock ; s?ack ; s!unlock)

=

n
O

lock

ack

(P-Interaction), (P-Seq)
(eliminating ε)

= s!lock ; s?ack ; s!unlock,
G . s=

(P-Shuffle-N)

unlock

(ci −→ s ; s −→ ci ; ci −→ s . s)

i=1
n
O

(ci ?lock ; ci !ack ; ci ?unlock) .

(P-Shuffle-N)
(P-Interaction), (P-Seq)

i=1

Similarly, the projected local types for the resource sharing protocol of Section 3 are
n

Ls = k (c1 ?locki ; c1 !acki ; c1 ?unlocki ⊕ c2 ?locki ; c2 !acki ; c2 ?unlocki )∗
i=1
n

Lc1 = k (s!locki ; s?acki ; s!unlocki )∗
i=1
n

Lc2 = k (s!locki ; s?acki ; s!unlocki )∗ .
i=1
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Type Checking

Given a global type, we need to be able to check the respective projections against the local types inferred
from the program itself. This is possible due to the following properties of our language of local types:
Theorem 1 (Weak Normalization). For any local type L in System-A, there exists a finite sequence of
reduction steps which brings the type to a normal form.
We prove this in the extended version of this paper [13], where we provide the reduction semantics
and a normalization process.
Corollary 1 (Strong Normalization). For every local type L in System-A, all sequences of reduction
steps are finite and lead to the same normal form.
In the extended version of this paper, we show that the aforementioned normalization process uniquely
determines the reduction semantics, implying the uniqueness of normal forms.
Checking structural equivalence of the types derived from the program against the projections is
decidable up to α-conversion. However, all that is required to overcome this issue is that names in the
code are consistent with those in the supplied global type. In our opinion it is reasonable to expect
programmers to adhere to such a naming convention.

7

Global Type Realization

In this section, we discuss the properties that a given global type must satisfy in order to be projectable.
These properties are discussed while assuming actor semantics [1] for the messaging system; that is,
asynchronous, unordered and eventual (guaranteed, albeit with arbitrary delay) delivery of messages.
Applying the projection function to a projectable global type will result in local types for the participants,
whose combined behavior is consistent with the global type—a fact we show in Section 8.
The subsequent discussion of projectability criteria uses the following definitions:
m

Definition 1 (Event). An event is a single interaction p1 −→ p2 in a global type.
We extend the projection function onto events and write e . p to denote the projection of event e
onto process p using rule (P-Interaction).
Definition 2 (Trace). A trace is a sequence of events producible by a global type G and is of the form
e1 ; e2 ; . . . ; ek . The set of traces a global type G can produce is denoted by tr (G ). The first and last
events of a trace t are denoted first (t) and last (t) respectively. Abusing notation, the set of events that
appear first in traces of G is denoted first (G ) = {first (t) | t ∈ tr (G )}. Similarly, the set of events that
appear last in traces of G is denoted last (G ).
m
Since a trace is simply a sequence of events of the form p −→ q, we extend the projection function
onto traces in the natural way. We write t . p to denote the projection of trace t onto process p using
rules (P-Seq) and (P-Interaction).

7.1

Sequentiality Criterion

The purpose of this criterion is to ensure that the sequential constructs of a global type retain sequential
m1
m2
semantics after projection. As an example problematic case, consider G1 = a −→
b ; c −→
d. Without
the use of some covert coordination channel (for example by implementing a barrier mechanism), it
m1
m2
is impossible for c to know when b has received the message. The two events a −→
b and c −→
d
are impossible to order using our projection function, as the resulting environment would be ∆1 = {a :
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b!m1 , b : a?m1 , c : d!m2 , d : c?m2 }, which allows c to send m2 to d before a sends m1 to b. G1 does not
satisfy the sequentiality criterion and thus is not projectable.
m2
m1
b, where a cannot know when m1 has been received
b ; a −→
Another problematic case is G2 = a −→
so as to start transmitting m2 , hence G2 is not projectable either. The following definition captures the
conditions under which events are guaranteed to respect the sequencing restrictions imposed in a global
type, when the latter is projected onto individual processes.
Definition 3 (Sequentially Projectable Global Type). The set of sequentially projectable (SP) global
types is defined inductively as follows:

t

p1 −→ p2 ∈ SP ∀p1 , p2 ∈ Π



m2
m1


p3 ∈ SP ∀p1 , p2 , p3 ∈ Π
p2 ; p2 −→
p1 −→








∀e1 ∈ last (G1 ) , e2 ∈ first (G2 ) ⇒ (e1 ; e2 ) ∈ SP
⇒ G1 ; G2 ∈ SP

n



∀e
∈
last
(G
{1/i})
,
e
∈
first
(G
{2/i})
⇒
(e
;
e
)
∈
SP
⇒
}
Gi ∈ SP

1
i
2
i
1
2


i=1




∀e1 ∈ last (G ) , e2 ∈ first (G ) ⇒ (e1 ; e2 ) ∈ SP
⇒ G n ∈ SP





∀e1 ∈ last (G ) , e2 ∈ first (G ) ⇒ (e1 ; e2 ) ∈ SP
⇒ G ∗ ∈ SP
where Π denotes the set of processes.
Illustrating the third case of the definition above, the following global type is in SP:
m

m

m

m

G = (a −→ b k c −→ b) ; (b −→ l k b −→ k)




m
m
m
m
m
m
It is easy to see that last a −→ b k c −→ b = {a −→ b, c −→ b} and first b −→ l k b −→ k
m

m

m

m

= {b −→ l, b −→ k} so that all four sequences (e.g. a −→ b ; b −→ k) are in SP according to the first
two lines of the definition above.

7.2

Choice Criterion

The purpose of this criterion is to ensure that projecting G1 ⊕ G2 maintains the choice semantics, meaning
that all participants can recognize which branch of the choice operator they need to take during execution.
As an example of a type that does not satisfy this criterion, consider
m

k

t

m

k

t

1
1
2
2
G = (a −→
b ; b −→ c ; c −→
d) ⊕ (a −→
b ; b −→ c ; c −→
d).

Here, a and b know which branch they are on, because on the left branch b receives a message of type
m1 from a, while on the branch on the right it receives a message of type m2 . However, from that point
on, b behaves identically with respect to c, which has no way of telling whether the message to send to d
should be of type t1 or t2 . We call the first point at which two traces differ with respect to a given process
the distinctive point, which can be ε if no such point exists. This notion is formalized in the following
definition:
Definition 4 (Distinctive Point). The distinctive point of a process p with respect to a pair of traces
t1 = (e1 , . . . , ek ) ∈ tr (G ) and t2 = ( f1 , . . . , fl ) ∈ tr (G ) is an index i given by
dt1 ,t2 (p) = min{i | (ei . p) 6= ( fi . p)}

where e j , f j denote events. In the case where t1 . p = ε, or t2 . p = ε, or t1 . p = t2 . p, no such i
exists and the distinctive point is defined to be ε.
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The definition that follows captures the conditions under which the choice semantics are maintained
after projection. The first bullet deals with the non parameterized version of the choice operator ⊕. Item
(i) captures the case where a process p is the first process acting on the two branches, in which case it
must inform the others of the branch they are on. It does so by either sending a different message, or
by sending to a different process in each case. Note that the same process must inform the others on
both branches. Item (ii) captures the case where p is not the first process to act, in which case it must be
informed of the branch it is on and the distinctive point should be a suitable receive event.
Notice how the second bullet deals with shuffling by means of choice. Clearly, if a process can tell
whether it is on G1 or G2 , it is also able to tell the order in which they appear.
The third bullet inductively uses the previous two to define choice-wise projectability in the parameterized cases of choice ⊕ and shuffle ⊗.

Definition 5 (Choice-Wise Projectable Global Type). The set of Choice-Wise Projectable (CP) global
types is defined inductively as follows:
• G = G1 ⊕ G2 ∈ CP iff ∀p ∈ G , either of the following is true:
(i)

G = G1 ⊕ G2 and

m0

m

∀e1 ∈ first (G1 ) , e2 ∈ first (G2 ) : e1 = p −→ q, e2 = p −→ q0
(ii) ∀t1 = (s1 , . . . , sk1 ) ∈ tr (G1 ) , t2 = (u1 , . . . , uk2 ) ∈ tr (G2 ) ,

where p 6= q and p 6= q0

and (q 6= q0 or m 6= m0 )

either dt1 ,t2 (p) = ε, or

m0

m

dt1 ,t2 (p) = i and si = q −→ p, ui = q0 −→ p
• G = G1 ⊗ G2 ∈ CP
• G=
G=

n
L

iff

iff

(Gi {1/i} ⊕ Gi {2/i}) ∈ CP

Gi ∈ CP

iff

(Gi {1/i} ⊗ Gi {2/i}) ∈ CP

i=1

and (q 6= q0 or m 6= m0 )

G1 ⊕ G2 ∈ CP

Gi ∈ CP

i=1
n
N

where p 6= q and p 6= q0

The criterion for parameterized shuffling

n
N

i=1

is stricter than what one can derive if the value of n is

given. However, it is hard to loosen up the constraint when it is dealt with as a parameter.

7.3

Parallel Composability Criterion

As an example ofwhat can go wrong when composing two 
global types using the k operator, consider
m

k

m

k

m

1
2
2
1
1
the example G = (a −→
b ; b −→
c) ⊕ (a −→
b ; b −→
c) k a −→
b. The intended behavior of G is
that a chooses whether to send a message of type m1 or m2 to b, which in turn decides whether to send
c a message of type k1 or k2 . Concurrently with this, an additional m1 is sent from a to b. Assume that
as far as ⊕ is concerned, a decides to send m2 to b. It is then obvious how the additional parallel event
m1
a −→
b might confuse b to simultaneously take both branches of the choice operator.
In general, the problem appears when actions in one parallel branch affect choices made on another.
Global types that do not exhibit this problem are parallel projectable (PP).
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Definition 6 (Parallel Projectable Global Types). For two global types G1 and G2 , G = G1 k G2 is parallel
projectable (PP) if there is no overlap between the distinctive points in G1 and events in G2 . Formally,
• G1 k G2 ∈ PP iff ∀t1 = (e1 , . . . , ek ), t10 = (e01 , . . . , e0k0 ) ∈ tr (G1 ) , t2 ∈ tr (G2 ) , p ∈ Π we have
dt1 ,t10 (p) = i and one of the following is true:
(a) i = ε
(b) ei , e0i both have p as the sender
(c) ei ∈
/ t2 and e0i ∈
/ t2
n

• k Gi ∈ PP
i=1

iff

(Gi {1/i} k Gi {2/i}) ∈ PP

where Π denotes the set of processes. Notice how this definition incorporates parallel composability of
two Kleene starred types (the Kleene Star entails a choice pertaining to loop entrance and exit).

7.4

Kleene Star Criterion

Use of the Kleene Star in global types can result in protocols whose projection is unsafe, that is, can result
in execution traces that are not part of the original global type. To avoid this, a global type must be such
that the entry and exit conditions to the starred type can be identified by all participants. Determining
whether this is the case requires inspection of not only the starred type itself, but also of what comes
after the starred section.
Definition 7 (Kleene Star Projectable Global Types). For global types G , G 0 , we say that G ∗ ; G 0 is
Kleene Star Projectable (KP) iff G ⊕ G 0 ∈ CP.
m

m0

m00

As an example of a type that is not in KP, consider G = (a −→ b ; b −→ c)∗ ; c −→ d where c has
no way of knowing whether it should wait for m0 from b, or proceed immediately with sending d the
message m00 .

8

Correctness

The conditions discussed above are sufficient to ensure that the projection function generates local types
which are functionally consistent with the global type. We call a global type that satisfies all of the above
criteria projectable:
Definition 8 (Projectable Global Type). The set of projectable (PR) global types is inductively defined
in Table 4.
Theorem 2 formalizes our intuition that under the constraints mentioned above, the projection function is correct; that is, the projected environment is consistent with the global type. In what follows,
tr (∆) with ∆ = {pi : Li }i∈I denotes the set of traces producible by environment ∆. Also, ∆G denotes the
environment resulting from the projection of G onto the set of processes, i.e. ∆G = {p : G . p} p∈Π .
Theorem 2. G ∈ PR ⇒ tr (G ) = tr (∆G )
We sketch the proof of this theorem in the extended version of this paper [13], where we inductively
treat each of the cases in Table 4. What needs to be proved is essentially ∀t ∈ tr (G ) ⇔ t ∈ tr (∆G ). While
the forward direction is rather obvious, proving that the projected environment does not generate traces
that are not part of the original global type is trickier and is why we need the criteria of Section 7.
Proving this theorem, we get a correctness proof of our projection function (given the premises
discussed previously) for free.
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Table 4: The set PR

ε ∈ PR
m
a −→ b ∈ PR
G ∈ PR and G n ∈ SP
G1 , G2 ∈ PR and (G1 ; G2 ) ∈ SP
G1 , G2 ∈ PR and (G1 ⊕ G2 ) ∈ CP
G1 , G2 ∈ PR and (G1 ⊗ G2 ) ∈ CP
G1 , G2 ∈ PR and (G1 k G2 ) ∈ PP
G1 , G2 ∈ PR and G1∗ ∈ SP and (G1∗ ; G2 ) ∈ SP ∩ KP

9

⇒
⇒
⇒
⇒
⇒
⇒

G n ∈ PR
(G1 ; G2 ) ∈ PR
(G1 ⊕ G2 ) ∈ PR
(G1 ⊗ G2 ) ∈ PR
(G1 k G2 ) ∈ PR
(G1∗ ; G2 ) ∈ PR
i=1
n
L

Gi {1/i}, Gi {2/i} ∈ PR

and

(Gi {1/i} ; Gi {2/i}) ∈ SP

Gi {1/i}, Gi {2/i} ∈ PR

and

(Gi {1/i} ⊕ Gi {2/i}) ∈ CP

⇒

Gi {1/i}, Gi {2/i} ∈ PR

and

(Gi {1/i} ⊕ Gi {2/i}) ∈ CP

⇒

Gi {1/i}, Gi {2/i} ∈ PR

and

(Gi {1/i} k Gi {2/i}) ∈ PP

⇒

⇒

n

} Gi ∈ PR
Gi ∈ PR

i=1
n
N

Gi ∈ PR

i=1
n

k Gi ∈ PR

i=1

Conclusions and Future Work

We introduced System-A which allows for parameterized parallelism, where the number of participants,
the types of messages sent, as well as the number of such messages are controlled by type parameters.
Choice among various execution paths can also be parameterized, so that the number and types of different paths to be taken is not known at compile time. System-A also introduces a shuffling operator, which
expresses arbitrary reordering of its arguments, again in a parameterized fashion. A series of examples
demonstrates the usefulness of these extensions, which allow us to specify and check previously inexpressible interactions such as the sliding window protocol and parallel resource locking/unlocking (Section 3). In System-A, we can statically verify—without instantiating the parameters—the compliance of
implementations to protocols: we do this by first projecting (Section 5) the specification to parameterized
types, and then comparing these projections against the types extracted from the program. An important
result we obtain is that structural equivalence of types in System-A is decidable; we present this result
in Section 6 by first showing weak and subsequently strong normalization of local types. Unlike other
typing proposals, System-A does not depend on other theories (typed λ -calculus, system T, or system F)
for type-checking. In Section 7 we discuss the conditions under which our projection function is correct
and state their sufficiency in Section 8.
Future Work. Complete type checking with System-A is only decidable up to type inference; we do
not provide an algorithm for inference of suitable types in an actor language. The design of a programming language along with the relevant type inference algorithm is the next step towards a practical
implementation.
Another practical consideration includes semantic comparison of local types. Our normalization algorithm [13] already includes many cases of semantically equivalent, yet structurally differing types.
Semantic comparison is unnecessary for the weak normalization proof, but would be useful in a prac-
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tical setting where the user is interested in semantic adherence to a protocol. Specifically for the case
where reordering of terms is possible as a result of operator commutativity, our suggested coding only
serves as an existential proof. A more practical coding scheme could be developed, perhaps employing
lexicographic ordering.
Deniélou et al. [14] propose a system where parameterization is achieved by means of quantification
over roles. Roles are behavior specifications that are taken up by processes while they participate in
a protocol, and processes are allowed to join and leave protocols (respectively, adopt and drop roles)
dynamically. Their notation’s expressiveness is limited when it comes to arbitrary, concurrency-induced
interleavings of events. Nevertheless, incorporating their ideas in System-A would greatly expand the
applicability of the ideas presented here, towards a different direction than what is addressed in the
present paper.
Support for session delegation and exception handling (in the sense of Carbone et al. [10]) represents another opportunity for extension. Furthermore, it may be possible to transfer the recent, precise
realizability results [4] for choreographies [33] to our parameterized specifications.
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[25] Kurt Gödel (1958): Über eine bisher noch nicht benützte Erweiterung des finiten Standpunktes. Dialectica,
p. 280287.
[26] Kohei Honda (1993): Types for Dyadic Interaction. In Eike Best, editor: CONCUR, Lecture Notes in Computer Science 715, Springer, pp. 509–523. Available at http://dx.doi.org/10.1007/3-540-57208-2_
35.
[27] Kohei Honda, Vasco Thudichum Vasconcelos & Makoto Kubo (1998): Language Primitives and Type Discipline for Structured Communication-Based Programming. In Chris Hankin, editor: ESOP, Lecture Notes in
Computer Science 1381, Springer, pp. 122–138. Available at http://dx.doi.org/10.1007/BFb0053567.
[28] Kohei Honda, Nobuko Yoshida & Marco Carbone (2008): Multiparty asynchronous session types. In
George C. Necula & Philip Wadler, editors: POPL, ACM, pp. 273–284. Available at http://doi.acm.
org/10.1145/1328438.1328472.
[29] Raymond Hu, Nobuko Yoshida & Kohei Honda (2008): Session-Based Distributed Programming in Java. In
Jan Vitek, editor: ECOOP, Lecture Notes in Computer Science 5142, Springer, pp. 516–541. Available at
http://dx.doi.org/10.1007/978-3-540-70592-5_22.
[30] Giuseppe Milicia & Vladimiro Sassone (2005): Jeeg: temporal constraints for the synchronization of
concurrent objects. Concurrency - Practice and Experience 17(5-6), pp. 539–572. Available at http:
//dx.doi.org/10.1002/cpe.849.
[31] Dimitris Mostrous, Nobuko Yoshida & Kohei Honda (2009): Global Principal Typing in Partially Commutative Asynchronous Sessions. In Giuseppe Castagna, editor: ESOP, Lecture Notes in Computer Science 5502,
Springer, pp. 316–332. Available at http://dx.doi.org/10.1007/978-3-642-00590-9_23.
[32] Matthias Neubauer & Peter Thiemann (2004): Session Types for Asynchronous Communication. Available at
http://citeseerx.ist.psu.edu/viewdoc/download?doi=10.1.1.9.9995&rep=rep1&type=pdf.
[33] Chris Peltz (2003): Web Services Orchestration and Choreography. IEEE Computer 36(10), pp. 46–52.
Available at http://doi.ieeecomputersociety.org/10.1109/MC.2003.1236471.
[34] Robert L. Probert & Kassem Saleh (1991): Synthesis of Communication Protocols: Survey and Assessment.
IEEE Trans. Computers 40(4), pp. 468–476. Available at http://doi.ieeecomputersociety.org/10.
1109/12.88466.
[35] Riccardo Pucella & Jesse A. Tov (2008): Haskell session types with (almost) no class. In Andy Gill, editor:
Haskell, ACM, pp. 25–36. Available at http://doi.acm.org/10.1145/1411286.1411290.
[36] Kaku Takeuchi, Kohei Honda & Makoto Kubo (1994): An Interaction-based Language and its Typing System.
In Constantine Halatsis, Dimitris G. Maritsas, George Philokyprou & Sergios Theodoridis, editors: PARLE,
Lecture Notes in Computer Science 817, Springer, pp. 398–413. Available at http://dx.doi.org/10.
1007/3-540-58184-7_118.
[37] Vasco Thudichum Vasconcelos, Simon J. Gay & António Ravara (2006): Type checking a multithreaded
functional language with session types. Theor. Comput. Sci. 368(1-2), pp. 64–87. Available at http://dx.
doi.org/10.1016/j.tcs.2006.06.028.
[38] Nobuko Yoshida, Pierre-Malo Deniélou, Andi Bejleri & Raymond Hu (2010): Parameterised Multiparty
Session Types. In C.-H. Luke Ong, editor: FOSSACS, Lecture Notes in Computer Science 6014, Springer,
pp. 128–145. Available at http://dx.doi.org/10.1007/978-3-642-12032-9_10.
[39] Nobuko Yoshida & Vasco Thudichum Vasconcelos (2007): Language Primitives and Type Discipline for
Structured Communication-Based Programming Revisited: Two Systems for Higher-Order Session Communication. Electr. Notes Theor. Comput. Sci. 171(4), pp. 73–93. Available at http://dx.doi.org/10.
1016/j.entcs.2007.02.056.
[40] M.C. Yuang (1988): Survey of protocol verification techniques based on finite state machine models. In:
Computer Networking Symposium, 1988., Proceedings of the, pp. 164 –172, doi:10.1109/CNS.1988.4993.

A Provenance Tracking Model for Data Updates
Gabriel Ciobanu

Ross Horne

Romanian Academy, Institute of Computer Science,
Blvd. Carol I, no. 8, 700505 Iaşi, Romania
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For data-centric systems, provenance tracking is particularly important when the system is open and
decentralised, such as the Web of Linked Data. In this paper, a concise but expressive calculus
which models data updates is presented. The calculus is used to provide an operational semantics
for a system where data and updates interact concurrently. The operational semantics of the calculus
also tracks the provenance of data with respect to updates. This provides a new formal semantics
extending provenance diagrams which takes into account the execution of processes in a concurrent
setting. Moreover, a sound and complete model for the calculus based on ideals of series-parallel
DAGs is provided. The notion of provenance introduced can be used as a subjective indicator of the
quality of data in concurrent interacting systems.

1

Introduction

There is a growing trend to publish data openly on the Web. This movement is gaining significant
momentum as the governments of several countries and numerous other organisations adopt common
principles for publishing data [2]. Data published according to these principles is referred to as Linked
Data, due to the use of URIs to establish links between published data. By establishing links between
arbitrary data sets, significant problems emerge that are of a different flavour to those associated with
traditional closed databases.
Many of the new problems which emerge in this scenario are due to the the decentralised nature of
the published data. Some significant challenging problems include: the efficient execution of distributed
queries and processes which exploit multiple data sources; the impossibility of enforcing a global schema
on data; the lack of boundaries for data ensuring the impossibility of complete results; and establishing
global standards for data formats and protocols.
This work considers another essential problem, which reflects the diversity of published data. The
challenge considered here is that each piece of data published has a varying degree of trust or relevance.
A user may consider data published by the BBC to be more trustworthy than data published on a personal
blog. However, if the blog is run by a political activist that the consumer of data approves of, then the
blog may be more relevant. Thus data should not be associated with a specific trust measure. Instead,
some extra information about the data should be tracked, i.e. the provenance of data. From the extra
information provided by the provenance of data, the consumer may judge the quality of the associated
data according to their own policy.
Provenance can track several characteristics of the origin of data. Characteristics include “who” has
influenced the data, “where” the data has been located, and “how” the data is produced [7]. For Linked
Data, a basic notion of “where” provenance called a named graph, which indicates where the data is
located now, is the recognised standard [5]. In related work, a model extending named graphs is used
to track more comprehensive “where” and “who” provenance [8]. The related work associates trees of
identifiers for agents and locations with data. This allows a history of where the data has been published
and who published it to be tracked.
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This work focuses on a form of “how” provenance. This form of “how” provenance tracks causal
relationships between stored data and data that was used to produce the data [6]. For instance, due to
a change in usage of a building, data about the building may be updated. The updates may replace or
extract information from the original data. Thus “how” provenance can be used to determine how old
data influenced the new data with respect to an update.
The notion of “how” provenance investigated is strongly related to event based models of causality [3, 16]. This model clarifies, for the first time, the relationship between concurrent process and the
provenance diagrams that they produce. An operational semantics formalises the operational behaviour
of processes while recording the provenance associated with the resulting data. The model presented
provides insight that may be used to refine the definition of provenance diagrams. Provenance diagrams
that arise from concurrent updates are guaranteed to be in a particular (series-parallel) form. This insight
is a contribution to the effort to establish a common notion of a provenance diagram [15]. Furthermore,
the model presented is proven to be sound and complete. The formal model provides a foundation for investigating problems associated with tracking and exploiting the provenance of data, including querying
provenance [4, 1], and employing trust metrics [10].

2

Causal Dependencies in Provenance Diagrams

This work focusses on a particular aspect of provenance tracking. The aspect considered is a form of
“how” provenance, which indicates how old data contributed to producing new data. The consensus in
the provenance community is that provenance diagrams which record this information form a directed
acyclic graph (DAG), where the edges are transitively closed. A standard format for representing provenance, called the Open Provenance Model [15], encompasses this notion of provenance. The informal
definitions provided by the standard are as follows.
For this work, artefacts are data
 derived from relation between artefacts is such that
 tuples. Thewas
, then there is a causal relationship that indicates that
if there is an edge from artefact d2 to artefact d1 
 

 

d needs to have been generated to enable d2 to be generated. The standard defines a multi-step was
1 
derived from relation. This is simply the transitive closure of the was derived from relation, indicating
that an artefact had an influence on another artefact.
A provenance diagram that indicates the provenance of two stored pieces of data, where the stored
data is indicated by an over line, is presented in Fig. 1. The example is used throughout this work and
concerns monuments adjacent to the venue of the workshop.




(Turner loc Tate) 






O



(Turner loc London) 
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f
XXXXXX
f
f
f
f
f

(Turner loc Baltic) 
O



O

(Turner loc UK)

(Turner loc Tate)
Figure 1: The Turner Prize is held at the Tate Britain in London. However, in 2011 it was held in The
Baltic Gallery in Gateshead, but returned to the Tate Britain in 2012. The data in the above diagram is
about the location of the Turner Prize. Edges are causal relationships indicating the data consumed to
produce new data as the location of the Turner Prize is updated.
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A Syntax and Semantics for Provenance Tracking Data Updates

This section introduces the syntax and semantics for a concurrent interacting system that tracks provenance. The provenance community have introduced provenance structures based on DAGs; therefore a
process model which gives rise to DAGs is considered [15]. Unfortunately, many models of concurrency
are based on traces or trees rather than DAGs, such as in the calculus and provenance structures introduced in [18]. This limitation is addressed by providing a non-interleaving semantics, inspired by [9].

3.1 An Abstract Syntax for Processes
The grammar for processes is provided in Fig. 2. The concepts are summarised and made precise by the
operational and denotational semantics presented in this work.

a name
λF x|a

x variable
variable or name

d F λ | λλ | λλλ | . . .

data tuple

PF
|
|
|
|
|
|
|

I
skip
d
consume data
d
stored data
artefact
d 
P;P
seq
P|P
par
P⊕P
choose
∃x.P
exists

Figure 2: The syntax of processes.

The data tuples. The basic unit of information considered in this work is a tuple of names. Tuples are
commonly used to convey data. Linked Data is based on RDF which involves triples of names [2, 13].
RDF makes use of URIs for names, since URIs provide a globally recognised naming system. In Linked
Data, often RDF triples are extended to quadruples of URIs where the extra URI indicates where the triple
is located [5]. This provides a basic notion of “where” provenance. This notion of “where” provenance
is extended in [8].
The artefacts. A data tuple can be stored, represented as d. Stored data can then be consumed in an
interaction with the process d. The result is an artefact d used to explicitly track interactions which
have occurred. An artefact is used to record a data tuple involved in an interaction. Artefacts are used to
capture “how” provenance.
The multiplicatives. There are two multiplicative operators. The “par” multiplicative represents the
parallel composition of processes where interactions between processes are permitted. The “seq” multiplicative represents the strict sequential composition of processes, where the first process must terminate
before the second process begins, hence the second process is causally dependent on the first process.
There is one unit for the multiplicatives, namely skip, which represents a successful action with no side
effects.
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I;Q≡Q;I≡Q|I≡Q

P | (Q | R) ≡ (P | Q) | R

(P ⊕ Q) ⊕ R ≡ P ⊕ (Q ⊕ R)
(P ⊕ Q) ; R ≡ (P ; R) ⊕ (Q ; R)

P ; (Q ; R) ≡ (P ; Q) ; R
P⊕Q ≡ Q⊕P

P ; (Q ⊕ R) ≡ (P ; Q) ⊕ (P ; R)

∃x.(P ⊕ Q) ≡ ∃x.P ⊕ ∃x.Q
∃x.(P | S ) ≡ ∃x.P | S

Q|R≡R|Q

P⊕P ≡ P
(P ⊕ Q) | R ≡ (P | R) ⊕ (Q | R)

∃x.I ≡ I

∃x.(S ; Q) ≡ S ; ∃x.Q

∃x.(P ; S ) ≡ ∃x.P ; S

where S is a process where x does not appear free

Figure 3: The structural congruence, which can be applied at any point in a derivation.
The additives. There are two additives: ⊕ represents a choice between two branches; ∃ represents a
choice between all possible name substitutions for the bound variable.

3.2 Operational Semantics of Processes
Deductive systems are typically presented using inference rules applied at the base of a syntax tree, as in
the sequent calculus. However, such systems are unsuited to systems which mix commutative and noncommutative operators [11]. For this reason, a deep inference style of presentation is adopted, where
inference rules can be applied at an arbitrary depth in a formula.
A structural congruence which extends α-conversion is introduced, in Fig. 3, which is used to rearrange processes. The structural congruence ensures that the order of composition matters for sequential
composition, but does not matter for parallel composition. For simplicity, both parallel composition and
sequential composition share the same unit. The structural congruence handles contraction for choice,
using idempotency. The other rules of the structural congruence determine how operators distribute over
each other. Distributivity properties are used in related models of concurrency [9, 12]. Note that this
selection of rules is not minimal; however they are used in Sec. 5 to rewrite processes into normal forms,
thereby simplifying the completeness proof.
A deductive system is presented in Fig. 4. Deductions may be applied at any depth in a process,
as with the structural congruence. Deductions are presented with the premise above the line and the
conclusion below the line.

d 

d|d

interact


(P | Q) ; P′ | Q′

 sequence
P ; P′ | Q ; Q′

P
P⊕Q

choice


P a/x

∃xP

exists

Figure 4: The deductive system for processes. All deductions can be applied in any context.

The interact rule. The interact rule only applies to tuples. The rule indicates that a stored tuple is
consumed by the process which deletes that triple. The result of the interaction is an artefact that records
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the consumed tuple.
The sequence rule. The sequence rule reorders processes composed in parallel. The premise is more
deterministic than the conclusion. The premise decides which part of the process will execute first;
whereas the conclusion leave open several other opportunities. This rule allows parts of a process to travel
to the intended location where they will interact. This rule appears in related models of concurrency [9,
11, 17].
The additives. The premises of the additives indicate the branch that is chosen. For choice, either the
left or the right branch is chosen. For exists, any name may be substituted for the bound variable. This
kind of choice is known as external choice in process calculi, where exists is an infinite external choice.

4

A Process Calculus for Provenance Tracking Updates

This section identifies a sub-grammar of processes that model certain systems. The systems modelled
are those which involve stored data composed in parallel with updates. The updates involve the removal
of some stored data satisfying a query, followed by the insertion of some new stored data.
The operational semantics for processes are provided by the rules of the system in the previous
section. A system can evolve to a given state if and only if the new state entails the original state. Notice
that implication is in the opposite direction to the evolution of the system. The direction of implication
is in line with related approaches to operational semantics [14].
Data F I
| d
| Data | Data
Query F
|
|
|
|

I
d
Query | Query
Query ⊕ Query
∃x.Query

Update F Query ; Data
| Update ⊕ Update
| ∃x.Update
System F
|
|
|
|
|

I
d 
Update
d
System ; System
System | System

Figure 5: Sub-algebras of processes for data, queries, updates and systems.

Data. Data simply represents zero or more stored data atoms. The following presents two stored triples
in RDF format, which consist of three URIs: the subject, property, and object.
(Sage rdf:type Concert Hall) | (Baltic rdf:type Art Gallery)
Note that all names are active URIs which link to real published Linked Data. The reader is invited to
follow the URIs to witness the examples in a real context.
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Queries. Parallel composition | and choice ⊕ are exploited to model the following queries. As in [13],
the existential quantifier is used to select URIs which occur in data. The following pattern uses choice
to select between two objects. This example discovers a concert hall located in either Newcastle or
Gateshead.
∃x.((x rdf:type Concert Hall) | ((x loc Newcastle) ⊕ (x loc Gateshead)))
Note that a tighter operational semantics could be provided by using a tensor product to join queries [13].
A tensor product ensures both parts of a query are answered atomically. Unfortunately, the calculus for
Linked Data in [13] has an interleaving semantics, which would give rise to trees of provenance diagrams
as in [18]. Future work would be to combine the strengths of both calculi.

Updates. The following is an example of an update which applies to some stored data. The existential
quantification discovers a name which is used in the delete statement and the data stored after the delete.
The Baltic Art Gallery is a converted flour mill. The update turns a depiction of the old flour mill into a
depiction of the new art gallery.


(Mill depiction photo) | ∃x. (Mill depiction x) ; (Baltic depiction x)
The above process is provable from the following process, using the exists, sequence and interact rules.
This means that the system above can evolve to the system below.








(Mill depiction photo) ; (Baltic depiction photo)

Notice that the original stored triple appears as an artefact, which the new triple is dependent on. This
provides “how” provenance that indicates the old triple used to create the new triple.
Distinctions between execution paths. There are multiple ways of evaluating processes. Different
methods of evaluation can give rise a different provenance. Here three distinct executions of the same
process are presented to demonstrate the complexity of provenance tracking in a concurrent setting.
An example which involves two updates executed in parallel is presented below. It is a common
misconception that The Sage and Baltic Art Gallery are prominent monuments in Newcastle. In reality
they are located in Gateshead on the opposite bank of the river Tyne1 . The updates transform the location
of these monuments from Newcastle to Gateshead.


(Sage loc Gateshead) | (Sage loc Gateshead) ; (Sage loc Newcastle) |


(Baltic loc Gateshead) | (Baltic loc Gateshead) ; (Baltic loc Newcastle)
The process below yields the process above, using the sequence rule. The two updates occur independently, hence each provenance is independent.



(Sage loc Gateshead) ; (Sage loc Newcastle) |




(Baltic
(Baltic
loc
Gateshead)
;
loc
Newcastle)



The process below yields both process above. This suggest that the two updates were combined before
they were applied, hence data produced by each update is dependent on the artefact of the other update.
Therefore the process below has stronger dependencies than the process above.



 

(Sage loc Gateshead) | (Baltic loc Gateshead) ; (Sage loc Newcastle) | (Baltic loc Newcastle)




Indeed the above process can be refined further to impose a sequential dependency on the artefacts. Thus
the execution of the concurrent processes greatly affects the form of “how” provenance.
1 Indeed

the venue of FOCLASA 2012 is also in Gateshead, rather than in Newcastle.
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The Turner Prize revisited. The operational behaviour which gives rise to the provenance diagram in
the introduction can now be expressed. The initial configuration is expressed below. It shows two stored
triples, an update that moves the exhibition from the Tate Britain to the Baltic and broadens London to
the UK, and an update which moves the exhibition back from the Baltic to the Tate Britain.
(Turner loc London) | (Turner loc Tate) | 

((Turner loc Tate) | (Turner loc London)) ; (Turner loc Baltic) | (Turner loc UK) |


(Turner loc Baltic) ; (Turner loc Tate)

By applying the sequence rule several times the processes can be rearranged as follows.


(Turner loc Tate) | (Turner loc Tate) | (Turner loc London) | (Turner loc London) ;




(Turner loc Baltic) | (Turner loc Baltic) ; (Turner loc Tate) | (Turner loc UK)

Finally, by applying the interact rule the delete operations and stored data cancel each other out. The
interaction produce the artefacts that record the provenance of the data.




(Turner
(Turner
;
loc
Tate)
|
loc
London)

 


(Turner
(Turner
(Turner
|
loc
Baltic)
;
loc
Tate)
loc
UK)



The next section provides a denotational semantics where the denotation of above process is exactly the
provenance diagram in the introduction.

5

A Denotational Semantics for the Provenance Tracking Calculus

This section provides a denotational semantics for the calculus. A denotational semantics provides a
sound and complete model which increases confidence in the definition of the calculus. In this case, the
semantics of the calculus fulfils an additional purpose. It also makes explicit the connection between certain terms of the calculus and provenance diagrams. Furthermore, a restriction on provenance diagrams
that track series-parallel computations is highlighted.
The denotational semantics, similarly to provenance diagrams, is based on directed acyclic graphs
(DAGs). The denotation relies on some technical apparatus. Firstly, DAGs are restricted by a forbidden
minor property, which guarantees that each DAG arises from applying series and parallel composition
to smaller DAGs. Secondly, homomorphisms between DAGs are defined such that the inference rules
of the calculus hold. By taking ideals of series-parallel DAGs with respect to these homomorphism, a
sound and complete model is obtained.

5.1 Series-Parallel DAGs and the N-free Condition
This section recalls some standard definitions which are used to build a denotational semantics. The
definition of a DAG is standard, as are the definitions of the transitive closure of a graph and the notion
of a graph homomorphism. Transitive DAGs are used because provenance diagrams are transitive, and
graph homomorphism are used to compare the structure of such diagrams.
Definition 5.1. A DAG D = (V, E) is a digraph with no directed cycles. Let A = (V, E) and B = (V ′ , E ′ ) be
graphs. A graph homomorphism is given by a function on vertices f : V → V ′ such that if (u, v) ∈ E then
( f (u), f (v)) ∈ E ′ . Two graphs are isomorphic iff there exists a bijective homomorphism whose inverse
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function is also a homomorphism. A transitive digraph is such that if there exists a path from u to v, then
there exists an edge from u to v. A transitive closure of a digraph (V, E) is a minimal transitive digraph
(V, E ′ ) such that there exists an injective graph homomorphism from (V, E) to (V, E ′ ). A graph (V, E) is a
sub-graph (V ′ , E ′ ) if and only if V ⊆ V ′ and E = E ′ ∩ V × V.
Several series-parallel digraphs are studied in [19]. Here transitive series-parallel DAGs are defined.
The series-parallel restriction on transitive DAGs is required because this work considers provenance
diagrams which arise from the execution of series-parallel processes.
Definition 5.2. The trivial DAG with no vertices is a series-parallel DAG, and the DAG with a single
vertex and no edges is a series-parallel DAG. If G0 = (V0 , E0 ) and G1 = (V1 , E1 ) are series-parallel
graphs with disjoint vertices, then the following are series-parallel DAGs.
• G0 k G1 defined by (V0 ∪ V1 , E0 ∪ E1 ).
• G0 ; G1 defined as the transitive closure of (V0 ∪ V1 , E0 ∪ E1 ∪ (L × R)), where L is the source nodes
of G0 and R is the sink nodes of G1 .
In structural graph theory it is studied how graph classes either can be defined by forbidden minors,
or by being glued together from simple starting graphs (as in the definition above). A forbidden minor
is a sub-graph with a particular form; the forbidden minor for series-parallel DAGs has an N-shape, as
proven in [19].
Theorem 5.3 (Forbidden minor). A transitive DAG is series-parallel if and only if it does not have a
sub-graph isomorphic to N = ({v0 , v1 , v2 , v3 } , {(v2 , v0 ), (v3 , v0 ), (v3 , v1 )}).
Notice that use of transitive DAGs is motivated, by provenance diagrams; while the series-parallel
restriction is motivated by concurrent processes. Thus the model studies structures which respect both
provenance and the processes which track the provenance.

5.2 Interacting Series-Parallel DAGs Labelled with Data
The notion of a series-parallel DAG is extended with labels. The labels allow data to be accommodated
in the model. Also the notion of a homomorphism is extended to allow interactions between data and
operations on data which give rise to artefacts.
The definition of a labelled graph is standard. A special kind of homomorphism is defined on labelled
DAGs. This smoothing homomorphism is bijective, but does not define an isomorphism. Thus vertices
are preserved, but extra edges may appear.


Definition 5.4. Fix Σ as the set of labels which are either tuples d, stored tuples d or artefacts d . A
labelled graph (V, E, µ) is such that (V, E) is a graph and µ : V → Σ is a labelling function from vertices
to labels. Let A = (V, E, µ) and B = (V ′ , E ′ , µ′ ) be labelled DAGs. A labelled homomorphism f from A to
B is such that f is a graph homomorphism from (V, E) to (V ′ , E ′ ) and for all vertices u, µ(u) = µ′ ( f (u)).
A smoothing homomorphism is a bijective labelled homomorphism.
The notation of a smoothing homomorphism defined above is used to characterise the sequence rule.
To capture both the sequence rule and the interact rule, interaction homomorphisms are introduced. The
definition involves a coherence condition which captures the conditions under which an interaction may
occur. Two vertices can interact if they have complementary labels and they are in parallel with each
other. This leads to the following definition.
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Definition 5.5. For a labelled graph A = (V, E, µ), define u ⌢d v in A such that there is no directed path
between u and v, and either d = µ(u) = µ(v) or µ(u) = µ(v) = d. Let A = (V, E, µ) and B = (V ′ , E ′ , µ′ ) be
labelled DAGs. An interaction homomorphism f from A to B is a labelled graph homomorphism
 such
that f is onto and, if f (u) = f (v), one of the following hold: either u ⌢d v in A and µ′ ( f (u)) = d ; or
u = v and µ(u) = µ′ ( f (u)).
The following example demonstrates two compatible vertices mapped to the same vertex by an interaction homomorphism.
a `@ bO
@

bO

dO

dO

b

a

@@

−→

a aBB bO

=b
||
||

b

a

BB


dO aBB
BB

Note that the diagrams in examples represent equivalence classes of labelled graphs up to labelled graph
isomorphism. Thus only the labels and not the underlying vertices are indicated. The same practice is
followed when presenting provenance diagrams.
The homomorphisms defined over labelled DAGs are used to generate ideals. Ideals are sets of
labelled series-parallel DAGs closed with respect to either smoothing or interacting homomorphisms.
Definition 5.6. A smoothing/interacting ideal I is a set of labelled series-parallel DAGs such that if A ∈ I
and there exists a smoothing/interacting homomorphism f : A → B, then B ∈ I. For any set of labelled
series-parallel DAGs P the smoothing/interacting ideal closure of P, denoted ι s P/ιi P, is the least ideal
containing P, defined as the intersection of all smoothing/interacting ideals I such that P ⊆ I.
These ideals are employed to denote processes in the next section. Ideal closure is essential for the
denotation of parallel composition.

5.3 Correctness of the Denotational Semantics
The denotational semantics for processes is defined using the ideals introduced in the previous section.
Most operations on ideals are the obvious point-wise extension of the corresponding operator. The main
subtlety is that parallel composition introduces new possibilities for both smoothing and interaction,
which are not represented by the point-wise parallel composition of ideals. Thus the ideal closure is employed to denote parallel composition. Valuations are used to represent substitutions, which are required
to denote existential quantification.
Definition 5.7 (denotation). A valuation v is a mapping from variables to names. Let v[x 7→ a] be the
valuation which is the same as v except at x where it maps to a. The effect of a valuation on a label is
defined as follows.
 v  
v
d  = d 

 v
d = dv

(λ0 ..λn )v = λv0 ..λvn

av = a

xv = v(x)

The denotation of a process with respect to a valuation v satisfies the following, where h ∈ {s, i}, ǫ is the
set containing the empty labelled graph, and e(l, v) is the equivalence class of labelled graph with one
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vertex labelled with lv with respect to labelling isomorphism.
~v, Ih = ǫ

~v, lh = e(l, v)

~v, P ⊕ Qh = ~v, Ph ∪ ~v, Qh

~v, ∃xPh =

[

a∈Names

~v[x 7→ a], Ph


~v, P ; Qh = A ; B | (A, B) ∈ ~v, Ph × ~v, Qh


~v, P k Qh = ιh A k B | (A, B) ∈ ~v, Ph × ~v, Qh

All the operations used in the denotational semantics preserve ideals, as verified by the following
proposition. Therefore the denotational semantics is a well defined mapping from processes to ideals.
Proposition 5.8. The following are ideals: ǫ, e(l, v), the union and intersection of sets of ideals, and the
point-wise sequential composition of ideals.
Soundness of the calculus defined in Sec. 3 with respect to the denotation is straight forward. The
proof follows from checking that all equations of the structural congruence hold as set equality of ideals,
and that all deductive rules hold as set inclusions of ideals.
Theorem 5.9 (soundness). If P yields Q, then, ~v, Pi ⊆ ~v, Qi for all valuations v.
Completeness of the calculus with respect to the denotation is more challenging. The proof follows
from interpolation lemmas. An interpolation lemma establishes that if there is a strict inclusion between
the denotation of processes then there must be a finite sequence of deductions that can be applied to
transform one process into the other process. The trick is to rewrite processes into a normal form and
deal with each deductive rule one by one.
Firstly consider series-parallel terms, which are processes which does not feature any choice or exists.
Two interpolation lemmas apply to series-parallel terms. The first interpolation lemma, stated below,
deals only with the sequence rule. This lemma is closely related to the interpolation lemma established
in [9], where a similar calculus without interactions is considered. Thus only smoothing ideals are
treated.
Lemma 5.10 (sequence interpolation). Given two series-parallel terms P and Q, if ~v, P s ⊆ ~v, Q s for
all valuations v, then either: ~v, P s = ~v, Q s for all valuations v; or there exists R such that ~v, P s ⊂
~v, Rs ⊆ ~v, Q s for all valuations v, and P yields R is provable using only the sequence rule.
The above result is extended to interacting homomorphism in the following interpolation lemma.
The proof of this lemma is an important technical contribution of this work. It shows that, for any strict
inclusion between the denotation of series-parallel process, either the sequence rule or the interact rule
can be applied.
Lemma 5.11 (interaction interpolation). Given two series-parallel terms P and Q, if ~v, Pi ⊆ ~v, Qi for
all valuations v, then: either ~v, Ps ⊆ ~v, Q s for all valuations v; or there exists R such that ~v, Pi ⊂
~v, Ri ⊆ ~v, Qi for all valuations v and P yields R is provable using only the interact rule.
Proof. Assume that P and Q are series-parallel terms such that ~v, Pi ⊂ ~v, Qi for all valuations v.
Also assume that ~v, Ps 1 ~v, Q s for some valuation v. Since P, Q are series-parallel terms, there exist
series-parallel DAGs D0 = (V0 , E0 , µ0 ), D1 = (V1 , E1 , µ1 ) such that ιi D0 = ~v, Pi and ιi D1 = ~v, Qi . Also,
since ~v, Pi ⊂ ~v, Qi , there exists an interacting homomorphism f : D1 → D0 .
There must be at least one interaction in the homomorphism f exhibited above, i.e. there exists
m, n ∈ V1 such that f (m) = f (n), m ⌢d n and f (m) = w ∈ V0 such that µ0 (w) = d . Suppose otherwise,
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then for all m, n ∈ V1 if f (m) = f (n) then m = n, and so f is bijective, since interacting homomorphisms
are surjective. Hence f is a smoothing homomorphism from D1 to D0 , so ~v, Ps ⊂ ~v, Q s contradicting
the above assumption.
A DAG D2 = (V2 , E2 , µ2 ) is constructed to differ from D0 only by the interaction exhibited by
f . Firstly, take V0 , remove vertex w and include vertices m and n, so V2 = V0 \ {w} ∪ {m, n}. Let
E0 \ w be the set of edges in E0 without the vertex w and define E2 = (E0 \ w) ∪ {(x, m) | (x, w) ∈ E0 } ∪
{(m, x) | (w, x) ∈ E0 } ∪ {(x, n) | (x, w) ∈ E0 } ∪ {(n, x) | (w, x) ∈ E0 }. Retain all the labels of µ0 except at m
and n, so if x = m or x = n then µ2 (x) = µ1 (x) and otherwise µ2 (x) = µ0 (x).
Construct two homomorphisms from g : D2 → D0 and h : D1 → D2 as follows.
g(x) =

(

f (x)
x

if x = m or x = n
otherwise

h(x) =

(

x
f (x)

if x = m or x = n
otherwise

Clearly f = g ◦ h. Furthermore, both g and h are interacting homomorphisms by the following arguments.
Check that g is a graph homomorphism, by case analysis. Only one case is presented. By definition of
E2 , if (m, x) ∈ E2 then (m, x) ∈ {(m, x) | (w, x) ∈ E0 }, thus (g(m), g(x)) = (w, x) ∈ E0 . Also check that g is
an interaction homomorphism, as follows: If g(x) = g(y) then either x = y, or x = m and y = n. Clearly,
m and n are not connected
 in E2 and both µ2 (m) = µ1 (m) and µ2 (n) = µ1 (n) hold, so m ⌢d n in D2
and µ0 ( f (m)) = µ0 (w) = d . Check that h is a graph homomorphism. Only one case is presented. If
(m, x) ∈ E1 then (w, f (x)) ∈ E0 since f is a graph homomorphism, thus (m, f (x)) ∈ {(m, x) | (w, x) ∈ E0 }
so (m, f (x)) ∈ E2 , by definition. Now consider when h(x) = h(y) either x = y or x, y < {m, n}, hence
f (x) = f (y), thus x ⌢d y since f is an interacting homomorphism. Suppose, without loss of generality,
that x = m and y < {m, n}, so m = f (x), but m < V0 contradicting the definition of f . Thus h is an interaction
homomorphism.
Furthermore, the constructed DAG, D2 , is series-parallel. Suppose otherwise, then there exists an
N-shape isomorphic to a sub graph of D2 . Now consider the image of the N-shape under g. Either zero
or one nodes in the N-shape are m or n so the image of the N shape is an N-shape in D0 . By Theorem 5.3,
this contradicts the fact that D0 is series-parallel. Now, suppose that both m and n are in the N-shape.
Since m ⌢d n in D2 , m and n are not connected, so an N-shape must be of the form {(m, x), (n, x), (n, y)}
or {(x, m), (x, n), (y, n)}. However (m, x) ∈ D2 iff (w, x) ∈ D0 iff (n, x) ∈ D2 and (x, m) ∈ D2 iff (x, w) ∈ D0
iff (x, n) ∈ D2 , so neither shapes are sub-graphs of D2 . Thus D2 is N-free, hence by Theorem 5.3, D2 is a
series-parallel DAG.
Since, D2 is a series-parallel DAG, there exists a series-parallel term R such that ~v, Ri = ιi D2 . Since
g : D2 → D0 exhibiting an interactionand h : D1 → D2 , the following inequalities hold ~v, Pni ⊂ ~v,
o Ri
and ~v, Ri ⊆ ~v, Qi . Since µ2 (w) = d , the sub-term d must appear in the process P = S d  , for
some context S { }. Also, since m ⌢d n and, the edges of D0 differs from those of D2 only in nthat the
o
edges connected to w in D0 are instead connect to both m and n in D2 , the following holds R ≡ S d k d .
Thus the interact rule proves that P yields R, as required.

To clarify the significance of the interpolation lemmas consider the running example. The initial
configuration of processes is denoted by the following DAG (D1 ).
D1 :
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There exists an interaction homomorphism from D1 to the DAG D0 below, which appears also in Sec. 2.




D0 : (Turner loc Tate) 
jUU
O






(Turner loc London) 
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(Turner loc Baltic) 
O



O

(Turner loc UK)

(Turner loc Tate)
Now, by applying Lemma 5.11 three times, we can construct a series of DAGs cumulating in D2 presented below, such that the following properties hold. There exist interaction homomorphisms from D1
to D2 and from D2 to D0 , and the process denoted by D0 yields the process denoted by D2 using the interact rule three times. Furthermore, the homomorphism from D1 to D2 is a smoothing homomorphism.
Hence, by Lemma 5.10, the process denoted by D2 can be transformed using the sequence rule applied a
finite number of times into the process denoted by D1 .
(Turner loc
Tate)
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Thereby the existence of the interaction homomorphism between D1 and D0 guarantees the existence of
a deduction from the process denoted by D0 to the process denoted by D1 using the interact and sequence
rules. Indeed the processes and deductions are presented in the example at the end of Sec. 4, where the
first process in the example is denoted by D1 , the second by D2 and the third by D0 .
Every process can be written in a normal form, using the structural congruence, as a sum of seriesparallel process with all the existential quantification moved to the front of the process, i.e. for all P there
exist series-parallel processes Ai such that P ≡ ∃~x.Σi∈I Ai . It is then easy to show that a finite number
of choice and exists rules can be applied to prove any inequality between ideals. This establishes the
completeness of the calculus with respect to the denotation, stated as follows.
Theorem 5.12 (completeness). If ~v, Pi ⊆ ~v, Qi for all valuations v, then P yields Q.
Thus the model based on ideals of labelled series-parallel DAGs is a sound and complete model of
processes. The labelled DAGs are inspired by the guidelines provided for provenance diagrams [15];
while, the series-parallel processes are motivated by calculi which model systems which produce provenance diagrams. Hence a formal connection between series-parallel DAGs and processes is established.
Specifically, provenance diagrams are the denotation of series-parallel processes consisting of only artefacts and stored data. Hence provenance diagrams are contained within a denotation for a provenance
tracking calculus. Due to soundness and completeness of the calculus with respect to the denotation,
provenance diagrams can be considered in a new operational language based setting.
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Conclusion

Provenance is a key problem in processing data which is particularly important in systems that publish
data on the Web, such as the Web of Linked Data [8, 13]. Already certain aspects of provenance are
gifted with deep theoretical results [10]. However, there is no sound and complete model for the aspects of provenance tracking considered in this work: specifically “how” provenance which indicates
causal relationships; and a provenance tracking calculus which produces such diagrams by recording
interactions between processes and stored data. The relationship between the diagrams and the calculus
is exhibited by providing a sound and complete denotational semantics which contains such provenance
diagrams.
The examples presented in this paper illustrate that tracking provenance is particularly challenging
in a concurrent setting. The causal aspects of data provenance are closely related to the operational semantics of the systems involved. Hence when considering concurrent systems, models of concurrency
provide insight into problems associated with provenance in a concurrent setting. For instance, this
work demonstrates that provenance diagrams that arise from concurrent interactions form series-parallel
DAGs. Consequently, certain graph homomorphism problems, which can be employed to query provenance diagrams, can be solved more efficiently for series-parallel digraphs [19]. This model is proposed
as a foundation for “how” provenance, which can be applied as a subjective measure of the quality of
data.
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Self-adaptation is a promising approach to manage the complexity of modern software systems. A
self-adaptive system is able to adapt autonomously to internal dynamics and changing conditions in
the environment to achieve particular quality goals. Our particular interest is in decentralized selfadaptive systems, in which central control of adaptation is not an option. One important challenge in
self-adaptive systems, in particular those with decentralized control of adaptation, is to provide guarantees about the intended runtime qualities. In this paper, we present a case study in which we use
model checking to verify behavioral properties of a decentralized self-adaptive system. Concretely,
we contribute with a formalized architecture model of a decentralized traffic monitoring system and
prove a number of self-adaptation properties for flexibility and robustness. To model the main processes in the system we use timed automata, and for the specification of the required properties
we use timed computation tree logic. We use the Uppaal tool to specify the system and verify the
flexibility and robustness properties.

1

Introduction

Our society extensively relies on the qualities of software systems, e.g., the reliability of software for
media, the performance of software for manufacturing, and the openness of software for enterprise collaborations. However, ensuring the required qualities of software that has to operate in dynamic environments poses severe engineering challenges. Self-adaptation is generally considered as a promising
approach to manage the complexity of modern software systems [12, 14, 5, 15]. Self-adaptation enables
a system to adapt itself autonomously to internal dynamics and changing conditions in the environment
to achieve particular quality goals. It is widely recognized that software architecture provides the right
level of abstraction and generality to deal with the challenges of self-adaptation [17, 8, 14]. In particular, the use of an architecture-based approach can provide an appropriate level of abstraction to describe
dynamic change in a system, such as the use of components, bindings and composition, rather than at
the algorithmic level. Our particular interest is in decentralized self-adaptive systems, in which central
control of adaptation is not an option. Examples are large-scale traffic systems, integrated supply chains,
and federated cloud infrastructures.
One important challenge in self-adaptive systems, in particular those with decentralized control of
adaptation, is to provide guarantees about the required runtime quality properties. In previous research,
we have defined formally founded design models for decentralized self-adaptive systems that cover structural aspects of self-adaptation [24]. These models support engineers with reasoning about structural
properties, such as types and interface relations of different parts of the decentralized system. However, in order to provide guarantees about qualities, we need to complement this work with an approach
to validate behavioral properties of decentralized self-adaptive systems. The need for research on forAntónio Ravara and Natallia Kokash (Eds.): 11th International Workshop on
Foundations of Coordination Languages and Self Adaptation (FOCLASA’12)
EPTCS ??, 2012, pp. 45–62, doi:10.4204/EPTCS.??.4
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mal verification of behavioral properties of self-adaptive systems is broadly recognized by the community [16, 25, 21, 15].
This paper reports a first step of our research goal to develop an integrated approach to validate
behavioral properties of decentralized self-adaptive systems to guarantee the required qualities [22]. This
approach integrates three activities: (1) model checking of the behavior of a self-adaptive system during
design, (2) model-based testing of the concrete implementation during development, and (3) runtime
diagnosis after system deployment. The key underlying idea of the approach is to enhance validation of
qualities by transfering formalization results over different phases of the software life cycle, e.g., model
based testing starts with a verified model and a set of required properties and then intends to show that
the implementation of the system behaves compliant with this model. The focus of this paper is on
the first activity. Concretely, we present a case study of a decentralized traffic monitoring system and
use model checking to guarantee a number of self-adaptation properties for flexibility and robustness.
With flexibility we refer to the ability of the system to adapt dynamically with changing conditions in
the environment, and robustness is the ability of the system to cope autonomously with errors during
execution. We model the main system processes with timed automata and specify the required properties
using timed computation tree logic (TCTL). We use the Uppaal tool that offers an integrated environment
for modeling, simulation and verification, based on automata and a subset of TCTL.
The remainder of this paper is structured as follows. In Section 2, we introduce the traffic monitoring
system and explain a number of adaptation scenarios. In Section 3, we give a brief background on
formal modeling with Uppaal. Section 4 presents the design model of the traffic monitoring system,
and Section 5 explains how we verified key properties and discusses potential uses of the study results
both as input for model based testing and as a starting point for the definition of a reusable behavior
model for self-adaptive systems. We discuss related work in Section 6, and conclude with a summary
and challenges ahead in Section 7.

2

Traffic Monitoring System

Intelligent transportation systems (ITS) is a worldwide initiative to exploit information and communication technology to improve traffic.1 One of the challenges in this area is effective monitoring of traffic. In
[23], we have introduced a monitoring system that provides information about traffic jams. This information can be used to reduce traffic congestion by different types of clients, such as traffic light controllers,
driver assistance systems, etc. The main challenges of the system are: (1) inform clients of dynamic
changing traffic jams, (2) realize this functionality in a decentralized way, avoiding the bottleneck of a
centralized control center, (3) make the system robust to camera failures. Whereas the focus in [23] was
on the structural aspects, here we focus on the behavioral aspects of the system’ architecture.
The system consists of a set of intelligent cameras, which are distributed along the road. An example
of a highway is shown in Fig. 1. Each camera has a limited viewing range and cameras are placed to
get an optimal coverage of the highway with a minimum overlap. To realize a decentralized solution,
cameras collaborate in organizations: if a traffic jam spans the viewing range of multiple cameras, they
form an organization that provides information to clients that have an interest in traffic jams.
Fig. 1 shows two scenarios that require adaption. The first scenario concerns the dynamic adaptation
of an organization from T0 to T1, where camera 2 joins the organization of cameras 3 and 4 after it
monitors a traffic jam. The second scenario concerns robustness to a silent node failure, i.e., a failure
in which a failing camera becomes unresponsive without sending any incorrect data. This scenario is
1 http://ec.europa.eu/transport/its/,

http://www.its.dot.gov/
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Figure 1: Self-healing scenario
shown from T2 to T3, where camera 2 fails. Since there are dependencies between the software running
on different cameras (details below), such failures may bring the system in an inconsistent state and
disrupt its services. Therefore, the system should be able to restore its services after a failure, although
in degraded mode since the traffic state is no longer monitored in the viewing range of the failed camera.

2.1

Dynamic Agent Organizations for Flexibility

Figure 2a shows the primary components of the software deployed on each camera, i.e. the local camera
system. The local traffic monitoring system provides the functionality to detect traffic jams and inform
clients. The local traffic monitoring system is conceived as an agent-based system consisting of two components. The agent is responsible for monitoring the traffic and collaborating with other agents to report
a possible traffic jam to clients. The organization middleware offers life cycle management services to
set up and maintain organizations. We employ dynamic organizations of agents to support flexibility in
the system, that is, agent organizations dynamically adapt themselves with changing traffic conditions.
To access the hardware and communication facilities on the camera, the local traffic monitoring system
can rely on the services provided by the distributed communication and host infrastructure.
In normal traffic conditions, each agent belongs to a single member organization. However, when
a traffic jam is detected that spans the viewing range of multiple neighboring cameras, organizations
on these cameras will merge into one organization. To simplify the management of organizations and
interactions with clients, the organizations have a master/slave structure. The master is responsible for
managing the dynamics of that organization (merging and splitting) by synchronizing with its slaves and
neighboring organizations and reporting traffic jams to clients. Therefore, the master uses the context
information provided by its slaves about their local monitored traffic conditions. At T0, the example
in Fig. 1 shows four single member organizations, org1 with agent1, org2 with agent2, and similar for
org5, and org6. Furthermore, there is one merged organization, org34 with agent3 as master and agent4
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(a) Primary software components deployed on
each camera

(b) Design model of camera and environment (communication channels are omitted)

Figure 2: Local Camera System
as slave. At T1, the traffic jam spans the viewing range of cameras 2, 3 and 4. As a result, organizations
org2 and org34 have merged to form org24 with agent2 as master. When the traffic jam resolves, the
organization is split dynamically.

2.2

Self-Healing Subsystem for Robustness

To recover from camera failures, a self-healing subsystem is added to the local traffic monitoring system,
as shown in Fig. 2a. The self-healing subsystem maintains a model of the current dependencies of the
components of the local traffic monitoring system with other active cameras. Each working camera is
in one of three distinct roles: master of a single member organization, master of an organization with
slaves, or slave in an organization. As these roles come with certain responsibilities, each camera is
dependent on a particular set of remote cameras in order to function properly: (1) a master of a single
agent organization is dependent on its neighboring nodes; (2) a master with slaves is dependent on
its slaves and its neighboring nodes; (3) a slave of an organization is dependent on its master and its
neighboring nodes.
To recover from camera failures, the subsystem contains repair actions for failure scenarios in different roles. Examples of actions are: halt the communication with the failed neighboring camera, elect
a new master, and exchange the current monitored traffic state with another camera. To detect failures,
the self-healing subsystem coordinates with self-healing subsystems on other cameras in the dependency
model using a ping-echo mechanism. Cameras send periodically ping messages to dependent cameras
and a failure is detected when a camera does not respond with an echo after a certain time. [23] provides
a detailed description of the structural architecture of the traffic monitoring system.
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Uppaal

Model-checking is verifying a given model w.r.t. a formally expressed requirement specification. Uppaal
is a model-checking tool for verification of behavioral properties [4]. In Uppaal, a system is modeled
as a network of timed automata, called processes. A timed automaton is a finite-state machine extended
with clock variables. A clock variable evaluates to a real number, and clocks progress synchronously. It
is important to note that fulfilled constraints for the clock values only enable state transitions but do not
force them to be taken. A process is an instance of a parameterized template. A template can have local
declared variables, functions, and labeled locations. The syntax to declare functions is similar to that of
the C language. State of the system is defined by locations of the automata, clocks, and variables values.
Uppaal uses a subset of TCTL for defining requirements, called the query language. The query
language consists of state formulae and path formulae. State formulae describe individual states with
regular expressions such as x >= 0. State formulae can also be used to test whether a process is in a
given location, e.g., Proc.loc, where Proc is a process and loc is a location. Path formulae quantify over
paths of the model and can be classified into reachability, safety, and liveness properties:
• Reachability properties are used to check whether a given state formula φ can be satisfied by some
reachable state. The syntax for writing this property is E <> φ .
• Safety properties are used to verify that “something bad will never happen.” There are two path
formulae for checking safety properties. A[] φ expresses that a given state formula φ should be true
in all reachable states, and E[] φ means that there should exist a path that is either infinite, or the last
state has no outgoing transitions, called maximal path, such that φ is always true.
• Liveness properties are used to verify that something eventually will hold, which is expressed as
A <> φ . The property “whenever φ holds, eventually ψ will happen” is stronger and is expressed as
φ → ψ.
Processes communicate with each other through channels. Binary channels are declared as chan x.
The sender x! can synchronize with the receiver x? through an edge. If there are multiple receivers x?
then a single receiver will be chosen non-deterministically. The sender x! will be blocked if there is no
receiver. Broadcast channels are declared as broadcast chan x. The syntax for sender x! and receiver x?
is the same as for binary channels. However, a broadcast channel sends a signal to all the receivers, and if
there is no receiver, the sender will not be blocked. Uppaal also supports arrays of channels. The syntax
to declare them is chan x[N] or broadcast chan x[N], and sending and receiving signals are specified as
x[id]! and x[id]?. Note that processes cannot pass data through signals. If a process wants to send data to
another process then the sender has to put the data in a shared variable before sending a signal and the
receiver will get the data from shared variable after receiving the signal.
Uppaal offers a graphical user interface (GUI) and model checking engine. The GUI consists of three
parts: the editor, the simulator and the verifier. The editor is used to create the templates. The simulator
is similar to a debugger, which can be used to manually run the system, showing running process, their
current location and the values of the variables and clocks. The verifier is used to check properties of the
model as described above.

4

Model Design in Uppaal

We now discuss the formal design of the traffic monitoring system in Uppaal. We already explained in
section 2 that each camera consists of 3 primary components: Agent, Organization Middleware and Selfhealing Subsystem. We have designed each of these components as a set of timed automata (templates)
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startCar?
camID = 0, x = 0

ReleaseTraffic
x > CAR_GAP
startCar!
x=0

EnteringCam

camEnter[camID]!

StartCar
camID== N - 1

UnderCam

x > CAM_TIME
camLeave[camID]!

LeavingCam

camID < N -1
camID++, x= 0

(a) Release traffic

(b) Car

Figure 3: Environment processes
that represent abstract processes. Fig. 2b (section 2.1) shows how the processes map to the components
of the system. To instantiate a particular system model, each template is instantiated to one or several
concrete processes. We use channels to enable processes to communicate within a camera and between
cameras. To that end, the id of the receiver camera is used. We start by defining the different templates
of the system. Then we explain how the templates are instantiated into a concrete system model.

4.1

Environment Processes

The environment is modeled as two simple timed automata: Release Traffic and Car.
• Release Traffic is an abstract model of the traffic environment. Fig. 3a shows the template. The
purpose of traffic release is to feed the system with cars after some non-deterministic time CAR GAP.
Variable x is a local clock and whenever its value is greater than CAR GAP, the StartCar signal is
emitted. Only one instance of the release traffic process will be running all the time.
• Car is the abstract model of a car in the environment. Fig. 3b shows the template. Car waits for the
startCar signal from the release traffic process.2 Once started, the car moves along the subsequent
viewing ranges of the cameras. Whenever a car enters/leaves the viewing range of a particular camera
it emits a signal. This allows the camera agents to monitor traffic congestion. As in real traffic, the
car template will have many running instances, each representing a car in the system.

4.2

Agent Processes

An agent is modeled as two timed automata: Camera and Traffic Monitor.
• Each Camera has four basic states. In normal operation, the camera can be master with no slaves,
master of an organization with slaves, or it can be slave. Additionally, the camera can be in the failed
state, representing the status of the camera after a silent node failure. Fig. 4a shows the template.
There is an instance with a unique id for each camera. Cameras in the master status are responsible
for communicating the traffic conditions to clients, but this functionality is not modeled here.
• Traffic Monitor keeps track of the actual traffic conditions based on the signals it receives from the
cars and determines traffic congestion. It interacts with the local organizational manager to handle
organization management. Fig. 4b shows the template. For each camera, one traffic monitoring process instance is running all the time. Whenever a car enters into the viewing range of a camera, the
2 startCar

is the initial location marked by two circles.
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slave[id]?
MasterWithSlaves

Failed

stopCam[id]?

master[id]?

camEnter[id]?
cars++

camEnter[id]?
cars++

masterWithSlaves[id]?
startCam[id]?
stopCam[id]?

NoCongestion

cars >= CAPACITY
cong[id]!

Congestion

stopCam[id]?
slave[id]?
Master

Slave
master[id]?

camLeave[id]?
cars--

(a) Camera

cars< CAPACITY
no_cong[id]!

camLeave[id]?
cars--

(b) Traffic monitor

Figure 4: Agent processes
traffic monitor detects the car via the camEnter channel. Similarly when a car goes out of the range
of a camera, the traffic monitor detects this through the camLeave channel. The traffic monitors determines a traffic jam by comparing the total number of cars in its viewing range with the CAPACITY.
Based on this, the monitor may interact with the organization controller to adapt the organizations.

4.3

Organization Middleware

The organization middleware is modeled as one timed automaton: Organization Controller.
• Organization Controller is responsible for managing organizations, based on the information it gets
from the traffic monitor process of the agent. Fig. 5 shows the template.3 An organization middleware
process runs on each camera. A camera starts as master of a single member organization. When a
congestion is detected the organization controller sends a request org signal to the neighboring camera in the direction of the traffic flow. Depending on the traffic conditions of the neighboring camera
and the current role of the camera, the organizations may be restructured as follows. If traffic is not
jammed in the viewing range of the neighbor, organizations are not changed. If traffic is jammed
and the neighbor is Slave or MasterWithSlaves, the camera joins the organization as a slave. If both
are masters of single member organizations (Master), the camera with the highest id becomes master with slaves of the joined organization (transition OrgOfferMaster to TurningMasterWithSlaves to
MasterWithSlaves), while the other will become slave (transition OrgOfferMaster to TurningSlave
to Slave). A master with slaves can add and remove slaves dynamically. When no slave remains,
the master with slaves becomes master again. Whenever, the role of a camera changes, the organization controller informs the camera process to update its status via signals slave[id], master[id], or
masterWithSlaves[id] respectively. If the organization controller receives the stopCam signal, it will
go to Failure state, which represents a silent node failure. The controller will not respond until it is
recovered via the startCam signal.
3 Committed states are marked with C. These states cannot delay, and the next transition must involve an outgoing edge of
at least one of the committed locations.
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Figure 5: Organization controller
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Respond

isAlive[id]?
caller = callerID

imAlive[caller]!
Start

stopCam[id]?

startCam[id]?

Failed

(a) Self-healing controller

(b) Pulse generator

Figure 6: Processes self-healing subsystem

4.4

Self-Healing Subsystem

The self-healing subsystem is modeled as two automata: Self-Healing Controller and Pulse Generator.
• Self-Healing Controller is used to detect failures of other cameras based on a ping-echo mechanism.
Fig. 6a shows the template. A self-healing controller process runs on each camera. The self-healing
controller sends periodically isAlive[ping] signals (based on WAIT TIME) to the self-healing controllers of the dependent cameras. If a camera does not respond in a certain time (ALIVE TIME) it
adapts the organizational controller, either by removing a dependency in case a slave failed, or by
restructuring the organization in case the master of the organization failed.
• Pulse Generator is responsible to respond to the ping signals sent by other cameras to check whether
a particular camera is alive or not. Fig. 6b shows the template.

4.5

Definition Model Instance

A concrete system model is defined in Uppaal’s system declarations section by listing the processes that
have to be composed into a system:
system Camera, TrafficMonitor, OrganizationController,
SelfHealingController, PulseGenerator,
ReleaseTraffic, Car;

To define a concrete model, each template has to be instantiated to concrete processes. The process
instances are defined in Uppaal’s project declarations section:
const int N = 6;
// # Camera
typedef int[0, N-1] cam_id;
...
// Global Constants
const int CAM_TIME = 10;
const int RECOVER_TIME = 500;
...
// Channels
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chan startCar;
chan camEnter[N], camLeave[N], no_cong[N];
...
chan reqTrafficJam, repTrafficJam[N];
broadcast chan request_org[N], change_master[N], congestion[N];
...

The declaration defines a setup with 6 camera systems. As each local camera system has 5 processes (see
Fig. 2), we will have 30 processes running, plus the environment processes. Unique identifiers are used
to identify related processes to work together. We have used an array of channels to enable processes to
communicate within each camera and between cameras. If a process has to communicate with another
process of the same camera it uses the id of the camera. If a process wants to communicate with a process
of another camera it will use the id of the other camera.

5

Model Checking

Based on the formal design of the traffic monitoring system, we can now check properties of the traffic
monitoring system by Uppaal’s verifier. We have divided the properties in 3 groups, respectively system
invariants, correctness of dynamic organization adaptations, and correctness of robustness to silent node
failures. We start by defining the properties. Then, we discuss the design and verification process.

5.1

System Invariants

The following properties should hold:
• All cameras cannot be slave at the same time (the system would not provide its function, that is, there
are no masters that inform clients about traffic congestion):
I1:

A[] not forall(i: cam_id) Camera(i).Slave

• The system should not be in deadlock at any time. A deadlock may for example occur when the
self-healing controllers are waiting on each other for responses to ping messages and none of them is
able to send a response. Such situations should obviously be avoided.
I2:

A[] not deadlock

Checking for deadlock is directly supported by Uppaal.

5.2

Flexibility Properties

To guarantee that the system adapts itself dynamically to the changing traffic conditions, we define
properties that allow verification of correct merges of organizations, such as the first scenario described
in Fig. 1. In this scenario, camera 1 merges with the existing organization of camera 2 and 3. In the
resulting joined organization at T1, camera 1 is master and the other cameras are slaves. The properties
for verifying correct merging are formulated as follows:
• When the organization controller of a camera detects congestion (thus being master of a single member organization), then the camera merges with the neighboring organization in the direction of the
traffic flow if this organization is detecting jammed traffic. Formally, we distinguish between three
properties according to the current role of the neighboring camera, i.e., master with slaves, slave, and
master of a single member organization. These properties are defined as follows:
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F1:

A<> forall(n : cam_id)
OrganizationController(n).CongestionDetected
&& Camera(n+1).MasterWithSlaves
imply
Camera(n).MasterWithSlaves
&& camera[n].slaves[n+1]

F2:

A<> forall(n : cam_id) forall(x : cam_id)
OrganizationController(n).CongestionDetected
&& Camera(n+1).Slave
&& camera[x].slaves[n+1]
imply
Camera(x).MasterWithSlaves
&& camera[x].slaves[n]

F3:

A<> forall(n : cam_id)
OrganizationController(n).CongestionDetected
&& Camera(n+1).Master
&& OrganizationController(n+1).CongestionDetected
imply
Camera(n).MasterWithSlaves
&& camera[n].slaves[n+1] ||
Camera(n+1).MasterWithSlaves
&& camera[n+1].slaves[n]
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In case the neighboring camera is master with slaves (property F1), the camera joins the organization
and becomes master. In case the neighboring camera is slave (property F2), the camera joins the neighboring organization as slave. In case both are masters of single member organizations (property F3), they
merge and one of them becomes master.

5.3

Robustness Properties

To guarantee that the system recovers from a silent node failure, we define properties that allow verification of correct adaptations of organizations, such as the first scenario described in Fig. 1. In this scenario
camera 2 fails at T3, which is the master of an organization with two slaves. Subsequently, the slaves
elect a new master and the system recovers from the failure. To introduce failing cameras in the system,
we modeled a virtual environment template that allows us to create sequences of traffic conditions, such
as those described in Fig. 1. Fig. 7 shows this template. We focus here on properties to verify robustness
of a failure of a camera in the role of master with slaves. The properties to verify robustness for failing
cameras in other roles are similar.
The scenario of Fig. 1 is defined in the template’s declarations section as follows:
clock x;
cam_id id = 0;
bool isTrafficJam(cam_id id){
if (id == 0) return false; if (id == 1) return true;
if (id == 2) return true; if (id == 3) return true;
if (id == 4) return false; if (id == 5) return false;
return false;
}
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Start
id == N ï 1
id = 0, x = 0
setMasterIDs()
startCam[id]!
isStarted(id)

stopCam[id]!
isStopped(id)

isTrafficJam(id)
congestion[id]!

RecoverFailure
SetFailure

SetCongestion
!isTrafficJam(id)

!isStopped(id)

id < N ï 1

id < N ï1
id++, x = 0

id > 0
idïï
id == 0

!isStarted(id)

id++, x = 0
x > RECOVER_TIME && id == N ï 1
id = 0, x = 0

Figure 7: Environment template to inject camera failures
bool isStopped(cam_id id){
if (id == 0) return false; if (id == 1) return true;
if (id == 2) return false; if (id == 3) return false;
if (id == 4) return false; if (id == 5) return false;
return false;
}
bool isStarted(cam_id id){
...
void setMasterIDs(){
for (i : cam_id) camera[i].m_cam = i;
id = N-1;
}

Verifying robustness of a failing master consists of three parts:
1. When the master camera fails, eventually, the self-healing controllers of the slaves detect the failure,
2. When the slaves have detected the failure, the organization controllers of the slaves will form a
new organization,
3. Finally, the cameras will continue their function and monitor traffic jams.
To verify the correct recovering of the organization we defined the following properties:
• When camera 2 fails then eventually the self-healing controllers of the slaves detect the failure.
R1:

A<> SelfHealingController(2).Failed
imply
SelfHealingController(3).FailureDetected
&& SelfHealingController(4).FailureDetected

• If organization controller 2 fails and organization controller 3 or 4 has detected this (by switching to
master), then eventually the organization controller of either camera 3 or 4 switches to master with
slave, and the other camera becomes slave.
R2:

OrganizationController(2).Failed &&
((OrganizationController(3).Master
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&& OrganizationController(4).Slave) ||
(OrganizationController(4).Master
&& OrganizationController(3).Slave))
-->
OrganizationController(2).Failed &&
((OrganizationController(3).MasterWithSlaves
&& camera[3].slaves[4]) ||
(OrganizationController(4).MasterWithSlaves
&& camera[4].slaves[3]))

• When camera 2 fails then eventually camera 3 and 4 will continue monitoring a traffic jam as a correct
organization.
R3: A<> Camera(2).Failed
imply
((Camera(3).MasterWithSlaves
&& camera[3].slaves[4]) ||
(Camera(4).MasterWithSlaves
&& camera[4].slaves[3]))

Finally, we verify whether neighbor relations4 are correctly restored after a failure:
R4:

A<> forall(n: cam_id) forall(x:cam_id)
(Camera(n).Failed && Camera(x).getLeftNeighbour() == n
imply
SelfHealingController(x).FailureDetected
&& Camera(x).getLeftNeighbour() == n - 1)

We defined a similar rule for neighbors on the right hand side.

5.4

Design and Verification Process

For the design of the models of the managed system (Camera, Traffic Monitor, and Organization Controller) and the managing system (Self-Healing Controller and Pulse Generator), we used Uppaal’s simulator to check and correct the design. In this stage, we used the environment models (Release Traffic
and Car) as shown in Fig. 3 to test the different models. Then we defined the system invariants and the
flexibility and robustness properties. To verify these properties, we designed the virtual environment
template as shown in Fig. 7. This restricted environment definition was needed, as verification of an
arbitrary environment with randomly injected camera failures suffers from the state space problem. On
the other hand, the virtual environment has the advantage that we could define the scenarios we wanted
to verify with different number of cameras and increasing complexity.
To give an idea of the time required for verification, we verified the different properties for an increasing number of cameras and measured the verification time. Verification for checking that the system
works properly (invariant I1) increases from 1.2 sec for 6 cameras to 197.3 sec for 60 cameras, and from
7.2 to 1330.6 sec for checking deadlock (I2). We also measured the verification time for flexibility and
robustness properties. Fig. 8 shows the results for properties F2 and R3. The figure shows that the
verification time for these properties grows quasi linear with the number of cameras.
By activating the “diagnostic trace” option, Uppaal can show counter examples in the simulator environment when a property is violated. This option allows to analyze the system’s behavior with respect to
the property and identify possible design errors. At the end of the design of the traffic monitoring system,
4 For

the scenario with 6 cameras, we assigned the first camera as the neighbor of the last and vice versa.
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Figure 8: Verification time for increasing number of cameras
all properties were satisfied which was a requirement as they are defined as system requirements. The
Uppaal models of the traffic monitoring system with a prototype Java implementation of the system is
available for download via: http://homepage.lnu.se/staff/daweaa/TrafficCaseUppaal.html.

5.5

Discussion

In this section, we discuss two topics. We start with explaining how the work presented in this paper fits
in the integrated approach for validating quality properties of self-adaptive systems. Next, we discuss a
reusable behavior model for self-adaptive systems that we derived from our study.
As explained in the introduction, the work presented in this paper fits in an integrated approach
that aims to exploit formalization results of model checking to support model-based testing of concrete
implementations and runtime diagnosis after system deployment. To that end, it is our goal to employ the
verified models to test the prototype implementation using model-based testing. The goal of model based
testing is to show that the implementation of the system behaves compliant with this model. Model based
testing uses a concise behavioral model of the system under test, and automatically generates test cases
from the model. As the focus of model-based testing so far has mainly been on functional correctness
of software systems [20], and self-adaptation if primarily concerned with quality properties, we face
several challenges here. A key challenges is to identify the required models to support model-based
testing of quality properties. We belief that environment models are a sine qua non for model based
testing of runtime qualities, which is central to self-adaptation. In our case study, it is the environment
model that specifies the failure events that have to be tested. An explicit model of the environment
allows an engineer to precisely specify the failure scenarios of interest and the conditions under which
the failures happens. For example, in the scenario shown in Fig. 7 a camera failure is generated after
traffic is congested, which allows to test the correctness of the system when one of the cameras of an
organization that monitors a traffic jam fails. Another challenge is to define proper test selection. As
exhaustive testing of realistic systems is typically not feasible, the tester needs to steer test selection. As
an example, to test the self-healing scenario described in Fig. 1, we could mark the RecoverFailure state
in the automaton shown in Fig. 7 as a success state. We can then formulate a reachability property to
check whether the system will always reach the recover failure state after the camera has failed. This
property can be issued to the model checker to test whether the implementation conforms to the model
with respect to this property.
Finally, from our experiences with the case study, we derived an interesting model that maps the

M. Usman Iftikhar & Danny Weyns

59

different types of behaviors of self-adaptive systems to zones of the state space. Fig. 9 shows an overview
of the model.

Figure 9: Zones in the state space that represent different behaviors of a self-adaptive system
In the zone normal behavior, the system is performing its domain functionality. In our case study
this corresponds to monitoring traffic jams. In the zone undesired behavior, the system is in a state
where adaptation is required. In the case study, this corresponds both to a state where a reorganization
is required, or a state where a camera failed. In the zone adaptive behavior, the system is adapting itself
to deal with the undesired behavior. In the case study, this means either organizations are merging or
splitting, or the system heals itself from a failure. Finally, the zone invalid behavior corresponds to states
where the system should never be, e.g., deadlock in the case study. Properties of interest with respect to
self-adaptation typically map to transitions between different zones. For example, property p1 in Fig. 9
refers to a transition from normal behavior to undesired behavior (e.g., property R1). Property p2 refers
to the required adaptation of the system to deal with the undesired behavior, that is, the system leaves the
undesired state, adapts itself and eventually, returns to normal behavior (e.g., R2 to R4). Properties p3
and p4 are examples of transitions to invalid behavior that should never occur (e.g., I1 and I2).

6

Related Work

We discuss related work on formal modeling of self-adaptation in three parts: fault-tolerance and selfrepair, verification of various properties, and integrated approaches. We conclude with a brief discussion
of the position of the work presented in this paper.
Fault-tolerance and self-repair. [25] introduces an approach to create formal models for the behavior of
adaptive programs. The authors combine Petri Nets modelling with LTL for property checking, including correctness of adaptations and robustness properties. [10] presents a case study in formal modeling
and verification of a robotic system with self-x properties that deal with failures and changing goals. The
system is modeled as transition automata and correctness is checked using LTL and CTL (computational
tree logic). [16] outlines an approach for modeling and analyzing fault tolerance and self-adaptive mechanisms in distributed systems. The authors use a modal action logic formalism, augmented with deontic
operators, to describe normal and abnormal behavior. [7] models a program as a transition system, and
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present an approach that ensures that, once faults occur, the fault-intolerant program is upgraded to its
fault-tolerant version at run-time.
Various properties. [3] presents a verification technique for multi-agent systems from the mechatronic
domain that exploits locality. The approach is based on graph, and graph transformations, and safety
properties of the system are encoded as inductive invariants. [13] PobSAM is a flexible actor-based
model that uses policies to control and adapt the system behavior. The authors use actor-based language
Rebeca to check correctness and stability of adaptations. [11] presents a formal verification procedure
to check for correct component refinements, which preserves properties verified for the abstract protocol
definition. A reachability analysis is performed using timed story charts. [2] considers self-adaptive
systems as a subclass of reactive systems. CSP (Communicating Sequential Processes) is used for the
specification, verification and implementation of self-adaptive systems.
Integrated approaches. [9] uses architectural constraints specified in Alloy as the basis for the specification, design and implementation of self-adaptive architectures for distributed systems. [18] proposes
a model-based framework for developing robotic systems, with a focus on performance and failure handling. The systems behaviour is modelled as hybrid automata, and a dedicated language is proposed
to specify reconfiguration requirements. The K-Components Framework [6] offers an integrated design
approach for decentralized self-adaption in which the system’s architecture is represented as a graph.
A configuration manager monitors events, plans the adaptations, validates them, rewrites the graph and
adapts the underlying system. [1] presents the PLASTIC approach that supports context-aware adaptive
services. PLASTIC uses Chameleon, a formal framework for adaptive Java applications.
Position of our work. In this paper, we focus on modeling and verifying combined properties of flexibility and robustness of a real-world system. To that end, we use a well-established formal method, i.e.
model checking via the Uppaal tool. Most existing formal approaches for self-adaptive systems assume a
central point of control to realize adaptations. We target systems in which control of adaptations is decentralized, that is, managing systems detect the need for adaptations and coordinate to realize the required
adaptations locally. Most researchers employ formal methods in one stage of the software life cycle;
notable exceptions are [9, 25, 18]. The formal approach used in this paper supports architectural design,
but fits in an integrated formally founded approach to validate the qualities of self-adaptive systems that
aims to exploit formal work products during subsequent stages of the software life cycle.

7

Conclusions and Challenges Ahead

In this paper, we presented a case study on formal modeling and verification of a decentralized selfadaptive system. The Uppaal tool allowed us to model the system and verify the required flexibility
and robustness properties. We defined a dedicated environment model both to verify specific adaptation
scenarios and manage the state space problem. This work fits in our long term research objective to
develop an integrated approach for formal analysis of decentralized self-adaptive systems that combines
verification of architectural models with model-based testing of applications to guarantee the required
runtime qualities. As the next step in our research, we plan to build upon the work presented in this paper
in two ways. First, we plan to study how we can apply verified architecture models to test concrete implementations using model based testing [19]. As model based testing has mainly focused on functional
testing so far, a key challenge here is to extend the approach to test quality attributes. Second, we plan
to elaborate on the initial zone-based model of self-adaptive systems that defines the different types of
behavior of this class of systems. To that end, we are currently performing a systematic literature review
on model checking of self-adaptive systems to map existing work on the model.
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Thanks to improvements in wireless communication technologies and increasing computing power in
hand-held devices, mobile ad hoc networks are becoming an ever-more present reality. Coordination
languages are expected to become important means in supporting this type of interaction. To this
extent we argue the interest of the Bach coordination language as a middleware that can handle
and react to context changes as well as cope with unpredictable physical interruptions that occur in
opportunistic network connections. More concretely, our proposal is based on blackboard rules that
model declaratively the actions to be taken once the blackboard content reaches a predefined state, but
also that manage the engagement and disengagement of hosts and transient sharing of blackboards.
The idea of reactiveness has already been introduced in previous work, but as will be appreciated by
the reader, this article presents a new perspective, more focused on a declarative setting.

1

Introduction

On the front-line of current research areas, mobility related technologies are being developed in an exponential manner as a natural response to our information needs, regardless of space or time. Such
information is mostly related to the context in which the user finds himself and usually dependent on
his current needs. In the field of mobility, applications must cope with constant context changes in order to provide relevant information on demand. With current development strongly tackling the mobile
connectivity domain, we can understand why the seminal equation
programming = coordination + computation [7]
remains of great relevance. Coordination is thus an equal partner in the programming process as computation. This is even an essential element in the fields of distributed systems and concurrency. To be
as generic as possible, coordination acts as a middleware layer between a consumer and a producer. It
must place a demand to an entity able to solve it and afterwards ensures that an answer is returned.
Departing from these two ideas we can see how mobility and coordination are key concepts for which
proper mechanisms of interaction are required. As such, our objectives in this paper are to tackle two
important needs: supporting context awareness and solving mobility issues in ad hoc networks related
to the unpredictability of their connections and topology. We propose a solution in the form of rules
spanning over one or more device data spaces (henceforth blackboards):
in(a, X), nin(b,Y ) −→ in(c,W ), nin(d, Z)

(1)

with the intuitive meaning that as long as some information X is present on a blackboard a and some
information Y is not present on blackboard b, then we can assume that some information W will become
available on blackboard c and some information Z will no longer be available on blackboard d.
Natallia Kokash and António Ravara (Eds.): 11th International Workshop on
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By providing two operational readings of such declarative rules, we aim at obtaining both of these
needed functionalities. First, by means of a forward reading (inferred from applying the rule from left
to right), we model the reaction to context changes occurring on the blackboards of mobile devices.
Intuitively, departing from the previous rule, a blackboard context is defined in terms of information
being present and/or absent and can model a user’s specific need. For example, the rule
in(a, hlocation, Brusselsi), nin(a, hweather, sunnyi) −→ in(a, hlist, museumsi)

states that if a tourist is in Brussels and the weather is not sunny, he would like to receive a list of
available museums. Second, through a backward reading (inferred from using the rule from right to
left), we represent the links between blackboards that would model the connection state of two devices.
Let us assume the same tourist who is visiting Brussels, owning a mobile device, throughout the city info
posts can make available a broad range of information consisting of weather data, nearby parking places,
public transportation, etc. As he walks around the city, his mobile device roams between different such
info posts and eventually connects to these when coming within connection range, which can depend on
the wireless technology used for the connection. By exploiting the events raised at the networking level,
a backward reading rule of the form in(b, X) −→ in(a, X) is generated on the tourist’s blackboard
in order to define the connection state of his mobile device (containing the blackboard a) and the info
post (containing the blackboard b). This rule acts as a logical link and allows for the transient sharing
of the two blackboards, without the need to physically transfer the information between the blackboards.
In conjunction with this rule, the previous forward reading rule can be resolved since the info post will
provide the needed information about the weather.
The rest of this paper is organized as follows. Section 2 presents the concept of multiple blackboard
coordination through rules. Section 3 shows an operational implementation of the rules on the Bach
language. Section 4 presents some technical and architecture details of our mobile implementation. Section 5 presents related work in the field of mobile coordination and how our work relates to it. Section 6
presents some related work in terms of reactivity and how our proposal is positioned with respect to
these. Section 7 draws the conclusions and presents the expectations for future work.

2

Blackboard coordination through rules

Reactivity in coordination languages relies on the basic idea of triggering an event when a predefined
condition is met. The purpose is to enrich the capabilities of classical tuple spaces in order to transform
them from simple tuple containers into context-aware entities, responsive to the interactions performed
by the agents. Extensions have been explored, either by defining more complex triggering conditions or
by taking a more complex set of actions.
Our approach, based on the principle of reactivity, is used to model the behavior of the system
due to context changes on the tuple space and to handle the execution of mobile agents in scenarios
that involve physical mobility of the hosts. Following the ideas exposed in LIME [15], when two or
more devices come into each-other’s range, their tuple spaces are merged in terms of information that is
publicly available. A hard to grasp notion is the one of “close enough” for two devices to be in range
and thus to be connected. Likewise, the idea of merging blackboards, although intuitive, is actually not
a clearcut one. Let us address these two points in turn. On the one hand, closeness in practical terms
is to be defined by the presence of a physical communication link, be it wired or wireless, that would
enable a communication channel between the devices. From an abstract perspective, modeling such a
notion is very difficult to express; however our solution benefits from the events raised by the operating
system of the device and captured by the middleware. On the other hand, merging the blackboards
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should not be seen straightforward in the sense of transferring tuples over the network, but by providing
logical links, as it was defined in [3]. These are in essence pointers that indicate the merging state with
other blackboards. Taking a declarative approach, having a local blackboard merged with a remote one
means that information is in some way available locally, assumed from the presence or absence on other
blackboards.
For example, the rule in(b1 , X) −→ in(b2 , X) states in a forward reading that any tuple X present
on b1 should also be considered present on b2 . By applying a backward reading we obtain a similar
semantic which asserts that X is to be considered present on b2 for as long as X is present on b1 . The
common ground between the two readings is represented by the two expressions that comprise the rule,
with respect to the −→: the left-hand side (henceforth LHS) represents the rule’s activation condition
and the right-hand side (henceforth RHS) represents the effect produced by the rule’s activation. To
make such a rule more suitable for coping with context-awareness and transient sharing, we develop the
LHS and the RHS to a more generic form. To this end, we extend the declarative equation 1 into the
more general expression represented in equation 2. The context is represented by a sequence of template
tuples that should be present on (by use of the in primitive) or absent from (by use of nin primitive) the
blackboards. In the same way, the RHS can define the tuples that should be considered present or absent
on several blackboards. There is no restriction for the blackboards defined in the LHS and the RHS in
the sense that they don’t necessarily need to be the same. The more general formal representation of the
declarative rules is presented below:
in(b1 ,t1 ), · · · , in(bm ,tm ), nin(bm+1 ,tm+1 ), · · · , nin(bn ,tn )

−→ in(bn+1 ,tn+1 ), · · · , in(b p ,t p ), nin(b p+1 ,t p+1 ), · · · , nin(bq ,tq )

(2)

The meaning of this rule is that the presence of the tuples t1 , · · · ,tm on the blackboards b1 , · · · , bm respectively and the absence of the tuples tm+1 , · · · ,tn on the blackboards bm+1 , · · · , bn respectively, implies
the presence of tuples tn+1 , · · · ,t p on the blackboards bn+1 , · · · , b p respectively and the absence of tuples
t p+1 , · · · ,tq on the blackboards b p+1 , · · · , bq respectively. In the scenario of opportunistic mobile ad hoc
networks, the operational translation of the LHS requires the acquiring of a lock on distributed blackboards, which is not feasible due to the unpredictability of the connections. As we will see in section 3.2,
the solution amounts to restricting a rule’s activation condition to a single blackboard.
The implicit behaviour of a rule upon activation is that information is consumed from the LHS in
order to obtain the effect defined in the RHS. One important remark to be made is that for the nin primitive
the destructive behaviour actually results in producing the template tuple on the respective blackboard.
However, when using the rules to represent the transient sharing between blackboards such destructive
behaviour is not desired. In order to preserve the characteristics of a logical link, the content of the
blackboards defined in the rule must not be altered. To this extent we introduce a semantic notation in
the form of square brackets surrounding the primitives in or nin, obtaining the guarded variants [in(b,t)]
and [nin(b,t)]. In order to fine tune the effect of a rule’s activation, both the LHS and the RHS can have
sets of simple primitives or guarded ones.
By providing two operational readings of equation 2 it is possible to obtain two different functionalities: (i) context awareness, by means of a forward reading and (ii) coordination in mobile ad hoc
networks, by means of a backward reading. The detailed description of each reading will be provided in
the next sections.
Note that other work, such as TuCSoN [19] or LIME [14], incorporate IF pattern THEN actions
mechanisms. However, as we will show in section 3, our declarative approach allows to have a more
refined view. For the moment, let us simply stress that in contrast to such an operational mechanism, we
provide two multi directional views out of a declarative implication.
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3

Language design

Having presented the declarative definition of the blackboard rules in section 1, we dedicate this section
to describe how they can be incorporated in the Bach coordination language. With this aim, the language
is first briefly presented in subsection 3.1. In subsection 3.2 we expand the idea of rule reading in order
to model different functionalities and explain the constraints imposed by MANETs. We conclude with
subsection 3.4 by presenting examples for each of the two readings. A section on formal operational
semantics has also been developed, but due to page limitations could not be introduced in this version of
the paper. The interested reader can refer to the full version of the paper which is available online 1 .

3.1

Bach

Introduced in [9], the Bach coordination language is built upon the principle of a central blackboard
(the equivalent of Linda’s tuple space) represented by a shared memory space through which agents
can communicate. The interaction with the blackboard is ensured by the use of four primitives: tell for
outputting information on the blackboard, ask for querying the presence of information, get for retrieving
information and nask for querying the absence of information. In order to express more complex actions,
the four primitives can be linked by composition operators, namely: ”; ” for sequential execution, ”||” for
parallel execution and ” + ” for nondeterministic choice execution.
We improve the language definition by adding a set of four similar primitives for handling the rules
over a network:
tellr(b, r)
askr(b, r)
getr(b, r)
naskr(b, r)
having the respective semantics of adding a rule r to a blackboard b, querying the presence, retrieving,
querying the absence.

3.2

Forward and backward reading

As illustrated by other declarative languages (Prolog [23], Haskell [24], etc.), the declarative reading of
the blackboard rules must be completed by an operational one. To that aim let us now present in detail
the two readings of the blackboard rules introduced in equation 2.
Forward reading (LHS −→ f RHS). A first reading, named subsequently forward reading, is obtained
by reading the general rule expression from left to right and by acting accordingly: provided that the
condition in the LHS is met, then for each possibility in which the condition can be expressed from the
blackboard’s context the statements in the RHS are made true. Operationally, this means the following:
• For each tuple ti (1 ≤ i ≤ m) added on bi and for any tuple t j not present on b j (m + 1 ≤ j ≤ n),
then for any set of tuples (t1 , · · · ,tm ) from the set of blackboards (b1 , · · · , bm ), the corresponding
tuples tk (n + 1 ≤ k ≤ p) should be created on bk (n + 1 ≤ k ≤ p) and the corresponding tuples tl
should be removed from bl (p + 1 ≤ l ≤ q).

• For each tuple ti (1 ≤ i ≤ m) removed from bi and for any tuple t j not present on b j (m+1 ≤ j ≤ n),
then for any set of tuples (t1 , · · · ,tm ) from the set of blackboards (b1 , · · · , bm ), the corresponding
tuples tk (n + 1 ≤ k ≤ p) should be created on bk (n + 1 ≤ k ≤ p) and the corresponding tuples tl
should be removed from bl (p + 1 ≤ l ≤ q).
1 http://info.fundp.ac.be/

~msc/articles/FOCLASA_2012_full.pdf
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The activation condition of a rule represents a context defined on multiple blackboards. However, a
full implementation of that general rule would involve a costly mechanism and heavy network loading in
order to check whether the condition becomes active or not. Furthermore, in mobile ad hoc networks the
communication links between devices are unstable and unpredictable. In this hypothesis, the wise choice
is to restrict the context definition to only one blackboard. As such, the operational forward reading is
represented as:
in(b1 ,t1 ), · · · , in(b1 ,tm ), nin(b1 ,tm+1 ), · · · , nin(b1 ,tn )
−→ f in(bn+1 ,tn+1 ), · · · , in(b p ,t p ), nin(b p+1 ,t p+1 ), · · · , nin(bq ,tq )
Backward reading (LHS −→b RHS). A second reading is obtained in a backward fashion by reading the general rule from right to left. The behavior is also different from the forward reading since as
long as the conditions in the LHS are met, the statements in the RHS are verified. As such,
• The presence of tk on bk (n + 1 ≤ k ≤ p) can be deduced from the presence of a set of tuples
(t1 , · · · ,tm ) on the set of blackboards (b1 , · · · , bm ) and the absence of a set of tuples (tm+1 , · · · ,tn )
on the set of blackboards (bm+1 , · · · , bn ).
• The absence of tl from bl (p + 1 ≤ k ≤ q) can be deduced from the presence of a set of tuples
(t1 , · · · ,tm ) on the set of blackboards (b1 , · · · , bm ) and the absence of a set of tuples (tm+1 , · · · ,tn )
on the set of blackboards (bm+1 , · · · , bn ).

For the backward reading, restrictions must be imposed in the RHS as well: only one in or nin
primitive is permitted. The reason is that the presence or absence of a tuple on a local blackboard can
be inferred from the context of another blackboard, thus providing pointers to virtual tuples that can be
used in the evaluation of ask, get, nask primitives. To this extent, the operational backward reading has
two possible forms:
in(b1 ,t1 ), · · · , in(b1 ,tm ), nin(b1 ,tm+1 ), · · · , nin(b1 ,tn ) −→b in(b2 ,tn+1 )
in(b1 ,t1 ), · · · , in(b1 ,tm ), nin(b1 ,tm+1 ), · · · , nin(b1 ,tn ) −→b nin(b2 ,tn+1 )

3.3

Refinements

It may be possible at a given time for two or more rules to become active at the same time. The order
in which the rules are handled is nondeterministic and the handling is an atomic operation. As such,
handling a rule may lead to data consumption which could render inactive some of the other previously
active rules. By default, the in and nin have a destructive behavior: once the rule activated, in consumes
information and nin produces information. Since the interest of the backward reading is to provide
logical links between blackboards it may not be desired to consume existing information or produce new
one. To this aim we introduce a semantic notation in the form of square brackets surrounding the in and
nin primitives in order to inhibit their destructive behavior. As such, [in] will not destroy information
and [nin] will not produce new information once the rule is activated. More details will be provided in
the following section.

3.4

Examples

By exploiting the expressiveness of the two operational readings, we can define special operations that
would model the way in which blackboards are connected to each-other and the way in which they
react to given contexts. Let us now present some practical uses of the rules in the context of distributed
coordination.
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The forward rule, defined as
f orward(b1 , b2 ) ≡ {in(b1 , X) −→ f in(b2 , X)},

would redirect the tuples destined for b1 to b2 . This is particularly interesting in scenarios of automatic
information sharing between devices that enter each other’s communication range. Other uses may
include load balancing or for memory management. We can imagine for example that if a blackboard
has a strict memory quota limit it could use the forward rule to bypass tuples to a remote blackboard in
order to prevent overflow. A variant can be represented as a copy rule by simply adding brackets in the
LHS:
copy(b1 , b2 ) ≡ {[in(b1 , X)] −→ f in(b2 , X)}.
Every new tuple arriving on b1 will be transmitted to b2 without removal from b1 . Used in TCP/IP, the
broadcast or multicast functionalities can also be modeled with the help of the following rule:
broadcast(b, b1 , · · · , bn ) ≡ {in(b, X) −→ f in(b1 , X), · · · , in(bn , X)}.
The converse of a broadcast rule would be the merger one, with the purpose of collecting all the
tuples from several blackboards to a single one, with particular interest in the scenarios involving sensor
networks:
merge(b1 , · · · , bn , b) ≡ {in(b1 , X) −→ f in(b, X), · · · , in(bn , X) −→ f in(b, X)}.
The inherit rule, defined as
inherit(b1 , b2 ) ≡ {[in(b1 , X)] −→b [in(b2 , X)]},
states in a direct form that b1 inherits b2 or b1 has access to all the tuples present on b2 . This type of rule
enables a logical link between two blackboards and defines the connection between two mobile devices.
By adding inheritance to the forward rule we allow the blackboard that is forwarding the tuples to also
keep a pointer in case it ever needs to access those tuples again. As such, the enriched forward rule is:
f orward(b1 , b2 ) ≡ {in(b1 , X) −→ f in(b2 , X), [in(b1 , X)] −→b [in(b2 , X)]}
It should be noted that the inherit rule must have the primitives in the LHS and RHS guarded by square
brackets in order to keep the significance of a logical link and not to change the contents of the blackboards.

4
4.1

Implementation
General principles

Being a language designed for distributed systems, Bach has been implemented in a client-server fashion,
but only in terms of the architecture. Each device acts independently and is responsible for establishing
connections with neighboring devices. There are no devices designated as central managers for transactions. No hypothesis is made on a-priori knowledge of the network architecture. The server-side and the
client-side represent just a separation of concepts and tasks that are to be performed on each device.
The server-side component is responsible for handling the communication, the blackboard and its
operations, a rule space for containing the reaction rules associated with the blackboard, a request space
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for the agents that need to be processed and a solved request space for storing the results of the agents
execution.
The client-side handles the parsing of string representations of agents, dispatches requests to a local
or remote blackboard depending on needs and receives the replies. Parsing an agent returns a tree-like
structure with the nodes consisting of the composition operators that link the primitives, which are stored
in the leaves. The processing of the tree begins at the root node with the recursive creation of sub-agents
until the leaves are reached, moment at which requests are formed towards the server.
Our purpose being to provide a fully functional framework for mobile devices, that would support
all the features of the proposed coordination language, we found Python a good choice of programming
language, since it ensures easy portability of the code on different mobile platforms: Symbian, iOS,
Android.

4.2

Implementation techniques

The blackboard rules are implemented as a structure comprised of two ordered arrays, one for the LHS
and one for the RHS, and a boolean variable depicting whether the rule is a forward reading, when true,
or a backward reading, when false.
For defining the activation condition of a rule it is not mandatory to have a context composed solely
of different tuples. Depending on the needs, several instances of the same tuple may be required. This
would translate by placing a sequence of in(b,t) primitives in the condition. In order to avoid writing
repeatedly one in primitive for each needed instance of the tuple t we provide a small extension allowing
to add an index to specify the total number of instances. Subsequently, inc (b,t) states that a total count
of c instances of tuple t are required on blackboard b. Testing the absence of a tuple amounts to having
0 instances of the blackboard. Hence, no counters are needed for the nin primitives. By complementing
the above definitions with this notation we obtain the following general rules:
inc1 (b1 ,t1 ), · · · , incm (b1 ,tm ), nin(b1 ,tm+1 ), · · · , nin(b1 ,tn )
−→ f incn+1 (bn+1 ,tn+1 ), · · · , inc p (b p ,t p ), nin(b p+1 ,t p+1 ), · · · , nin(bq ,tq )
inc1 (b1 ,t1 ), · · · , incm (b1 ,tm ), nin(b1 ,tm+1 ), · · · , nin(b1 ,tn )
−→b in(b2 ,tn+1 )
inc1 (b1 ,t1 ), · · · , incm (b1 ,tm ), nin(b1 ,tm+1 ), · · · , nin(b1 ,tn )
−→b nin(b2 ,tn+1 )
A rule’s activation condition is defined by the minimum number of tuple instances specified in the
in primitives and by the absence of tuples specified in the nin primitives. Concretely, rules are handled
through an activation vector which has the generic form:
activation vector = [c1 , · · · cm , 0, · · · , 0]
At the same time, each rule must keep track of the changes occurring on the blackboard. With the
execution of tell or get primitives, tuples are respectively added or removed. By keeping track of the
tuples that transit the blackboard it is possible to determine the moment when the context is met for the
rule to become active. To this purpose, a separate vector must be used in order to count the number
of tuple instances present on the blackboard and which match the tuples defined in a rule’s LHS. More
specifically, blackboard vectors are of the form:
blackboard vector = [bct1 , · · · , bctm , bctm+1 , · · · , bctn ]
where bcti (1 ≤ i ≤ m) represents the counter for the number of tuples present on the blackboard that
match the tuples ti of the in primitives and bct j (m + 1 ≤ j ≤ n) represents the counter for the number
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of tuples present on the blackboard that match the tuples t j of the nin primitives. This incremental
style of computing allows to observe only the modifications that occur on the blackboard. So instead of
comparing the entire LHS of a rule with the entire contents of the blackboard, only the tuple that was
used in the tell or get is the subject of this comparison.
By using these two definitions it is possible to formally define a rule’s activation condition:
bctk ≥ ck , k = 1 . . . m and bctk = 0, k = m + 1 . . . n
It is worth to notice that in the case of the backward reading the rule stays active as long as the above
condition is met, while in the case of the forward reading the rule acts as a reaction rule by producing
or deleting tuples as depicted by the RHS. Taking into account the definitions presented at the beginning
of this section we observe that if the activation context may be obtained in several ways from the tuples
of the blackboard, then the forward reading rule can be executed several times. In fact, this number
is determined by the total number of combinations in which the context could be obtained from the
blackboard’s content:

m 
bctk
∏ ck
k=1
This is of course a maximum number, depending on the usage of brackets on the in and nin primitives, because if tuples are consumed or produced on the blackboard due to the rule execution this may
deactivate the condition of the LHS.

4.3

Examples

Forward reading example: Let us consider two blackboards, b1 and b2 , initially empty of tuples and
the forward rule on blackboard b1 :
in2 (b1 ,t1 ), [in(b1 ,t2 )], nin(b1 ,t3 ) −→ f in(b2 ,t2 )
which states that if at least two instances of tuple t1 , one instance of tuple t2 and no instance of t3 are
present on blackboard b1 , then one instance of tuple t2 will be created on blackboard b2 . For this rule
the activation vector is [2, 1, 0]. Given that b1 is empty, the blackboard counter for this rule is initially
[0, 0, 0]. Assuming a set of primitives executed in the sequence depicted in figure 1(a), we obtain after
step 5 a state of the blackboard vector that enables the rule.
By applying the combinatorial formula, we obtain a number of three possibilities in which the rule
can be fired. However, after the first execution, two instances of the tuple t1 will be consumed from b1
and one instance of the tuple t3 will be produced on b1 . In the meantime, due to the RHS of the rule, one
tuple t2 is added to b2 . After this execution the state of the two blackboards is as presented in figure 1(b)
with the blackboard vector having the values [1, 1, 1], which implies the deactivation of the rule.

(a) The evolution of the counter vector

(b) The blackboards before and after executing the rule

Figure 1: Forward reading example
Backward reading example: As with the forward reading, we use the same two initially empty
blackboards, b1 and b2 and associate a backward reading rule on blackboard b2 :
in2 (b1 ,t1 ), [in(b1 ,t2 )] −→b [in(b2 ,t2 )]
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having its activation vector [2, 1]. Suppose an agent wants to execute the primitive ask(b2 ,t2 ). Given the
fact that b2 is empty, the agent suspends its execution waiting for an instance of t2 to become available. In
the meantime let us suppose that we execute a set of primitives on blackboard b1 , as shown in figure 2(a).
Since at step 3 the rule becomes active, blackboard b2 can assume the presence of an instance of tuple t2 ,
due to which the ask primitive previously suspended continues its execution.

(a) The evolution of the counter vector

(b) The blackboards before and after firing the rule

Figure 2: Backward reading example
By analyzing these two examples in more details we observe that in the case of forward reading the
rule needs to be associated only with the blackboard defined in the LHS, whereas the backward reading
rules require to be present on the blackboard from the LHS as well as the RHS.

4.4

Performance analysis

In order to have an image on how our approach is placed with respect to other implementations, we
ran a comparative performance test on one representative of reactive rule based model, TuCSoN. More
precisely, we have modeled the synchronization of multiple processes, which has been presented as a
practical application in the field of workflow management [18]. Assuming each process places a tuple
on the blackboard to signal that it had finished processing, the synchronization is achieved by reacting to
the presence of all the tuples on the blackboard. In our approach, this amounts to a forward reading rule
of the type:
in(htask, 1i), . . . , in(htask, ni) −→ f in(htask, f inali)
In TuCSoN, since the reaction is observed only on one primitive execution, the test scenario implies
the use of n rules, one for each different tuple:
reaction(out(task(1)), completion, (in(task(1), . . . , in(task(n), out(task( f inal))))).
...
reaction(out(task(n)), completion, (in(task(1), . . . , in(task(n), out(task( f inal))))).
We ran several tests, increasing the value of n from 1 to 200. Two execution steps can be identified: (i) add and parse the reaction rules, (ii) add in sequence the tuples corresponding to the tasks:
htask, 1i, . . . , htask, ni.
The tests have been conducted on two different machines, one on which the tuples 1 to n were
outputted and the other on which the final task was outputted. For metrics, we have considered the total
execution time. The results are plotted in figure 3 on a semilogarithmic scale where the abscissa holds
the different values of n and the ordinate the execution time expressed in seconds.
We observe that, in most cases, up to n = 20, the results are comparable. The execution times differ
greatly as the value of n increases due to the fact that in TuCSoN, to achieve the same functionality, there
is the need to encode n rules and apply all of them each time a new tuple is added to the blackboard.
Moreover, TuCSoN requires additional processing for the transactional mechanism in the body of the
reaction. On the other hand, our approach makes use of an incremental computation in order to avoid
testing the entire rule activation condition after each operation performed on the blackboard.
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Figure 3: Comparative performance result
TuCSoN

Bach

reaction(out(task_result(taskA,X),(
in_r(task_result(taskA,X)),
in_r(task_result(taskB,Y)),
out_r(task_todo(taskC,args(X,Y))))).
reaction(out(task_result(taskB,Y),(
in_r(task_result(taskB,Y)),
in_r(task_result(taskA,X)),
out_r(task_todo(taskC,args(X,Y))))).

in(htaskA, ?Xi), in(htaskB, ?Y i) −→ f in(htaskC, !X, !Y i)

Table 1: Syntax translation from TuCSoN to Bach
The reciprocal translation, from TuCSoN to Bach, based on an example in [18] and presented in
table 1, amounts for the particular case of n = 2 in our test scenario.
Likewise, comparable results have been obtained for the examples presented in section 3.4. This was
expected since they are particular cases of the scenario presented above.
Based on these results, we can conclude that our approach presents advantages in terms of performance and expressivity, mostly in scenarios which require the verification of complex contexts.

5

Mobile devices

By using the rule mechanism we can model in Bach the connection of remote blackboards when a
physical connection between their hosts exists. Being given two devices A and B, the blackboard bA of
host A is linked to the blackboard bB of host B by providing the backward reading rule [in(bB , X)] −→b
[in(bA , X)]. Symmetrically, on bB , [in(bA , X)] −→b [in(bB , X)] defines the link between the blackboards
bB and bA . The disengagement is modeled by simply deleting the rules that define the link between the
blackboards.
To intermediate between the physical connection of the hosts and the logical linking of blackboards
we introduce the notion of events that are triggered by dedicated processes that monitor the network
activity. The pair of tuples (connect, h) and (disconnect, h) can be generated when the local host connects
to a remote host h, respectively disconnects from h.
Each device is responsible for the discovery of its neighbouring devices, achieving this by use of
the dedicated functionalities of the network layer. In the same way in which Bluetooth publishes its
available services to inquiring devices, one host can publish the list of its public blackboards to other
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inquiring hosts. As a result, the hosts become self-aware of the neighbouring blackboards which could
be uniquely identified by a construct of type blackboard name@host name, where the host’s name can
be represented by it’s MAC or IP address. We achieve the self-awareness and self-adaptation because
there is no central manager that handles the engagement and disengagements of hosts. However, for
external programming of the blackboards an a priori knowledge of their names is necessary. Generic
rules such as inherit, broadcast, merge (introduced in Section 3.4) are not affected by such a restriction
since they can be kept up to date by the events mentioned in the previous paragraph.
In mobile ad-hoc networks, sudden disconnections may occur without notice. When such an event
occurs in the course of an active rule, executing primitives on remote blackboards which are no longer
connected would fail. To prevent such an event from blocking the local blackboard it is fair to assume a
reasonable connection timeout. This is easily achievable by using the timed primitives introduced in [9]
and refined in [11].
As means of communication between hosts we are currently using the Bluetooth technology in RFCOMM mode. It is fair to say that Bluetooth has become a standard on current smartphones. Also, if not
present by default on portable computers the low price of Bluetooth dongles makes it a viable choice for
short range communication. One drawback of Bluetooth is that devices cannot announce their presence,
but try to discover devices around them. For this reason, the concept of two devices being “close enough”
to establish a connection can only be modeled by periodically scanning for devices within range.
The philosophy we aim to achieve is the one expressed by the BUMP application for mobile devices [10]. Two devices having the BUMP application installed can be physically bumped-into each
other in order to get them connected. Once connected, it is possible to share contacts, photos, etc. by
means of drag-and-drop from one device to the other. Our experiments show that the application works
only in the presence of a functional internet connection. Because of this requirement we concluded that
BUMP could not be classified as an application destined for mobile ad hoc networks, even if the two devices are physically close. In response, the Bach language would allow the development of applications
that would offer: support more than two devices at once, automatic connection to compatible devices in
range, local communication without the need of an active internet connection.
From the point of view of coordination languages the mobility issue can be seen from two perspectives: logical and physical, as classified in several works [14, 15, 21, 28]. The logical mobility aims at
providing to an agent (a program fragment) the means for navigating or exploring an existing connection
topology in order to pursue its execution. The physical mobility concerns actual devices or hosts that
form the nodes of a network through which the agents roam. The latter is particularly interesting in the
case of MANETs (Mobile ad hoc Networks) since the devices moving in and out of each-other’s range
introduce a high degree of unpredictability in the network topology. The challenge arises from the need
to correctly adjust the execution of the agents in the new hypothesis consisting of expanded or contracted
tuple spaces.
The KLAIM language [16] has been among the first proposals by considering processes in the same
way as data: transferable between computing environments. Departing from the method of invoking
remote procedures, KLAIM allows for code fragments to be sent and executed on remote nodes by interacting with other processes via the local tuple space. Since the transient sharing of tuple spaces is not
supported, processes need to move to new locations in order to access new tuple spaces.
As stated in [15], in order to keep a high degree of generality at the model level, LIME [15, 20]
does not use explicit mechanisms for handling the mobility issue, be it logical or physical. Instead,
mobility is inferred from the changes that occur on the host-level or federated tuple spaces as a result of
an agent engaging or disengaging a group. We believe that certain limitations are introduced by the need
of having a group leader that handles the operations of engagement and disengagement since MANETs
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are characterized by highly unpredictable connections and disconnections.
TuCSoN [19], designed as a coordination model for internet agents, uses the notion of programmable
tuple spaces and uses the hypothesis of permanent communication links. Mobile agents roam the nodes
of hierarchically organized networks to query for information and retrieve it if found.
Because of the challenges posed by MANETs we consider that physical mobility has a crucial impact over the logical one. In order to achieve greater flexibility for the agent’s execution, these must
not be encumbered with the heterogeneity of the surrounding blackboards possibly containing relevant
information. To support this idea we propose an alternative solution in the sense that the blackboard on
which the agent is destined to be executed should provide the means in order to ensure connections to
neighboring blackboards, which would allow the agent faster and more transparent access to information.
For this purpose, we present in the following section a rule based mechanism that would enable mobile
agent coordination independent of the topology of the network. We believe this to be a different point of
view from the approaches presented above in the sense of shifting the focus from handling the mobility
of agents to managing the mobility of hosts.
In this light we consider our approach as having a clear advantage with respect to other related pieces
of work. The backward reading rule in particular offers all the necessary expressiveness in order to link
remote blackboards and to provide simple and efficient access between them.

6

Related work

Let us now offer a bird’s eye-view over existing lines of research related to the idea of reactivity and see
how they are placed with respect to our proposal.

6.1

Chemical models

The road of reactivity was paved by the GAMMA model [1] which introduced the idea of transforming multi-sets of data by means of mechanisms inspired by chemistry. Accordingly, the multi-set is
metaphorically seen as a chemical solution on top of which different reaction rules are defined. The
rules consist of pairs (R,A), where R represents the reaction condition and A the action to be taken. The
multi-set evolves as long as the reaction condition is met, after which a stable point is reached. Data is
thus rewritten producing either an expansion or a reduction of the initial ones.
As an extension of GAMMA, the chemical abstract machine [2] or simply cham, added the notions
of membranes and airlocks. Membranes act as containers for sub-solutions, thus enforcing local reactions. Airlocks enable the communication between these enclosed sub-solutions and their containing
environment. Such a model is of particular interest to the coordination in mobile ad hoc networks since
an analogy can be found between a molecule and a device, respectively between an airlock and the
communication links connecting the devices.
More recent developments of the chemical metaphor are those related to the biochemical tuple
spaces [25], which introduce a probabilistic approach. By using tuple concentration and chemical rates
it is possible to model the likelihood of a given reaction occurring, service equilibrium, service decay,
service competition or service composition [26]. In terms of pervasive ecosystems, the work in [27]
explores how network nodes can be enriched with live semantic annotations which can be governed
by global eco-laws in a chemical-like fashion. This proposition is similar to our current one from the
point of view of declarative transformations. However, these eco-laws rely on an underlying framework
covering the global space of neighbour devices. In our approach, rules are stored on the blackboards
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themselves, and connect them without other middleware. Moreover, LSA rules always consume their
reactants (lhs) and produce their products (rhs), while ours allow a broader set of behaviours definitions.
Compared to these pieces of work, our proposal keeps the same idea of reactivity. However, it refines
it by identifying forward and backward reading, by enhancing the patterns of the rules in distinguishing
the presence or absence of information on both sides, by providing an efficient implementation and
applying it to mobile ad hoc networks. We provide no counterpart for probabilistic reasonings, but
consider this as orthogonal to our work. As a result, ideas from [25, 26] can be introduced directly in our
work. Such ideas will be the subject of future work.

6.2

Reactive models

In another line of research, the articles [3, 8] explore models relying on the idea of reactive tuple spaces.
Among others, they are used for the coordination of mobile agents. This has also been treated in a series
of work, such as: MARS [4], TuCSoN [19], ReSpecT [5, 6], LIME [15, 20].
More concretely, the MARS model proposes reactions in the form of a four components set consisting
of: (i) the reaction type, (ii) the tuple wild-card to be matched, (iii) the type of operation on the tuple
space that should be monitored, (iv) the agent’s identity. This mechanism is very flexible and is able to
express a wide range of scenarios, from specific to more general ones. This is achieved in the way in
which the four components are defined: the most general situation occurs when only the reaction type is
specified and is rendered more precise by adding values to the other components.
In TuCSoN , the approach is to define programmable logic tuple centers which consist of a tuple
space enhanced by the notion of behavior specification. The supervision and control of this behavior is
achieved by specifying reactions to the communication events over the tuple space. Reactions act like
a set of operations handling sets of tuples in the tuple center, either in the form of addition or deletion.
Operations of a reaction are executed atomically, in the sense that even if multiple primitives are invoked
they are perceived by the system as a single event.
ReSpecT implements the reactions in the form of two special types of tuples. The first represents an
association between a communication primitive and a logical event, allowing for groups of primitives to
be connected to one identical logical event or for one primitive to generate several events. The second
is an association between the logical events and the actual reaction body, which consists of either state
primitives, term predicates or primitives of the tuple space. The paper [17] augments the language
with the introduction of a guard, that may enforce additional requirements for an event, such as its
source, destination or trigger time. The multiple blackboard approach for ReSpecT has been explored
in [12] by studying its interactions with L OG O P, introduced in [22] and later refined in [13]. L OG O P
presents itself as an extension of LINDA for the management of multiple tuple space environments. The
execution of primitives in such a hypothesis is supported by the introduction of composed tuple spaces in
their definition. The composition is achieved by applying the logical operators AND, OR, XOR, NOT
between multiple tuple spaces. A dedicated logOp tuple center uses the ReSpecT language to react to
L OG O P primitives and form requests for each tuple center forming the composition. It also receives the
replies and forms the final answer. We believe that this architecture, using a centralised manager, is not
suitable in the unpredictable scenario of mobile ad-hoc networks.
Offering a different perspective from the previous models, LIME associates reactions to the context
of the tuple space rather than the set of primitives executed on it. Reactions are triggered by matching
tuples on the tuple space with given patterns, thus defining specific contexts.
To sum up, the main characteristics of related work are threefold: (i) the reaction condition is expressed only in terms of data being present on the blackboard, (ii) some reactions are triggered on the
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execution of primitives, (iii) the reaction rules mostly concern a single blackboard.
In our approach we provide a finer control over the reaction conditions, which can be defined in terms
of data presence (by using the primitive called in) and data absence (by using the primitive called nin).
This allows the specification of more precise and strict contexts, not possible in other works. In addition,
our rule mechanism is designed to be used also in the multi-blackboard system proper to mobile ad hoc
networks.

6.3

Final remarks

In summary, as may be appreciated by the reader, our work presents significant differences with respect
to the related work. In addition to the chemical models, our approach allows the definition of more
complex contexts consisting not only of information that needs to be present, but also of information that
needs to be absent. In the terms of the chemical metaphor, our proposition offers the possibility to model
the idea of an inhibitor, a substance capable of stopping or retarding a chemical reaction. By means of
the nin primitive it is possible to express reactions which occur in the absence of given inhibitors.
With respect to the reactive models, in which the main focus is put on reacting to the execution of
atomic primitives, our declarative approach, by means of context-awareness, offers greater flexibility
and expressiveness in terms of coordinating mobile agents in mobile environments and in offering the
necessary means to ensure logical links between remote blackboards. In particular, our blackboard rules
allow for a fine grained tuning of actions to be taken when mobile devices come close enough. In addition
to the merge of tuple spaces, offered by languages such as LIME, we are able to code alternative forms
of coordination like filtering or duplication of blackboard contents.

7

Conclusions

In this paper, we propose a solution for coordination in mobile ad hoc networks by means of declarative
rules. By providing two operational readings, we aim at rendering a double functionality. On the one
hand, by means of forward reading, we offer support for context awareness and reactivity to context
changes. By modelling the user’s needs as contexts, it is possible to react promptly once the conditions
are met. On the other hand, by means of backward reading, we provide a mechanism for supporting
the transient sharing of blackboards of mobile devices that come within communication range. The
backward reading rules build logical links between remote blackboards, which enables their unification
without the need to physically replicate the tuples. In conjunction, the forward reading and backward
reading support the possibility of interacting not only with the local blackboard, but with remote ones as
well.
Certainly, the idea of rules and reactivity is not a novelty to coordination models. However, we have
introduced new variants based on a declarative reading which we have shown to be expressive, yet being
efficiently implementable. Taking an incremental approach on the computation bypasses the need for
a transactional mechanism, since keeping track of how the blackboard content is reflected on the rule’s
activation condition there is no need to reevaluate it after each primitive execution.
For future work we aim at introducing a probabilistic reasoning in the sense of attaching reaction
rates to the rules, similar to [25]. By exploiting the rules mechanism we also aim to obtain capabilities
for complex event processing.
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We present a procedure for splitting processes in a process algebra with multi-actions (a subset of the
specification language mCRL2). This splitting procedure cuts a process into two processes along a
set of actions A: roughly, one of these processes contains no actions from A, while the other process
contains only actions from A. We state and prove a theorem asserting that the parallel composition
of these two processes equals the original process under appropriate synchronization.
We apply our splitting procedure to the process algebraic semantics of the coordination language
Reo: using this procedure and its related theorem, we formally establish the soundness of splitting
Reo connectors along the boundaries of their (a)synchronous regions in implementations of Reo.
Such splitting can significantly improve the performance of connectors.

1

Introduction

Over the past decades, coordination languages have emerged for the specification and implementation
of interaction protocols among entities running concurrently (components, services, threads, etc.). This
class of languages includes Reo [1], a graphical language for compositional construction of connectors:
communication mediums through which entities can interact with each other. Figure 1 shows some
example connectors in their usual graphical syntax. Intuitively, connectors consist of one or more channels, through which data items flow, and two or more nodes, on which channel ends coincide. Through
channel composition—the act of gluing channels together on nodes—engineers can construct complex
connectors. Channels often used include the reliable synchronous channel, called sync, and the reliable
asynchronous channel fifon, which has a buffer of capacity n. Importantly, while nodes have a fixed semantics, Reo features an open-ended set of channels. This allows engineers to define their own channels
with custom semantics.
To use connectors in real applications, one must derive executable code from graphical specifications
of connectors (e.g., those in Figure 1). Roughly two implementation approaches exist. In the distributed
approach, one implements the behavior of each of the k constituents of a connector and runs these k
implementations concurrently as a distributed system; in the centralized approach, one computes the
behavior of a connector as a whole, implements this behavior, and runs this implementation sequentially as a centralized system. Neither of these two approaches unconditionally predominates the other:
among other factors of influence, the hardware architecture on which to deploy the application plays
an important role. For example, in the case of a service-oriented application, the distributed approach
seems natural, because the services involved run on different machines and the network between them
This research is partly funded by the EU project FP7-231620 HATS: Highly Adaptable and Trustworthy Software using
Formal Models (http://www.hats-project.eu/)
Natallia Kokash and António Ravara (Eds.): 11th International Workshop on
Foundations of Coordination Languages and Self Adaptation (FOCLASA’12)
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Figure 1: Some example connectors.
may play a role in their coordination. However, if coordination involves threads running on the same
machine in some multi-threading application, the centralized approach appears more appropriate, as it
avoids communication among the constituents of a connector at runtime: in this scenario, one dedicates
one thread to running the connector.
One optimization technique applicable to both of these approaches involves the identification of the
synchronous and the asynchronous regions of a connector. A synchronous region contains exactly those
nodes and channels of a connector that synchronize collectively to decide on their individual behavior; an
asynchronous region connects synchronous regions in an asynchronous way. For instance, the connector
consisting of a sync channel, a fifo1 channel, and another sync channel (see Figure 1d) has two synchronous regions, connected by an asynchronous region. Intuitively, two synchronous regions can run
completely indepedently of each other;1 an asynchronous regions connecting them takes care of transporting data from one synchronous region to the other. In the distributed approach, this means that nodes
and channels need to share information only with those nodes and channels in the same synchronous
region—not with every node or channel in the connector. In the centralized approach, this means that
one does not need to compute the behavior of a connector as a whole, but rather on a per-region basis.
Recent work shows that the optimization based on identifying regions can significantly improve
performance [6, 18, 19]. However, while intuitively valid, a formal argument establishing the soundness
of this optimization does not exist yet. In this paper, we present such a proof, based on the process
algebraic semantics of Reo [16, 13, 14, 15]. In this semantics, one associates every connector with a
process term describing its behavior. More concretely, we identify the following contributions:
• We introduce a splitting procedure for a subset of the specification language mCRL2 [8, 9]—the
basis of the existing process algebraic semantics of Reo—and prove its soundness.
• We formalize the notion of (a)synchronous regions in the process algebraic semantics of Reo.

• We apply this splitting procedure to the process algebraic semantics of Reo, thereby justifying
the (a)synchronous regions optimization for Reo implementations. In particular, we discuss how
we can implement and use the splitting procedure in the distributed approach, exploiting the local
concurrency available on the computational nodes.
• We lay the foundations for the definition and analysis of new splitting operations for Reo.
This paper is organized as follows. In Section 2, we give an overview of the fragment of mCRL2 that
we use. In Section 3, we summarize the process algebraic semantics of Reo. In Section 4, we introduce
our splitting procedure, and in Section 5, we apply this procedure to connectors. We conclude this paper
with future work in Section 6. See [11] for a version of this paper with an appendix including full proofs
for all the intermediary lemmas.
1 To

see this, suppose that two synchronous regions cannot run completely independently of each other. In that case, there
exist at least one constituent of the one region that synchronizes with at least one constituent of the other region. But then, these
two constituents belong to the same synchronous region—a contradiction.
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::= any element from Act
aτ ::= a | τ
α, β ::= aτ | α t β
(a) Syntax of multi-actions.
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α δ ::= α | δ
p ::= α δ | P | p + q | p · q
| pkq | pTq | p | q
| ∇V (p) | ∂B (p) | ρR (p) | ΓC (p) | TI (p)
(b) Syntax of processes.

Figure 2: Syntax.

2

A Process Algebra with Multi-Actions

The process algebra considered in this work comprises the data-free and untimed fragment of mCRL2,
a specification language based on ACP [4] and the basis of the existing process algebraic semantics of
Reo. Among other useful constructs, mCRL2 has one feature that makes it particularly well-suited as
a semantic formalism for Reo, namely multi-actions: collections of actions that occur at the same time.
We postpone an explanation of how to use multi-actions for describing the behavior of connectors until
Section 3. In this section, we summarize (our subset of) mCRL2.
Figure 2a shows the syntax of multi-actions. Let Act denote the set of actions, ranged over by the
symbols a, b, c, etc. The distinguished symbol τ denotes the empty multi-action, i.e., the multi-action
consisting of no observable actions. Let the symbols aτ , bτ , cτ , etc., range over the elements in the set
Act ∪ {τ}. The operator t (commutative and associative) combines multi-actions to form larger multiactions; let MAct denote the set of all multi-actions, ranged over by α, β , γ, etc. Processes, ranged over
by p, q, r, etc., combine multi-actions using the operators shown in Figure 2b.
Basic operators The distinguished symbol—or nullary operator—δ denotes the deadlock process, i.e.,
the process performing no multi-actions. Let the symbols α δ , β δ , γ δ , etc., range over the processes
in the set MAct ∪ {δ }. The operators + and · combine processes alternatively and sequentially
in the usual way.2 Let Seq denote the set of sequential processes, which consist only of basic
operators and multi-actions. Finally, let P, Q, R, etc., denote references that refer to process
definitions of the form P 7→ p, Q 7→ q, R 7→ r, etc. For technical convenience, we currently disallow
mutual recursion: if P 7→ p, then only P can occur as a reference in p.

Parallel operators The operator k interleaves and synchronizes processes. The operator T serves as an
auxiliary operator in the axiomatization of k: it makes the process on its left-hand side perform a
multi-action, and afterwards, it combines the remaining process with the process on its right-hand
side the same way k does. The operator | synchronizes processes on the first multi-actions they
perform, and it combines the remaining processes the same way k does.
Additional operators Four additional operators constrain the behavior of processes composed in parallel. The operator ∇ restricts a process p to the multi-actions in a set of nonempty multi-actions
V ⊆ MAct \ {τ} (modulo commutativity and associativity of t). The operator ∂ blocks those actions in a process p that occur also in a set of actions B ⊆ Act. The operator ρ renames the actions
in a process p according to a set of renaming rules R ⊆ Act × Act. Finally, the operator Γ applies
the communications in a set C ⊆ MAct × Act to a process p. We write communication rules as
α → a and require that τ does not occur in α.
2 We

skip the basic operators for conditional composition and summation, because they have no meaning in the data-free
fragment of mCRL2 considered. Similarly, we skip those operators that have no meaning in the untimed fragment of mCRL2.
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Graphical syntax
a
b
a

b

a

b

a

d

b

Textual syntax

Semantics

syncha; bi

Atomically accepts an item on its source end a and dispenses it on its sink end b.

lossysyncha; bi

Atomically accepts an item on its source end a and, non-deterministically, either
dispenses it on its sink end b or loses it.

syncdrainha, b; i Atomically accepts (and loses) items on both of its source ends a and b.
fifo1ha; bi

Atomically accepts an item on its source end and stores it in its buffer, and
atomically dispenses the item d on its sink end and clears its buffer.

Figure 3: Syntax and semantics of common channels.
Abstraction operator The operator T hides those actions in a process p that occur also in a set of
actions I ⊆ Act. The act of hiding an action a, which means “replacing a by τ,” differs from the
act of blocking a, which means “replacing a by δ .”
We adopt the following usual operator precedence (in decreasing order): t, |, ·, k, T, +. We write as few
parentheses as possible, omitting them also in the case of associative or commutative operators. For
example, we write a · b · c + d + e instead of (a · (b · c)) + (d + e).
See Section A for an axiomatization of the operators discussed above.

3

Reo and its Process Algebraic Semantics

Before we continue with our splitting procedure in Section 4, we briefly discuss Reo and its process
algebraic semantics [16, 13, 14, 15]; this helps in relating the abstract discussion in Section 4 to a concrete
case. Recall from Section 1 that connectors consist of channels and nodes. Below, we outline how these
channels and nodes behave and how to describe such behavior as procesess.
Channels. Every channel has exactly two ends, each of which has one of two types: source ends
accept data, while sink ends dispense data. Besides this assumption on their number of ends, Reo makes
no assumptions about channels. This means, for example, that Reo allows channels with two source
ends. Figure 3 shows the graphical syntax of four common channels, a textual syntax, and an informal
description of their behavior. In the process algebraic semantics of Reo, one associates every channel
end with an action. For source ends, such an action represents the acceptance of data; for sink ends, it
represents the dispersal of data. By combining these actions in multi-actions, one can describe channels
that atomically accept and dispense data on their ends. For example, the following recursive process
definitions describe the behavior of the channels in Figure 3.
Syncha; bi
7→ a t b · Syncha; bi
LossySyncha; bi 7→ (a t b + a) · LossySyncha; bi

SyncDrainha, b;i 7→ a t b · SyncDrainha, b;i
Fifo1ha; bi
7→ a · b · Fifo1ha; bi

The definition Syncha; bi models synchronous flow through channel ends a and b, represented by the
multi-action a t b. The definition LossySyncha; bi models a (nondeterministic) choice between flow
through ends a and b and flow through only a, represented by the multi-action a t b + a. The definition
Fifo1ha; bi models flow through a followed by flow through b. The recursion found in each of the four
process definitions above indicates that the channels modeled by them repeat their behavior indefinitely.
In this paper, we adopt the context-insensitive process algebraic semantics of Reo, originally based
on constraint automata [2]. In context-insensitive semantic formalisms, one cannot directly describe
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channels and connectors whose behavior depends not only on their internal state but also on the presence
or absence of I/O operations—their context. In contrast, one can describe such channels and connectors
in semantic formalisms that do support context-sensitivity. For instance, a context-sensitive version of
lossysync should lose a data item only in the absence of I/O operations on its sink end. A context-sensitive
process algebraic semantics of Reo exists, originally based on connector coloring with three colors [5].
However, because this semantics depends on the data component of mCRL2, we do not consider it
in this paper. We remark that we could encode a context-sensitive process algebraic semantics along
the lines of [12], which makes our splitting procedure applicable also to context-sensitive channels and
connectors. For simplicity, however, we do not pursue that in this paper. See [10] for an extensive
overview of context-insensitive and context-sensitive semantic formalisms for Reo.
Nodes Entities communicating through a connector perform I/O operations—writes and takes—on its
nodes. Reo features three kinds of nodes: source nodes on which only source ends coincide, sink nodes
on which only sink ends coincide, and mixed nodes on which both kinds of channel end coincide. Nodes
have the following semantics.
• A source node n has replicator semantics. Once an entity attempts to write a data item d on n,
this node first suspends this operation. Subsequently, n notifies the channels whose source ends
coincide on n that it offers d. Once each of these channels has notified n that it accepts d, n resolves
the write: atomically, n dispenses d to each of its coincident source ends.
• A sink node n has nondeterministic merger semantics. Once an entity attempts to take a data item
from n, this node first suspends this operation. Subsequently, n notifies the channels whose sink
ends coincide on n that it accepts a data item. Once at least one of these channels has notified n that
it offers a data item, n resolves the take: atomically, n fetches this data item from the appropriate
channel end and dispenses it to the entity attempting to take. If multiple sink ends offer a data
item, n chooses one of them nondeterministically.
• A mixed node n has pumping station semantics: a combination of the replicator semantics and
merger semantics discussed above, where fetching and dispensing occurs atomically.
In the process algebraic semantics of Reo, one associates each of the m source ends of a node with
an action src1≤i≤m and each of its n sink ends with an action snk1≤i≤n . Then, one can describe nodes by
combining the processes for a binary replicator (one sink end to two source ends), a binary merger (two
sink ends to one source end), a one-to-one pumping station, and a process for boundary nodes:
Replicatorhsnk; src1 , src2 i 7→ snk t src1 t src2 · Replicatorhsnk; src1 , src2 i
Mergerhsnk1 , snk2 ; srci 7→ (snk1 t src + snk2 t src) · Mergerhsnk1 , snk2 ; srci
PumpingStationhsnk; srci 7→ snk t src · PumpingStationhsnk; srci
Boundaryhbndi
7→ bnd · Boundaryhbndi
Connectors. To get the behavior of a connector as a process, one composes the processes of the constituents of that connector in parallel and synchronizes their actions appropriately. Below, we give the
processes of the connectors in Figures 1a and 1c. See [16, 13, 14, 15] for more examples.
Fig1a = ∂{a1 ,a1 ,x1 ,x1 ,x2 ,x2 ,b1 ,b1 } (Γ{a1 ta1 →a,x1 tx1 →x,x2 tx2 →x,b1 tb1 →b} (
Boundaryha1 i k Fifo1ha1 ; x1 i k PumpingStationhx1 ; x2 i k Fifo1hx2 ; b1 i k Boundaryhb1 i))

Fig1c = ∂{∗bnd ,∗bnd ,∗i ,∗i |∗∈{a,b,c}∧i∈{1,2}} (Γ{∗bnd t∗bnd t∗i t∗i →∗|∗∈{a,b,c}∧i∈{1,2}} (
Boundaryhabnd i k Replicatorhabnd ; a1 , a2 i k Boundaryhbbnd i k Replicatorhbbnd ; b1 , b2 i k
SyncDrainha2 ; b2 i k Syncha1 ; c1 i k Fifo1hb1 ; c2 i k Mergerhc1 , c2 ; cbnd i k Boundaryhcbnd i))
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Splitting Processes

Recall from Section 1 that we aim at establishing the validity of optimizing implementations of Reo
through the identification of (a)synchronous regions. Essentially, we want to show that splitting connectors along the boundaries of their (a)synchronous regions (and running the resulting subconnectors
concurrently) does not give rise to inadmissible behavior. In this section, we lay the foundation for this
kind of splitting in terms of a splitting procedure for processes. Later, in Section 5, we apply this procedure to the process algebraic semantics of Reo, thereby justifying the splitting of connectors. Here, we
start by explaining the intuition behind our splitting procedure; formal definitions appear in Section 4.1,
followed by theorems and proofs in Section 4.2. We note that our notion of “splitting” differs from
“decomposition” in the spirit of [17]: in our context, primality or uniqueness do not matter.
Let Acts(p) denote the set of actions occurring in a process p. We introduce the function split, which
splits a process p along a set of actions A into two processes: one of these processes contains no actions in
Acts(p) \ A, while the other process contains no actions in A. We call the former process the A-isolation
of p and the latter process the A-coisolation of p. We aim at constructing p’s isolation and its coisolation
such that their parallel composition equals p under appropriate synchronization. Informally, to construct
p’s A-isolation, replace every action in p as follows:
• If a ∈ A, replace a with the multi-action a t ξ(a), where ξ(a) denotes a fresh action with respect
to Acts(p). Intuitively, ξ(a) represents the act of “disseminating that this process performs a.”
• If b ∈
/ A, replace b with the action ξ(b), where ξ(b) denotes a fresh action with respect to Acts(p).
Intuitively, ξ(b) represents the act of “discovering that another process performs b.”
Symmetrically, to construct the A-coisolation of a process p, replace in p every b ∈ A with ξ(b) and
every b ∈
/ A with b t ξ(b). Note that because the foregoing affects only multi-actions, p’s isolation and
its coisolation have the same structure as p. In other words: the process p, its isolation, and its coisolation
have the same transition system modulo transition labels.
To illustrate isolation and coisolation, consider the process q = a · b as a running example. This process has q1 = a t ξ(a) · ξ(b) as its {a}-isolation and q2 = ξ(a) · b t ξ(b) as its {a}-coisolation. However,
the parallel composition of q1 and q2 is not equal to q yet: to ensure that a process equals the parallel
composition of its isolation and its coisolation, these latter two processes should synchronize on ξ(a)
and ξ(a) for each a. To this end, we apply the communication operator Γ to such compositions. In our
running example, this yields the process ΓC (q1 k q2 ) with C = {ξ(a) t ξ(a) → tau , ξ(b) t ξ(b) → tau}.
The special action tau serves as a placeholder action for τ, and we can hide it immediately using the
abstraction operator T;3 henceforth, without loss of generality, we assume tau ∈
/ Acts(p) for each p.
In our running example, this yields the process TI (ΓC (q1 k q2 )) with I = {tau} and C as before. But
also this process is not equal to q yet: only synchronization and abstraction do not suffice—we must also
block those actions whose performance in isolation “makes no sense.” For instance, we consider every
unpaired occurrence of ξ(a) in a multi-action α nonsensical: intuitively, performing ξ(a) suggests that
some process discovers that another process performs a, even though this does not happen (otherwise,
also ξ(a) would occur in α). By symmetry, we consider also every unpaired occurrence of ξ(a) nonsensical. To block unpaired occurrences of ξ(a) and ξ(a), we apply the blocking operator ∂. In our running
example, this yields the process ∂B (TI (ΓC (q1 k q2 ))) with B = {ξ(a), ξ(a), ξ(b), ξ(b)} and I and C as
before. This process equals q.
3 We

use this construction, because mCRL2 does not permit communications to map directly to τ.
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dom(Ξ) = dom(ξw ) ∩ dom(ξ w )
img(Ξ) = img(ξw ) ∪ img(ξ w )
comm(Ξ) = {ξw (a) t ξ w (a) → tau | (a, w) ∈ dom(Ξ)}

Q1 ?Ξ (τ) ' τ
Q2 ?Ξ (δ ) ' δ
Q3 ?Ξ (p + q) ' ?Ξ (p) + ?Ξ (q)
Q4 ?Ξ (p · q) ' ?Ξ (p) · ?Ξ (q)

Figure 4: Auxiliary functions for substitution environments.

Figure 5: Axioms for ?.

isolΞ (a, A, w) = a t ξw (a) if a ∈ A
isolΞ (b, A, w) = ξ w (b)
if b ∈
/A

isol Ξ (a, A, w) = ξ w (a)
if a ∈ A
isol Ξ (b, A, w) = b t ξw (b) if b ∈
/A

c Ξ (ϑ , A, w)
isol
=ϑ
for ϑ ∈ {τ, δ }
c
c
c
isol Ξ (p ⊕ q, A, w) = isol Ξ (p, A, w) ⊕ isol Ξ (q, A, w)
for ⊕ ∈ {·, t}
c
c
c
isol Ξ (p + q, A, w) = isol Ξ (p, A, w1) + isol Ξ (q, A, w2)

4.1

c ∈ {isol, isol}.
Figure 6: The functions isol and isol. Let p ∈ Seq and isol

Formal Definitions

We proceed with formal definitions of the splitting procedure outlined above. We start with a formal
account of the fresh auxiliary actions of the form ξ(a) and ξ(a). As suggested by this notation, ξ and
ξ denote functions that take an action a as their input and produce another action as their output. We
collect such pairs of functions in substitution environments as follows. Let {1, 2}∗ denote the set of finite
strings over {1, 2}, ranged over by w, v, u, etc.

Definition 1. A substitution environment, typically denoted by Ξ, is a quintuple (Ṗ 7→ ṗ, A, tau, ξ, ξ)
consisting of a process definition Ṗ 7→ ṗ, a set A ⊆ Act, an action tau ∈ Act \ A and injective functions
ξ, ξ : A × {1, 2}∗  Act \ (A ∪ tau) such that img(ξ) ∩ img(ξ) = 0.
/

Henceforth, we write ξw (a) and ξ w (a) instead of ξ(a, w) and ξ(a, w). Note that we dropped the w
subscripts in our running example above: as we did not need this extra string of information, we omitted
it for simplicity. In the general case, however, this information plays a key role, as explained shortly. The
process definition in a substitution environment represents the main process to be split.
Figure 4 shows auxiliary functions for substitution environment. The functions “dom” and “img”
map substitution environments to their domain and image. The function “comm” maps substitution
environments to communications derivable from them.
To formalize the notions of A-isolation and A-coisolation, we introduce the functions isol and isol.
Figure 6 shows their definitions. The functions isol and isol take for arguments a sequential process, a
set of actions A ⊆ Act, a string w ∈ {1, 2}∗ , and a substitution environment (as a subscript for notational
convenience). For most processes p, isolΞ (p, A, w) and isol Ξ (p, A, w) invoke themselves recursively on
p’s immediate subprocesses, the same set A, and the same string w. One exception exists: processes of
the form p + q. For such processes, isol and isol invoke themselves recursively on w1 and w2 instead
of w. This ensures that in their parallel composition, the process isolΞ (p + q, A, w) can “track” which
choice the process isol Ξ (p + q, A, w) makes and vice versa.
To clarify this, let us illustrate what would happen if isolΞ (p + q, A, w) and isol Ξ (p + q, A, w) invoke
themselves recursively without changing w. In that case, w has no influence on the behavior of isol and
isol, and we can omit it from our definitions. Now, suppose that we want to compose the {a}-isolation

86

A Procedure for Splitting Processes and its Application to Coordination

and {a}-coisolation of the process r = a · b + a · c in parallel. We have:

isolΞ (r, {a}) =
a t ξ(a) ·
ξ(b) + a t ξ(a) · ξ(c)
isol Ξ (r, {a}) = ξ(a) · b t ξ(b) +
ξ(a) · c t ξ(c)

Thus, the process isolΞ (r, {a}) can erroneously synchronize its left-most multi-action a t ξ(a) with the
right-most multi-action ξ(a) of the process isol Ξ (r, {a}). By changing w in the recursive invocations of
isolΞ (p + q, A, w) and isol Ξ (p + q, A, w), this problem does not arise: it ensures that a t ξw1 (a) (on the
left) can synchronize only with ξ w1 (a) (also on the left)—not with ξ w2 (a) (on the right). Note that this
depends on the injectivity of ξ and ξ (see Definition 1).
The definition of the function split follows straightforwardly now that we have the functions isol
and isol. We also introduce an auxiliary operator, denoted by ?, which encapsulates the communication,
hiding, and blocking necessary to get equality of processes. Figure 5 shows axioms for this operator.4
Definition 2. ?Ξ (p) = ∂img(Ξ) (T{tau} (Γcomm(Ξ) (p)))

Definition 3. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ⊆ A,

?Ξ (isolΞ (p, A, w) k isol Ξ (p, A, w)) if p ∈ Seq



splitΞ (p1 , A, w) ⊕ splitΞ (p2 , A, w) if p ∈
/ Seq and p = p1 ⊕ p2 and ⊕ ∈ {·, +, k, T, |}
splitΞ (p, A, w) =
†(split
(p
,
A,
w))
if
p
=
†(p1 ) and † ∈ {∇V , ∂B , ρR , ΓC , TI }

1
Ξ


SPLITΞ (Ṗ, A, w)
if p = Ṗ

where SPLITΞ (Ṗ, A, w) denotes a reference to the process splitΞ ( ṗ, A, w).

4.2

Theorems

Suppose an execution environment Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ). We prove that splitting ṗ as described
above yields a process equal to ṗ. We proceed in three steps. First, we prove our result for multi-actions.
Then, we extend this result to sequential processes. Finally, we establish it for general processes. In each
of these theorems we restrict our attention to syntactically τ-free specifications, because we work under
strong bisimulation. Under equivalences weaker than strong bisimulation, we can relax this τ-freeness.
The axioms occasionally referred to in the remainder of this section appear in Figure 11, Section A.
4.2.1 A theorem for multi-actions
We start with a theorem for multi-actions, which states that splitting a syntactically τ-free multi-action
equals that multi-action. Let τ-free(α) denote that τ does not occur in α (see [11] for a formal definition).
Theorem 1. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(α) ∪ A ⊆ A,
τ-free(α) implies splitΞ (α, A, w) ' α

To prove this theorem, we need some auxiliary lemmas. We formulate these lemmas below; detailed proofs, as well as additional propositions on which these proofs rely, appear in [11]. The first
lemma states that the parallel composition of the isolation and the coisolation of a process equals their
synchronous composition (after applying communication, hiding, and blocking).
Lemma 1. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ∪ A ⊆ A,


τ-free(p) and p ∈ Seq implies
?Ξ (isolΞ (p, A, w) k isol Ξ (p, A, w)) ' ?Ξ (isolΞ (p, A, w) | isol Ξ (p, A, w))
4 The axiom Q1 follows from the axioms C1, H1, and B1 in Figure 11 in Section A; Q2 follows from C2, H5, and B5; Q3
follows from C3, H6, and B6; Q4 follows from C4, H7, and B7.
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Proof (sketch). By the axioms M and A6, we must show that ?Ξ (isolΞ (p, A, w) T ?Ξ (isol Ξ (p, A, w) and
?Ξ (isol Ξ (p, A, w) T ?Ξ (isolΞ (p, A, w) equal δ . Both of these processes start with a multi-action α δ . By
the definition of isol and isol (and, in particular, the injectivity and image-disjointness of ξ and ξ), if
α δ 6= δ , it must contain an action ξw (a) without ξ w (a) (or vice versa). But then, the blocking operator in ?
(combined with SMA) will equate α δ to δ . This suffices to show that ?Ξ (isolΞ (p, A, w) T ?Ξ (isol Ξ (p, A, w)
and ?Ξ (isol Ξ (p, A, w) T ?Ξ (isolΞ (p, A, w) equal δ by A7 (because these processes start with α δ ). See [11]
for a detailed proof.
Note that Lemma 1 involves sequential processes rather than only multi-actions. This enables us to use
this lemma also in our proof of Theorem 2, below.
The following lemma consists of two parts. The first part states that one can rewrite every multiaction composed of the isolation and the coisolation of a multi-action α into a representation with the
following characteristics: (i) for every communication βi → tau induced by the substitution environment
involved, βi occurs zero or more times; (ii) the remainder ᾰ does not contain any fragment of any βi and
vice versa, denoted as ᾰ ` βi . (See [11] for a formal definition of the latter relation.) The second part of
the following lemma states the additivity property ΓC (α t α2 ) ' ΓC (α1 ) t ΓC (α2 ) when α1 and α2 each
F
have such a representation. Let n β denote the sequence β t · · · t β of length n.
Lemma 2.

1. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(α) ∪ A ⊆ A and dom(comm(Ξ)) = {β1 , . . . , βk },
isolΞ (α, A, w) t isol Ξ (α, A, w) '

F

n1 β1 t · · · t

F

nk βk t ᾰ

and ᾰ ` βi

2. For all C = {β1 → b1 , . . . , βk → bk },




F
F
α1 = n1 β1 t · · · t nk βk t ᾰ1 and ᾰ1 ` βi
ΓC (α1 t α2 ) '
F
F
implies
and α2 = m1 β1 t · · · t mk βk t ᾰ2 and ᾰ2 ` βi
ΓC (α1 ) t ΓC (α2 )

Proof (sketch).

1. If α = a, there exists a β` = ξw (a) t ξ w (a) for some `. By the definition of isol and isol, we have
that isolΞ (α, A, w) t isol Ξ (α, A, w) = β` t a. Identifying ᾰ with a, we must show that a does not
occur in any βi . This follows from the fact that ξ and ξ have disjoint domains and images by their
definition. The general case follows by structural induction.
2. Because ᾰ1 and ᾰ2 do not contain any fragment of any βi (i.e., ᾰ1 ` βi and ᾰ2 ` βi ), combining
them in the same multi-action does not make the communication operator applicable: there exists
no communication in α1 t α2 that did not exist already in α1 or in α2 .

See [11] for a detailed proof.

The following corollary follows from the previous lemma: it asserts the additivity property ΓC (α1 tα2 ) '
ΓC (α1 ) t ΓC (α2 ) for α1 = isolΞ (α, A, w) t isol Ξ (α, A, w) and α2 = isolΞ (β , A, w) t isol Ξ (β , A, w).
Corollary 1. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(α) ∪ A ⊆ A,


Γcomm(Ξ) (isolΞ (α, A, w) t isol Ξ (α, A, w) t isolΞ (β , A, w) t isol Ξ (β , A, w)) '
Γcomm(Ξ) (isolΞ (α, A, w) t isol Ξ (α, A, w)) t Γcomm(Ξ) (isolΞ (β , A, w) t isol Ξ (β , A, w))

Finally, Figure 7 shows a proof of Theorem 1.
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Suppose τ-free(α) (Prem). We proceed by structural induction on α.
Base: α = aτ . If aτ = τ, we get a contradition with Prem. If aτ = a:
?Ξ (splitΞ (α, A, w))

α,aτ ,split

=

Prem→Lem. 1

'

SMA,isol,isol

'
?
=

C1,SMA

'

H4,H3,H2

'

?Ξ (isolΞ (a, A, w) k isol Ξ (a, A, w))
?Ξ (isolΞ (a, A, w) | isol Ξ (a, A, w))

?Ξ (a t ξw (a) t ξ w (a))
∂img(Ξ) (T{tau} (Γcomm(Ξ) (a t ξw (a) t ξ w (a))))
∂img(Ξ) (T{tau} (a | tau))

∂img(Ξ) (a | τ)

B4,SMA

'

atτ

MA3

'

a

aτ ,α

'

α

Step: α = α1 t α2 . Suppose that this proposition holds for α1 (IH1) and α2 (IH2).
α,split

=

Prem→Lem. 1

'

SMA,isol,isol

'
?
=

Cor. 1

'

SMA,B4,H4

'

?,SMA

'

Prem→Lem. 1

'

split

'

?Ξ (splitΞ (α, A, w))
?Ξ (isolΞ (α1 t α2 , A, w) k isol Ξ (α1 t α2 , A, w))
?Ξ (isolΞ (α1 t α2 , A, w) | isol Ξ (α1 t α2 , A, w))

?Ξ (isolΞ (α1 , A, w) t isolΞ (α2 , A, w) t isol Ξ (α1 , A, w) t isol Ξ (α2 , A, w))
∂img(Ξ) (T{tau} (Γcomm(Ξ) (
isolΞ (α1 , A, w) t isolΞ (α2 , A, w) t isol Ξ (α1 , A, w) t isol Ξ (α2 , A, w))))
∂img(Ξ) (T{tau} (
Γcomm(Ξ) (isolΞ (α1 , A, w) t isol Ξ (α1 , A, w)) t
Γcomm(Ξ) (isolΞ (α2 , A, w) t isol Ξ (α2 , A, w))))

∂img(Ξ) (T{tau} (Γcomm(Ξ) (isolΞ (α1 , A, w) t isol Ξ (α1 , A, w)))) |
∂img(Ξ) (T{tau} (Γcomm(Ξ) (isolΞ (α2 , A, w) t isol Ξ (α2 , A, w))))

?Ξ (isolΞ (α1 , A, w) | isol Ξ (α1 , A, w)) | ?Ξ (isolΞ (α2 , A, w) | isol Ξ (α2 , A, w))

?Ξ (isolΞ (α1 , A, w) k isol Ξ (α1 , A, w)) | ?Ξ (isolΞ (α2 , A, w) k isol Ξ (α2 , A, w))
?Ξ (splitΞ (α1 , A, w)) | ?Ξ (splitΞ (α2 , A, w))

IH1,IH2

'

α1 | α2

SMA

'

α1 t α2

α

=

α

Figure 7: Proof of Theorem 1
4.2.2

Theorems for processes

The following theorem generalizes Theorem 1 from multi-actions to processes in Seq: it states that
splitting such a syntactically τ-free process equals that process.
Theorem 2. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ∪ A ⊆ A,


τ-free(p) and p ∈ Seq implies splitΞ (p, A, w) ' p

As for Theorem 1, we need some auxiliary lemmas to prove this theorem. We formulate these lemmas
below; proofs, as well as additional propositions on which these proofs rely, appear in [11]. The first
lemma states the additivity property ?Ξ (r1 | r2 ) = ?Ξ (r1 ) | ?Ξ (r2 ) when r1 and r2 denote the isolation and
the coisolation of the processes p and q. Importantly, while p and q may denote the same process, their
isolation and coisolation must involve different strings over {1, 2} for the additivity to hold.
Lemma 3. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ∪ Acts(q) ∪ A ⊆ A,


τ-free(p) and τ-free(q) and p, q ∈ Seq and w 6= v implies
?Ξ (isolΞ (p, A, w) | isol Ξ (q, A, v)) ' ?Ξ (isolΞ (p, A, w)) | ?Ξ (isol Ξ (q, A, v))
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Proof (sketch). The actions occurring in isolΞ (p, A, w) differ from those occurring in isolΞ (q, A, v) (except
for the original actions in p and q) because ξ and ξ have disjoint images by their definition and because
w 6= v. In that case, there exists no communication in isolΞ (p, A, w) | isol Ξ (p, A, w) that did not exist
already in isolΞ (p, A, w) or in isol Ξ (p, A, w), enabling one to distribute Γ in ? among them. We can do
the same for T and ∂ in ? (by B4 and H4). See [11] for a detailed proof.
The following lemma states that the process ?Ξ (r) deadlocks when r denotes only the isolation or only
the coisolation of a process p.
Lemma 4. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ∪ A ⊆ A,




τ-free(p) and p ∈ Seq implies ?Ξ (isolΞ (p, A, w)) ' δ and ?Ξ (isol Ξ (p, A, w)) ' δ
Proof (sketch). Similar to the proof sketch of Lemma 1. See [11] for a detailed proof.

Suppose that we have two sequential processes, namely r1 = isolΞ (p, A, w) · isolΞ (q, A, w) and r2 =
isol Ξ (p, A, w) · isol Ξ (q, A, w). Moreover, suppose that we take their parallel composition r1 k r2 . Our final
lemma states that instead of taking this parallel composition, one can compose the parallel composition
r] = isolΞ (p, A, w) | isol Ξ (p, A, w) and the parallel composition r[ = isolΞ (q, A, w) | isol Ξ (q, A, w) sequentially and get the same process. In short: r] · r[ equals r1 k r2 .

Lemma 5. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ∪ A ⊆ A,


τ-free(p) and p ∈ Seq implies
?Ξ ((isolΞ (p, A, w) · isolΞ (q, A, w)) k (isol Ξ (p, A, w) · isol Ξ (q, A, w))) '
?Ξ (isolΞ (p, A, w) k isol Ξ (p, A, w) · isolΞ (q, A, w) k isol Ξ (q, A, w))

Proof (sketch). The processes isolΞ (p, A, w) and isol Ξ (p, A, w) always stay “synchronized” when composed in parallel due to the ? operator. This implies that these processes “finish” at the same time.
Consequently, isolΞ (q, A, w) and isol Ξ (q, A, w) start at the same time, which implies the desired result.
See [11] for a detailed proof.
Finally, Figure 8 shows a proof of Theorem 2. Our last theorem generalizes Theorem 2 from sequential
processes to parallel processes; Figure 9 shows a proof.
Theorem 3. For all Ξ = (Ṗ 7→ ṗ, A, tau, ξ, ξ) such that Acts(p) ∪ A ⊆ A,
τ-free( ṗ) implies splitΞ ( ṗ, A, w) ' ṗ

5
5.1

Application: Splitting Connectors
Formalization of (A)synchronous Regions

We provide a formal definition of the synchronous regions of a connector, based on the mCRL2 semantics
of Reo. Let p denote a process describing the behavior of a Reo connector, and let −→ denote its
transition relation (labeled with multi-actions). Recall that every action in p represents a channel end or
a node end. Let a ∈ Acts(p) denote one such an end. We define the a-synchronous region of p as the
smallest set Xa ⊆ Acts(p) such that:
• a ∈ Xa .

β

• If b ∈ Xa then Acts(β ) ⊆ Xa for all β such that q −
→ q0 and b ∈ Acts(β ).
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Suppose τ-free(p) and p ∈ Seq (Prem). We have:
splitΞ (p, A, w)

split

?Ξ (isolΞ (p, A, w) k isol Ξ (p, A, w))

=

Prem→Lem. 1

'

Denote this property by Obs. We proceed by structural induction on p.

?Ξ (isolΞ (p, A, w) | isol Ξ (p, A, w))

Base: p = α δ . If α δ = α, the theorem follows by Theorem 1. If α δ = δ :
Obs,p

splitΞ (p, A, w)

=

?Ξ (isolΞ (δ , A, w) | isol Ξ (δ , A, w))

isol,isol

=

?Ξ (δ | δ )

S4,Q2

'

α δ ,p

δ

=

p

Step: p = p1 ⊕ p2 with ⊕ ∈ {+, ·}. Suppose that this theorem holds for p1 (IH1) and p2 (IH2).
Case: p = p1 + p2 .
Obs,p

splitΞ (p, A, w)

'

?Ξ (isolΞ (p1 + p2 , A, w) | isol Ξ (p1 + p2 , A, w))

S7

?Ξ (isolΞ (p1 , A, w1) | isol Ξ (p1 , A, w1) + isolΞ (p1 , A, w1) | isol Ξ (p2 , A, w2) +
isolΞ (p2 , A, w2) | isol Ξ (p1 , A, w1) + isolΞ (p2 , A, w2) | isol Ξ (p2 , A, w2))

isol,isol

=

'
Q3

'
Obs

'

Prem→Lem. 3

'

Prem→Lem. 4

'

?Ξ ((isolΞ (p1 , A, w1) + isolΞ (p2 , A, w2)) | (isol Ξ (p1 , A, w1) + isol Ξ (p2 , A, w2)))
?Ξ (isolΞ (p1 , A, w1) | isol Ξ (p1 , A, w1)) + ?Ξ (isolΞ (p1 , A, w1) | isol Ξ (p2 , A, w2)) +
?Ξ (isolΞ (p2 , A, w2) | isol Ξ (p1 , A, w1)) + ?Ξ (isolΞ (p2 , A, w2) | isol Ξ (p2 , A, w2))

?Ξ (splitΞ (p1 , A, w1)) + ?Ξ (isolΞ (p1 , A, w1) | isol Ξ (p2 , A, w2)) +
?Ξ (isolΞ (p2 , A, w2) | isol Ξ (p1 , A, w1)) + splitΞ (p2 , A, w2)

splitΞ (p1 , A, w1) + ?Ξ (isolΞ (p1 , A, w1)) | ?Ξ (isol Ξ (p2 , A, w2)) +
?Ξ (isolΞ (p2 , A, w2)) | ?Ξ (isol Ξ (p1 , A, w1)) + splitΞ (p2 , A, w2)
splitΞ (p1 , A, w1) + δ | δ + δ | δ + splitΞ (p2 , A, w2)

IH1,IH2,S4,A6

'

Case: p = p1 · p2 .
p,split

=

isol,isol

=

Prem→Lem. 5

'
Q4

'

split

'

p1 + p2

p

'

p

splitΞ (p, A, w)
?Ξ (isolΞ (p1 · p2 , A, w) k isol Ξ (p1 · p2 , A, w))

?Ξ ((isolΞ (p1 , A, w) · isolΞ (p2 , A, w)) k(isol Ξ (p1 , A, w) · isol Ξ (p2 , A, w)))
?Ξ (isolΞ (p1 , A, w) k isol Ξ (p1 , A, w) · isolΞ (p2 , A, w) k isol Ξ (p2 , A, w))

?Ξ (isolΞ (p1 , A, w) k isol Ξ (p1 , A, w)) · ?Ξ (isolΞ (p2 , A, w) k isol Ξ (p2 , A, w))
splitΞ (p1 , A, w) · splitΞ (p2 , A, w)

IH1,IH2

p1 · p2

'

p

'

p

Figure 8: Proof of Theorem 2.
β

β0

• If b ∈ Xa then Acts(β 0 ) ⊆ Xa for all β , β 0 such that q −
→ q0 and q −
→ q00 and b ∈ Acts(β ).

The second rule states that all the ends that occur in the same multi-action belong to the same synchronous region. The third rule states that all the ends that can have flow in some state q, but possibly
in different transitions leaving q, belong to the same synchronous region. In that case, channel ends may
exclude each other from flow, which requires them to synchronize and communicate about their behavior.
To exemplify the previous definition, consider the connector modeled by the process p = a t b · c + d.
Informally, either this connector has flow through a and b, followed by flow through c, or it has flow
through d. We construct its a-synchronous region starting from the singleton set Xa = {a} (first rule).
Subsequently, due to the multi-action a t b, we add b to this set (second rule). The transition system of
p contains a state with two outgoing transitions: one labeled by a t b, the other labeled by d. Hence,
because a ∈ Xa , we add d to Xa (third rule). This concludes the construction: Xa = Xb = Xd = {a, b, d}.
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First, we prove splitΞ (p, A, w) ' p[SPLITΞ (Ṗ, A, w)/Ṗ] for all p such that τ-free(p) and in which only Ṗ
occurs as a reference (Prem), where p[Q/R] denotes the syntactic substitution of the process reference Q for
the process reference R in p, by structural induction on p.
Base: p ∈ Seq or p = Ṗ. If p ∈ Seq, this theorem follows by Theorem 2. If p = Ṗ:
splitΞ (p, A, w)

p

=
[Q/R]

=

splitΞ (Ṗ, A, w)

split

=

Ṗ[SPLITΞ (Ṗ, A, w)/Ṗ]

SPLITΞ (Ṗ, A, w)
p

p[SPLITΞ (Ṗ, A, w)/Ṗ]

=

Step: p = p1 ⊕ p2 or p = †(p1 ) for ⊕ ∈ {·, +, k, T, |} and † ∈ {∇V , ∂B , ρR , ΓC , TI }. Suppose that this lemma
holds for p1 (IH1) and p2 (IH2). We proceed by case distinction.
Case: p = p1 ⊕ p2 .
splitΞ (p)

p

=
IH1,IH2

'

[Q/R]

=

Case: p = †(p1 ).
splitΞ (p)

p

=
IH1

'

[Q/R]

=

splitΞ (p1 ⊕ p2 )

split

=

splitΞ (p1 ) ⊕ splitΞ (p2 )

p1 [SPLITΞ (Ṗ, A, w)/Ṗ] ⊕ p2 [SPLITΞ (Ṗ, A, w)/Ṗ]
p

(p1 ⊕ p2 )[SPLITΞ (Ṗ, A, w)/Ṗ]
splitΞ (†(p1 ))

split

=

=

p[SPLITΞ (Ṗ, A, w)/Ṗ]

† (splitΞ (p1 ))

†(p1 [SPLITΞ (Ṗ, A, w)/Ṗ])
†(p1 )[SPLITΞ (Ṗ, A, w)/Ṗ]

p

=

p[SPLITΞ (Ṗ, A, w)/Ṗ]

Recall Ṗ 7→ ṗ (such that only Ṗ occurs as a process reference in ṗ—see Section 2) and SPLITΞ (Ṗ, A, w) 7→
splitΞ ( ṗ, A, w). To establish the equality of ṗ and splitΞ ( ṗ, A, w), i.e., ṗ[SPLITΞ (Ṗ, A, w)/Ṗ], we must show
that there exists a process operator Φ of which Ṗ and SPLITΞ (Ṗ, A, w) are fixed points (see also Section 9.6
in [9]). Let Φ = λ Z • ṗ[Z/Ṗ]. It follows that Ṗ = Φ Ṗ and that SPLITΞ (Ṗ, A, w) = Φ SPLITΞ (Ṗ, A, w).

Figure 9: Proof of Theorem 3
We define the set of the synchronous regions of the connector modeled by a process p as
S
X = a∈Acts(p) {Xa }
and the set containing its asynchronous regions as
Y = {(a, b) | connected(a, b) and a ∈ X and b ∈ X 0 and X 6= X 0 and X, X 0 ∈ X },
where connected(a, b) denotes that the ends a and b belong to the same channel.

5.2

Splitting Connectors

We set out to establish the soundness of splitting connectors along the boundaries of their (a)synchronous
regions. However, we can split any (syntactically τ-free) process along any set of actions by Theorem 3.
This suggests that regardless of its (a)synchronous regions, one can split a connector in any possible way
and preserve its original semantics. While true in theory, there is a catch for implementations of splitted connectors in practice: the parallel composition of the isolation and the coisolation of a connector
process must synchronize, represented by the ? operator in Definition 3. Depending on the particular implementation approach, which in turn may depend on the underlying hardware architecture (see
Section 1), performing ? at run-time may cost an unreasonable amount of resources, if possible at all.
Next, we demonstrate that arbitrary splitting, therefore, makes no sense in practice despite its theoretical
validity. Splitting based on (a)synchronous regions, in contrast, does.
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We start with an example of splitting based on (a)synchronous regions. Suppose that we split
fifo1ha, bi into two parts: one part contains only a, while the other part contains only b. Recall from Section 3 that the semantics of this channel is given by the process definition Fifo1ha; bi 7→ a · b · Fifo1ha; bi.
Splitting along {a} (or equivalently, along {b}) yields:
SPLITΞ (Fifo1ha; bi, {a}, ε) 7→ splitΞ (a · b · Fifo1ha; bi, {a}, ε)
= splitΞ (a · b, {a}, ε) · splitΞ (Fifo1ha; bi, {a}, ε)
= ?Ξ (a t ξε (a) ·
ξ ε (b) k
ξ ε (a) · b t ξε (b) ) · SPLITΞ (Fifo1ha; bi, {a}, ε))

with Ξ = (Fifo1ha; bi 7→ a · b · Fifo1ha; bi, {a, b}, tau, ξ, ξ). Here, ? represents the asynchronous region
of fifo1ha; bi. Suppose that we want to implement p = atξε (a)·ξ ε (b) and q = ξ ε (a)·btξε (b) such that,
when run in parallel, they behave as a · b. These implementations should perform the synchronization
implied by ?. Recall from Section 4 that intuitively, ξε (a) represents the act of “disseminating the
performance of a,” while ξ ε (a) represents the act of “discovering the performance of a.” Thus, the
implementation of p should: (1) accept data on a and disseminate this acceptance, and (2) discover the
dispersal of data on b. Meanwhile, the implementation of q should: (1) discover the acceptance of data
on a, and (2) dispense data on b and disseminate this dispersal. Thus, in each step, the implementations
of p and q require only unidirectional communication about their behavior to synchronize: first, the
implementation of p performs ξε (a) and the implementation of q takes notice of this (by performing
ξ ε (a)); afterwards, p and q switch roles to perform ξ ε (b) and ξε (b). This shows that synchronous regions
can decide on their behavior independently of each other: the region {a} does not need to know that the
region {b} dispenses data before it can accept data—it can decide to do so without communication.
In practice, this can yield performance improvements: although the isolation and the coisolation of
a process p have the same transition system modulo transition labels, benefits can arise if one composes
them in parallel with another split process q. In that case, there may exist a transition t of the (co)isolation
of p that can proceed independently—without communication among the ends involved—of a transition
t 0 of the (co)isolation of q. Without splitting, in contrast, communication among those ends must always
take place to decide on whether to behave according to t, t 0 , or both. For instance, if we put two split
fifo1 instances in sequence (as in Figure 1a), the source end a of the first fifo1 can proceed independently
of the sink end b of the second fifo1. This means that, if empty, the first fifo1 can accept a data item on a
(and place it in its buffer) without communicating with b. Similarly, if full, the second fifo1 can dispense
a data item on b (and remove it from its buffer) without communicating with a. In contrast, if we put two
unsplit fifo1 instances in sequence, the source end a and the sink end b communicate with each other to
decide on their joint behavior, even though the behavior of those ends does not depend on each other. By
splitting, one avoids this unnecessary communication, reducing resource consumption at runtime.
To demonstrate that splitting arbitrarily makes no sense, suppose that we split syncha, bi into two
parts: one part contains only a, while the other part contains only b. Recall from Section 3 that the
semantics of this channel is given by the process definition Syncha; bi 7→ a t b · Syncha; bi. Splitting
along {a} (or equivalently, along {b}) yields:
SPLITΞ (Syncha; bi, {a}, ε) 7→ splitΞ (a t b · Syncha; bi, {a}, ε)
= splitΞ (a t b, {a}, ε) · splitΞ (Syncha; bi, {a}, ε)
= ?Ξ (a t ξε (a) t
ξ ε (b) k
ξ ε (a) t b t ξε (b) ) · SPLITΞ (Syncha; bi, {a}, ε)

with Ξ = (Syncha; bi 7→ a t b · Syncha; bi, {a, b}, tau, ξ, ξ). Now, similar to the previous example, suppose that we want to implement p = a t ξε (a) t ξ ε (b) and q = ξ ε (a) t b t ξε (b) such that, when run

S.-S.T.Q. Jongmans, D. Clarke & J. Proença

93

in parallel, they behave as a t b. As before, these implementations should perform the synchronization
implied by ?. Thus, the implementation of p should accept data on a, disseminate this acceptance, and
discover the dispersal of data on b. Meanwhile, the implementation of q should discover the acceptance
of data on a, dispense data on b, and disseminate this dispersal. All of these actions must occur at the
same time. This means that, in contrast to our previous example, the implementations of p and q must
engage in bidirectional communication with each other about the acceptance of data on a and the dispersal of data on b. This suggests that the two ends of syncha, bi must synchronize with each other—they
belong to the same synchronous region and cannot decide on their behavior independently—making it
unreasonable to split them in the first place: the communication necessary to realize the synchronization
necessary inflicts overhead, making it more attractive to run the original syncha, bi without splitting.
Depending on the hardware architecture, one can implement unidirectional communication efficiently; we sketch an implementation of the split fifo1ha, bi on a shared memory machine with multithreading. First, we instantiate two threads, A and B, for the processes p = a t ξε (a) · ξ ε (b) and
q = ξ ε (a) · b t ξε (b). Every multi-action α translates to the atomic execution of a block of code representing the actions occurring in α. We implement the action ξε (a) as setting a shared Boolean flag and
the action ξ ε (a) as waiting for the value of this flag to change. Once the latter happens, thread B unsets
the flag and knows that thread A has accepted data from a. Subsequently, it can dispense the data on b
and set another shared flag for the actions ξε (b) and ξ ε (b). In general, rather than simple Boolean flags,
threads can share more complex data structures to keep track of which actions they have performed.
Now, suppose that fifo1ha, bi constitutes some arbitrarily large connector with a distributed implementatation across multiple machines in a network. In the standard distributed approach (see Section 1),
the implementation of fifo1ha, bi has to share information with each of its neighbors in every step. We
can reduce the amount of communication necessary for this sharing (and improve performance) by using
the implementation of the split fifo1ha, bi as described above (under the assumption that the machine on
which we run this implementation features multi-threading and shared memory). The validity of doing
this follows from Theorem 3: ∂B (ΓC (· · · k Fifo1ha, bi k · · · )) ' ∂B (ΓC (· · · k SPLITΞ (Fifo1ha, bi) k · · · )).

6

Future Work

We identify three main directions for future work.
• Implementing the splitting procedure to facilitate automatic splitting of processes, as well as a tool
for the automatic detection of (a)synchronous regions of Reo connectors. Combined, they allow
us to mechanically split connectors along their (a)synchronous regions. We can then integrate this
in one of the code generation frameworks currently under development for Reo.
• Extending the splitting procedure to full mCRL2, including data and time. We see no fundamental
difficulties along this path, although we expect the technical details and proofs to involve rather
cumbersome derivations.
• Investigating other ways of splitting processes. The procedure we introduced in this paper splits
processes in a synchronous manner, meaning that the action ξw (a) occurs at the same time as the
action a itself. We imagine at least two other ways of splitting processes. In one approach, ξw (a)
occurs after a but before the next action. Then, the process q = a · b has a · ξw (a) · ξ w (b) as its
{a}-isolation (instead of a t ξw (a) · ξ w (b). In another approach, ξw (a) occurs after a but possibly
concurrently with the next action. Then, q has a · (ξw (a) k ξ w (b)) as its isolation. We spectulate
that these splitting approaches are sound only under equivalences weaker than strong bisimulation.
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This line of research seems related to existing work on delay-insensitive circuits (e.g., [20]) and
desynchronization (e.g., [3, 7]), the derivation of an asynchronous system from a synchronous
system: for the class of desynchronizable systems, the original synchronous system and the newly
constructed asynchronous system are semantically equivalent. If we use the splitting procedure
presented in our paper to obtain such an original synchronous system, we may use—perhaps with
modifications—results from desynchronization for our splitting purpose.
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[6] Dave Clarke & José Proença (2012): Partial Connector Colouring. In Marjan Sirjani, editor: Coordination
Models and Languages, LNCS 7274, Springer, pp. 59–73, doi:10.1007/978-3-642-30829-1 5.
[7] Clemens Fischer and Wil Janssen (1996): Synchronous development of asynchronous systems. In Ugo Montanari & Vladimiro Sassone, editors: CONCUR, LNCS 1119, Springer, pp. 735–750, doi:10.1007/3-54061604-7 87.
[8] Jan Friso Groote, Aad Mathijssen, Michel Reniers, Yaroslav Usenko & Muck van Weerdenburg (2007):
The Formal Specification Language mCRL2. In: Proceedings of MMOSS 2007, pp. 1–34. Available at
http://drops.dagstuhl.de/opus/volltexte/2007/862/.
[9] Jan Friso Groote & Mohammad Reza Mousavi (2010): Modelling and Analysis of Communicating Systems.
Available at http://www.win.tue.nl/~jfg/educ/2IW26/herfst2011/mcrl2-book.pdf. To appear.
[10] Sung-Shik Jongmans & Farhad Arbab (2012): Overview of Thirty Semantic Formalisms for Reo. SACS
22(1), pp. 201–251, doi:10.7561/SACS.2012.1.201.
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CC (α)


CC1 (CC2 (α)) if C = C1 ∪C2 and C1 6= 0/ and C2 6= 0/
= b t CC (α \ β ) if C = {β → b} and β v α

α
otherwise
for C ⊆ MAct × Act a set of communications

n(p)
⇓(V )


if p = α
{α}
if p ∈ {τ, δ }
= 0/

n(q) ∪ n(r) if p = q ⊕ r with ⊕ ∈ {+, ·}
= {β v α | α ∈ V } \ {τ}

dom(C) =

for V ⊆ MAct a set of multi-actions



dom(C1 ) ∪ dom(C2 ) if C = C1 ∪C2 and C1 6= 0/ and C2 6= 0/
{β }
if C = {β → b}

for C ⊆ MAct × Act a set of communications

Figure 10: Auxiliary functions.
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A

Axiomatization

Every process has an associated transition system describing its semantics (see [8] for the SOS rules).
Let ' denote equality of processes. Figure 11 shows a sound and complete axiomatization—for strong
bisimulation—of the operators shown in Figure 2. Figure 11b axiomatizes two additional operators on
multi-actions. Informally, the operator \ subtracts the multi-action on its right-hand side from the multiaction on its left-hand side; the operator v checks if the multi-action on its right-hand side contains the
multi-action on its left-hand side.
The axioms C1 and CL1 in Figure 11d refer to several auxiliary functions; Figure 10 shows their
definitions. The function CC applies the communications in a set C to a multi-action. The function n
maps a basic process p to its alphabet, i.e., the multi-actions that occur in p. The function ⇓ maps a set
of multi-actions V to those nonempty multi-actions contained in at least one multi-action in V . Finally,
the function dom maps a set of communications C to their domains.
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Appendix

MA1 α t β ' β t α
MA2 (α t β ) t γ ' α t (β t γ)
MA3 α t τ ' α
A1 p + q ' q + p
A2 p + (q + r) ' (p + q) + r
A3 p + p ' p
A4 (p + q) · r ' p · r + q · r
A5 (p · q) · r ' p · (q · r)
A6 p + δ ' p
A7 δ · p ' δ

MD1
MD2
MD3
MD4
MD5

τ \α ' τ
α \τ ' α
α \ (β t γ) ' (α \ β ) \ γ
(a t α) \ a ' α
(a t α) \ b ' a t (α \ b) if a 6= b

MS1
MS2
MS3
MS4

τ v α ' true
α v τ ' false if α 6' τ
atα v atβ ' α v β
atα v btβ '
a t (α \ b) v β if a 6= b

(a) Axioms for multi-actions and for the basic operators.

M
LM1
LM2
LM3
LM4
S1
S2
S3
S4
S5
S6
S7

(b) More axioms for multi-actions.

V1 ∇V (α) ' α if α ∈ V ∪ {τ}
V2 ∇V (α) ' δ if α ∈
/ V ∪ {τ}

pkq ' pTq+qT p+ p | q

αδ T p ' αδ · p
δTp'δ
α · p T q ' α · (p k q)
(p + q) T r ' p T r + q T r

p|q'q| p
(p | q) | r ' p | (q | r)
p|τ ' p
αδ | δ ' δ
(α δ · p) | β δ ' α δ | β δ · p
(α δ · p) | (β δ · q) ' α δ | β δ · (p k q)
(p + q) | r ' p | r + q | r

B1
B2
B3
B4

∂B (τ) ' τ
∂B (a) ' a if a ∈
/B
∂B (a) ' δ if a ∈ B
∂B (α | β ) ' ∂B (α) | ∂B (β )

R1
R2
R3
R4

ρR (τ) ' τ
ρR (a) ' b if a → b ∈ R for some b
ρR (a) ' a if a → b ∈
/ R for all b
ρR (α | β ) ' ρR (α) | ρR (β )

C1 ΓC (α) ' CC (α)
CL1 ΓC (p) ' p if ⇓(n(p)) ∩ dom(C) = 0/

SMA α | β ' α t β
(c) Axioms for the parallel operators.

(d) Axioms for the additional operators.

For all † ∈ {∇V , ∂B , ρR , ΓC },
V3, B5, R5, C2 †(δ ) ' δ
V4, B6, R6, C3 †(α + β ) ' †(α) + †(β )
V5, B7, R7, C4 †(α · β ) ' †(α) · †(β )
(e) More axioms for the additional operators.

H1
H2
H3
H4
H5
H6
H7

TI (τ) ' τ
TI (a) ' τ if a ∈ I
TI (a) ' a if a ∈
/I
TI (α | β ) ' TI (α) | TI (β )
TI (δ ) ' δ
TI (α + β ) ' TI (α) + TI (β )
TI (α · β ) ' TI (α) · TI (β )

(f) Axioms for the abstraction operator.

Figure 11: Axioms.
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We employ supervisory controllers to safely coordinate high-level discrete(-event) behavior of distributed components of complex systems. Supervisory controllers observe discrete-event system
behavior, make a decision on allowed activities, and communicate the control signals to the involved
parties. Models of the supervisory controllers can be automatically synthesized based on formal
models of the system components and a formalization of the safe coordination (control) requirements. Based on the obtained models, code generation can be used to implement the supervisory
controllers in software, on a PLC, or an embedded (micro)processor. In this article, we develop a
process theory with data that supports a model-based systems engineering framework for supervisory
coordination. We employ communication to distinguish between the different flows of information,
i.e., observation and supervision, whereas we employ data to specify the coordination requirements
more compactly, and to increase the expressivity of the framework. To illustrate the framework,
we remodel an industrial case study involving coordination of maintenance procedures of a printing
process of a high-tech Océ printer.

1

Introduction

Traditional software development techniques proved insufficiently flexible for development of quality
control software, establishing the latter as an important bottleneck in design and production of complex
high-tech systems [13]. This gave rise to supervisory control theory of discrete-event systems [20, 8]
that studies automatic synthesis of (discrete-event) models of supervisory control software.

1.1 Supervisory Control
Supervisory controllers safely coordinate high-level system behavior, relying on observations made regarding the discrete(-event) system behavior by using sensory information, as depicted in Figure 1a).
Based upon the observed signals, the supervisory controllers make a decision on which activities are
allowed to be carried out safely, and send back control signals to the hardware actuators. By assuming
that the supervisory controller reacts sufficiently fast on machine input, one can model this supervisory
control feedback loop as a pair of synchronizing processes [20, 8]. The model of the machine, which is
referred to as plant, is restricted by the model of the controller, referred to as supervisor. The synchronization of the supervisor and the plant, results in the supervised plant, which models the supervisory
control loop, i.e., it specifies the behavior of the supervised system.
The activities of the machine are modeled as discrete events, whereas the supervisor is a process that
synchronizes with the plant, and traditionally, it disables events by not synchronizing with them, whereas
it enables events by synchronizing with them [20, 8]. As a result, the supervisor comprises the complete
∗ Supported
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Figure 1: a) Supervisory control; b) Supervisory control feedback loop with data-based observations
history of the supervised system, i.e., it enumerates the state space of the supervised system [8, 3]. The
events are split into controllable events, which can be disabled by the supervisor in order to prevent
potentially dangerous or otherwise undesired behavior, and uncontrollable events, which must never
be disabled by the supervisor. The former model activities over which control can be exhibited, like
interaction with the actuators of the machine, whereas the latter model activities beyond the control
of the supervisor, like observation of sensors or user interaction with the environment. Moreover, the
supervised plant must also satisfy the control requirements, which model the safe or allowed behavior of
the machine. In addition, it is typically required that the supervised plant is nonblocking, meaning that it
comprises no deadlock and no livelock. To this end, every state is required to be able to reach a so-called
marked or final state [20, 8], which denote states in which the plant is considered to have successfully
completed its execution. The conditions that ensure the existence of such a supervisor are referred to as
(nonblocking) controllability conditions [20, 8].

1.2 Motivation and Contributions
Our initial motivation for developing a process theory that distinguishes between the different flows of
information between the plant and the supervisor is the oversimplification of the modeling of the supervisory control loop in the original proposal of [20, 8]. This manner of representation of this communication, by means of synchronizing action using automata-style synchronization, still prevails in modern
state-of-the-art approaches, like [11, 9, 19, 24]. This is duely noted in [5], where a proposal is given to
separate the different flows of information and to give a separate characterization of the process forms of
the plant and the supervisor.
The approach investigated in [5] relies on propositional signals that stem from the states such that
the supervisor has (intrinsic) knowledge regarding the state of the plant. Typically, state- or data-based
approaches to supervisory control [14, 15, 8] require the use of an observer, which represents an addition
to the plant as depicted in Figure 1b). The observer derives the state of the plant based on the history of
observed events such that it can be directly communicated to the supervisor and employed for supervision. There are a couple of issues in the proposal of [5] when attempting to employ the process theory for
modeling of supervisory control loops similar to the one depicted in Figure 1b). Namely, the semantics
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of the propositional signals relies on a predefined nondeterministic valuation effect function that updates
the propositional signals based on the label of the taken transition and a set of possible future propositional signals [5]. This inevitably leads to unnecessary nondeterministically-chosen deadlock states
when the intended propositional signal is not observed, making these deadlock states hard to interpret in
a supervisory control setting. In addition, the observation of signals implicitly implies that the supervisor
observes the state of the plant, not distinguishing between the plant and the observer. Admittedly, this
is a standard practice, especially when modeling complex systems and development of compact and approachable models is of interest. Nonetheless, the underlying process theory should depict these nuances
in a subtler manner.
To address the issues outlined above, we propose to replace and extend the propositional signals with
variable assignments, which dynamically determine the valuation effect function resolving the first issue.
As a welcome side effect, we obtain a compacter set of operational rules than the one presented in [5].
Moreover, by not having to implicitly couple the semantics of states with propositional signals, we have
the option to model observers either as an intrinsic (integrated) part of the plant or as a separate process.
In the setting of this paper, we rely on data-based observations, as depicted in Figure 1b). As discussed,
the plant is augmented with an observer process, which may assign auxiliary data variables, based on the
history of observed event. These data is required by the supervisor in order to make the correct control
decision. We illustrate the situation by an example.
gotoA?

a)

arrivedA!

gotoB?

arrivedB!

L A:
gotoA!

arrivedA?
L=A
arrivedB?
L=B
b)

c)

L B:
gotoB!

Figure 2: a) A plant that models the behavior of an automated guided vehicle; b) An observer that keeps
track of the location of the vehicle of a); c) A supervisor that ensures proper coordination of the vehicle
of a)
Example 1 Let us assume that we have an automated guided vehicle that is capable of traveling to two
positions, say A and B. We can issue two commands to the vehicle, namely gotoA and gotoB, so that
the vehicle travels to A and B, respectively. When the vehicle arrives at the corresponding location, it
reports back using the sensor signals arrivedA and arrivedB, respectively. We can model the behavior of
this vehicle using the simple transition system, depicted in Figure 2a). Note that we distinguish between
the direction of communicated commands and signals. By event? we denote a recipient party of the
communication, and by event! we denote a sender party. We employ generic communication events, e.g.,
event!2 ?3 denotes a resulting communication event that occured between two sender and three recipient
parties.
Now, suppose that we wish to coordinate the movement of this vehicle, such that if the vehicle is
at location X , then we do not issue a redundant command that sends the vehicle to the location X , for
X ∈ {A, B}. Obviously, by employing only the transition system in Figure 2a) such coordination is not
possible, since the model of the behavior of the vehicle does not comprise information regarding the
location of the vehicle. To this end, we need an observer, which updates a variable, say L, with respect to
the current location of the vehicle, as depicted in Figure 2b). The observer waits for confirmation signal,
sent from the vehicles, that it has reached the corresponding location in order to update its status. By
employing this location information, the supervisor can make the correct decision on which command is
allowed to be issued.
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Now, we can state the coordination or control requirements, based on the data observations as:
if L = X, then the event gotoX should not be enabled, for X ∈ {A, B}. By employing these control
requirements, we can synthesize the supervisor depicted in Figure 2c). We note that the supervisor
enables the movement commands, relying on guards that observe the shared location variable that is
provided by the observer.
To capture the controllability conditions involving the plant, the control requirements, and the supervisor we rely on a behavioral preorder termed partial bisimulation. In essence, we employ this preorder
to state a relation between the supervised plant and the original plant allowing controllable events to be
simulated, while requiring that uncontrollable event are bisimulated. This ensures that the supervisor
does not disable uncontrollable events, while preserving the branching structure of the plant. Previous
proposals like [11] and [19] rely on the process theory CSP [12], whereas other approaches rely on
trace-based notions to capture controllability [9, 24]. In [11] the theory is extended with a specialized
prioritized communication operator that captures the communication between the plant and the supervisor, later replaced by a refinement relation in failure semantics [19]. The control requirements depend on
the observed data, and they are given in terms of global invariants that depend on the allowed data assignments, or they specify when a given event is allowed or disallowed, similarly to the informal specification
of the control requirements in Example 1.
In the remainder of this paper, we first present the process theory and, thereafter, we discuss its application in a model-based systems engineering framework for supervisory coordination and control. To
illustrate the framework, we revisit a case study that deals with coordination of maintenance procedures
of a printing process of an Océ prototype printer [16]. The control problem is to synthesize a supervisory
coordinator that ensures that quality of printing is not compromised by timely performing maintenance
procedures, while interrupting ongoing print jobs as little as possible. Unlike previous attempts [5], we
parameterize the model to handle multiple maintenance procedures concurrently. Due to confidentiality
issues, we can only present an (obfuscated) part of the case study.

2

Communicating Processes with Data

To model data elements and guards, we extend the process theories BSPk of [3] and TCP* of [5], thus
obtaining communicating processes with data. The result is a process theory encompassing successful
termination that indicates final or marked states [20, 8], which model that the plant can successful terminate its execution; generic communication action prefixes with data assignments, which model activities
of the plant and enable a dynamic valuation effect function; guarded commands, which condition transitions based on data assignments, and enable data observation and support supervision; sequential composition, which is an auxiliary operator required for definition of recursive processes; iteration to specify
recurring behavior; and ACP-style parallel composition with synchronization [20] and encapsulation,
which model together a flexible coupling in the feedback control loop based on given communication
parties. We note that additional process operations can be easily added in the vein of [2, 5].
We remark that the synthesis tool Supremica [1], which we employ in the implementation of the
model-based system engineering framework, supports the automata-like synchronization of [20, 8],
which is standardly used in supervisory control theory. Moreover, there exists no distinction between
sender and receiver parties in the parallel composition. The automata-like parallel composition synchronizes on all events from all processes that are in the common alphabet, whereas the remainder of the
events is interleaved. It is not difficult to show, e.g., in the vein of [7], that our setting subsumes this
parallel composition.
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2.1 Syntax
In principle, we allow data elements to be of any type, given by the set D, even though only finite integer
and enumerated types are currently supported by the synthesis tool [1]. By V, we denote the set of data
variables, and by F, data expressions involving standard arithmetical operations supported by Supremica [1]. The arithmetical operations are evaluated with respect to e : F → D. The guarded commands
are given as Boolean formulas, whereas the atomic propositions are given by the predicates from the set
{<, ≤, =, 6=, ≥, >} and the logical operators are given by {¬, ∧, ∨, ⇒}, denoting negation, conjunction,
disjunction, and implication, respectively. We use B to denote the obtained Boolean expressions, which
are evaluated with respect to a given valuation v : B → {false, true}, where false denotes the logical value
false, and true the logican value true. To this end, we update variables by a partial variable update function f : V ⇀ D. The updating of variables is coupled with the action transitions that are labeled by actions
from the set A. The set A is formed by all possible communication actions over a set of channels H, i.e,
A , {c!m ?n | m, n ∈ N, c ∈ H}. We write c!n for c!n ?0 and c?n for c!0 ?n for n ∈ N and c ∈ H, and we write
c! for c!1 and c? for c?1 . The set of process terms T is induced by T , given by:
T ::= 0 | 1 | a[ f ].T | φ :→ T | ∂H (T ) | T + T | T · T | T ∗ | T k T
where a ∈ A, f : V ⇀ F, φ ∈ B, and H ⊆ A. Each process p ∈ T is coupled with a global variable
assignment environment that is used to evaluate the guards and keeps track of updated variables, notation
hp, (α , ρ )i ∈ T×Σ for Σ = (V → F)×V. By α : V → F we denote the assignment of the variables in order
to consistently evaluate the guards, whereas the predicate ρ ⊆ V keeps track of the updated variables,
which is needed for correct synchronization. We write σ = (α , ρ ) for σ ∈ Σ, when the components of the
environment are not explicitly required. The initial assignment σ0 = (α0 , D(α0 )), where D( f ) denotes
the domain of the function f , provides the initial values of all variables that the process comprises.
The theory has two constants: 0 denotes deadlock that cannot execute any action, whereas 1 denotes
the option to successfully terminate. The action-prefixed process with variable update, corresponding
to a[ f ].p, executes the action a, while updating the data values according to f , and continues behaving
as p. The guarded command, notation φ :→ p, specifies a guard φ ∈ B that guards a process p ∈ T. If
the guard is successfully evaluated, the process continues behaving as p ∈ T or, else, it deadlocks. The
encapsulation operator ∂H (p) encapsulates the process p in such a way that all communication actions in
H that are considered as incomplete are blocked, so that the desired type of communication is enforced.
For example, if we were to enforce communication between k processes over channel c, then H = {c!m ?n |
0 < m + n, m + n 6= k}. The sequential composition p · q executes an action of the first process, or if
the first process successfully terminates, it continues to behave as the second. The unary operator p∗
represents iteration, or the Kleene star, that unfolds with respect to the sequential composition. The
alternative composition p + q makes a nondeterministic choice by executing an action of p or q, and
continues to behave as the remainder of the chosen process. The binary operator p k q denotes parallel
composition with generic communication actions, where the actions of both arguments can always be
interleaved or, alternatively, communication can take place over common channels, keeping track of the
number of involved sender and receiver parties.

2.2 Structural Operational Semantics
We give semantics in terms of labeled transition systems coupled with a environment that keeps track of
the valuation of the data variables and the updated variables. The states of the labeled transition systems
are labeled by the process terms themselves, and the dynamics of the process is given by a successful
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1

2

h1, σ i ↓
a

5 (6)

ha[ f ].p, (α , ρ )i −→ hp, (α {{X7→e( f (X)) | X∈D( f )}}, D( f ))i

hp, σ i −→ hp′ , σ ′ i
a

hp + q, σ i −→ hp′ , σ ′ i

10

hp∗ , σ i ↓

11

c! ?

15

7

a

hp, σ i ↓, hq, σ i ↓
hp · q, σ i ↓

8

a

hp, σ i −→ hp′ , σ ′ i
a

hp∗ , σ i −→ hp′ · p∗ , σ ′ i

12

c! ?

hp, σ i ↓, hq, σ i −→ hq′ , σ ′ i
a

hp · q, σ i −→ hq′ , σ ′ i

hp, σ i ↓, hq, σ i ↓
hp k q, σ i ↓

13 (14)

k ℓ
m n
hp′ , (α ′ , ρ ′ )i, hq, σ i −→
hq′ , (α ′′ , ρ ′′ )i, α ′ |ρ ′ ∩ρ ′′ = α ′′ |ρ ′ ∩ρ ′′
hp, σ i −→

hp k q, σ i −→ hp′ k q′ , (α ′ {α ′′ |ρ ′′ \ρ ′ }, ρ ′ ∪ ρ ′′ )i
a

hp, σ i −→ hp′ , σ ′ i, v(φ ) = true
a

hφ :→ p, σ i −→ hp′ , σ ′ i

18

hp, σ i ↓
h∂H (p) , σ i ↓

hp, σ i ↓
hp + q, σ i ↓
a

hp, σ i −→ hp′ , σ ′ i

9

a

hp · q, σ i −→ hp′ · q, σ ′ i
a

hp, σ i −→ hp′ , σ ′ i
a

hp k q, σ i −→ hp′ k q, σ ′ i
16

c!k+m ?ℓ+n

17

3 (4)

a

hp, σ i ↓, v(φ ) = true
hφ :→ p, σ i ↓

a

19

hp, σ i −→ hp′ , σ ′ i, a 6∈ H
a

h∂H (p) , σ i −→ h∂H (p′ ) , σ ′ i

Figure 3: Operational rules
termination option predicate ↓ ⊆ T × Σ, that plays the role of final or marked states for nonblocking
supervision [20, 8], and an action transition relation −→ ⊆ (T × Σ) × A × (T × Σ). We write hp, σ i↓ for
a
hp, σ i ∈ ↓ and hp, σ i −→ hp′ , σ ′ i for (hp, σ i, a, hp′ , σ ′ i) ∈ −→.
To present concisely the update of the assignments, we introduce several auxiliary operations. We
write f |C for the restriction of the function f to the domain C ⊆ D( f ), i.e., f |C , {x 7→ f (x) | x ∈
C}. Also, we introduce the notation f { f1 } . . . { fn }, where f : A → B and fi : A ⇀ B for 1 ≤ i ≤ n are
partial functions with mutually disjoint domains, i.e., D( fi ) ∩ D( f j ) = 0/ for i 6= j. For every x ∈ A,
we have that f { f1 } . . . { fn }(x) = f j (x), if there exists some j such that 1 ≤ j ≤ n and x ∈ D( f j ), or
f { f1 } . . . { fn }(x) = f (x) otherwise. We define ↓ and −→ using structural operational semantics [2],
depicted by the operational rules in Figure 3. We note that symmetrical rules are not depicted, and their
number is only denoted in brackets next to the number of the rule that is to be applied for the process on
the left side of the operation.
Rule 1 states that the termination constant has the option to successfully terminate. Rule 2 states that
the action prefix enables action transitions, whereas the target assignment must be updated accordingly.
Namely, the variables in the domain of the partial variable assignment function are updated with the
evaluated data expression. Rules 3 and 4 state that the alternative composition can successfully terminate
if one of its summands has the option to successfully terminate. Similarly, action transitions are possible
in the alternative composition if one of its summands can perform them, as given by rules 5 and 6.
Rule 7 states that the sequential composition has a termination option if both of its components have a
termination option. If the first component terminates, then the sequential composition continues behaving
as the second component, as given by rule 8. If the first component can perform an action transition, then
the target process sequentially composes the target of the action transition of the first component with
the second component, as given by rule 9. Iteration always has a termination option as given by rule 10,
because of properties of composition of recursive processes [2]. Rule 11 shows that iteration unfolds
with respect to sequential composition. Rule 12 states that the parallel composition can successfully
terminate only if both of its components have successful termination options. Rules 13 and 14 enable
interleaving in the parallel composition, even interleaving of transitions that stem from the same channel.
Synchronizing of action transitions is possible for action that stem from the same channel as depicted
by rule 15. The resulting communication action must account for the accumulative number of sender

J. Markovski

103

and receiver communication parties. The sets ρ ′ and ρ ′′ identify the updated variables, so the common
updated variables are given by ρ ′ ∩ ρ ′′ . The target environment updates the target environment of the
first component with the remaining target environment of the second component, which can also be done
symmetrically with respect to the second component. Rules 16 and 17 state that if the propositional
guard is successfully evaluated, then the guarded command can successfully terminate or perform an
action transition, respectively, provided that the guarded process can do so. Rule 18 states that successful
termination is not affected by the encapsulation operator, whereas rule 19 states that all actions in the
parameter set H ⊆ A are blocked.

2.3 Partial Bisimulation
The behavioral relation that we employ is an extension of partial bisimulation [3], which is able to handle
data and variable assignments. Here, we directly employ the approach of [6, 2], where this extension is
shown for bisimulation.
A relation R ⊆ T × T is said to be a partial bisimulation with respect to a bisimulation action set B ⊆
A, if for all (p, q) ∈ R and σ ∈ Σ, it holds that:
1. hp, σ i ↓ if and only if hq, σ i ↓;
a

a

b

b

2. if hp, σ i −→ hp′ , σ ′ i for a ∈ A, then there exist q′ ∈ T and σ ′ ∈ Σ such that hq, σ i −→ hq′ , σ ′ i and
(p′ , q′ ) ∈ R;
3. if hq, σ i −→ hq′ , σ ′ i for b ∈ B, then there exist p′ ∈ T and σ ′ ∈ Σ such that hp, σ i −→ hp′ , σ ′ i and
(p′ , q′ ) ∈ R.
If R is a partial bisimulation relation such that (p, q) ∈ R, then p is partially bisimilar to q with respect to
B and we write p B q. If q B p holds as well, we write p ↔B q.
It is not difficult to show that partial bisimilarity is a preorder for the process terms in T [7] following
the guidelines of [6]. In addition, following the guidelines of [21], it can be shown that B is a partial
bisimulation relation with respect to B ⊆ A. Thus, we obtain the partial bisimulation preorder and equivalence, similarly as for simulation preorder and equivalence [10]. Moreover, the partial bisimulation
preorder can be shown a precongruence for the considered processes operations following the guidelines
of [7, 3], where a suitable extension to the tyft format for structural operational semantics with data
of [18] is proposed. Consequently, the partial bisimulation equivalence is a congruence, which enables
us to build a standard term model using the quotient algebra modulo ↔B in the vein of [2]. Finally, we
note that p ↔A q amounts to bisimulation [3], whereas p 0/ q reduces to simulation preorder [3] and
p ↔0/ q reduces to simulation equivalence [3] for processes with data [2, 10].

3

A Process-Theoretic Approach to Supervisory Coordination

First, we characterize the process terms that can be used to specify the plant and the supervisor. Thus,
we distinguish between the two different flows of information on syntactic level. We employ the notion
of partial bisimulation to define the relationship between the plant and the supervisor in order to ensure
that the supervisor does not disable any uncontrollable events. Thereafter, we identify a set of data-based
control requirements that are typically employed in specification documents. Finally, we describe the
model-based system engineering framework and we discuss its implementation.
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3.1 Plant and Supervisor Syntax
We distinguish between controllable and uncontrollable actions transitions that stem from the sets of
controllable HC and uncontrollable HU channels, where HC ∩ HU = 0/ and HC ∪ HU = H. We put C ,
{c!m ?n | m, n ∈ N, c ∈ HC } and U , {u!m ?n | m, n ∈ N, u ∈ HU }. We model marked states by adding a
successfully termination option to the corresponding state. We note that in the process theoretic setting,
successful termination plays an additional role of enabling the sequential composition of processes [2, 5],
which is not present in the automata theory of [20, 8]. We restrict the syntax of the plant and the
supervisor, given by P and S, respectively, as follows:
P ::= 0 | 1 | c?n [ f ].P | u!m ?n [ f ].P | φ :→ P | ∂H (P) | P + P | P · P | P∗ | P k P

S ::= 1 | c![0].S
/ | S + S | φ :→ S | S∗ ,

(1)

where c ∈ HC , u ∈ HU , f : V ⇀ F, m, n ∈ N, φ ∈ B, and H ⊆ A. We note that we specify a monolithic supervisor, i.e., the supervision is executed by a single process. For modular or distributed supervision [8],
the syntactic form of the supervisor from (1) should be adjusted appropriately, so that it can admit several
concurrent communicating processes.
We require the supervisor to be a deterministic process [3], which sends feedback to the plant in
terms of synchronizing controllable events, and it does not alter the state of the plant in any other way,
i.e., it comprises no variable assignments. The supervisor relies on data observation from the plant to
make supervision decisions in the vein of [17]. Thus, the supervisor observes the state of the plant,
identified by the values of the (shared) variables, and enables controllable events by synchronizing with
a corresponding sender event. It does not influence uncontrollable events, so they are safely interleaved
in the communication with the plant. Consequently, the supervisor does not have to keep a history of
events, so it can be also be defined as an iterative process, which observes assigned data by employing
guarded commands. This alternative definition is given as:
∗
/ + ψ :→ 1 ,
(2)
s = ∑c∈HC φc :→ c![0].1
where φc , ψ ∈ B for c ∈ HC . A supervisor of form (2) employs data value observation to identify the
state of the plant and send back feedback regarding controllable events by synchronizing on self loops,
/
It can potentially disable undesired termination options in states
as specified by ∑c∈HC φc :→ c![0].1.
identified by ψ ∈ B. The guards φc for c ∈ HC and ψ depict the supervision actions [17].

3.2 Supervised Plants and Controllability
If we suppose that the plant is given by p ∈ P and the supervisor is given by s ∈ S, then the supervised
plant can be specified as ∂H (p k s) in general, where the encapsulation enforces desired communication
and the set H ⊂ A comprises unfinished communication events, which differ per case. To ensure that no
uncontrollable events are disabled by the supervisor, we employ partial bisimilarity to provide a relation
between the supervised and the original plant. We note, however, that most of the other approaches,
like [20, 8, 11, 24] to name a few, employ synchronizing actions, where two transitions with the same
label synchronize in a resulting transitions, which is again labeled by that same label. In that case, the
relation can be provided directly as in [3], because the labels of the transitions in the supervised and the
original plant coincide.
In the setting of this paper, however, we have to rename certain actions in the original plant so that
we can mimic the presence of a supervisor, which is necessitated in order to make the plant operational.
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c?n [ f ]

hp, σ i↓
20
hξ (p), σ i↓

21

u!m ?n [ f ]

hp, σ i −→ hp′ , σ ′ i, c ∈ HC

22

c!?n [ f ]

hξ (p), σ i −→ hξ (p′ ), σ ′ i

hp, σ i −→ hp′ , σ ′ i, u ∈ HU
u!m ?n [ f ]

hξ (p), σ i −→ hξ (p′ ), σ ′ i

Figure 4: Renaming operation that renders the controllable communication events of the plant completed
a

23

hp, σ i |= ¬φ ⇒ −→
Y

24

a

hp, σ i |= −→ ⇒ φ

a

v(φ ) = false
a

hp, σ i |= φ ⇒ −→
Y

25

hp, σ i −→
Y

a

hp, σ i |= φ ⇒ −→
Y

26

v(φ ) = true
hp, σ i |= φ

Figure 5: Satisfiability of data-based control requirements
To this end, we employ a specific partial renaming operation ξ : T 7→ T that renders the controllable
communication actions of the plant as completed. This is in accordance with the syntax of the plant
and the supervisor specified in (1), since the plant must wait for an enabling control signal for every
controllable event. The operational rules that define the renaming operation ξ are given in Figure 4.
Now, we can specify the relation between the supervised and the original plant as:

∂H (p k s) U ξ (p).

(3)

It states that the supervised plant has controllable events enabled by the supervisor that can be simulated
by the original plant in which all controllable events have been enabled, whereas no uncontrollable events
can be disabled. We note that, in the setting of this paper, one can observe that the syntactical restrictions
imposed on the supervisor actually imply this relation.
It is not difficult to show, again in the vein of [21, 3, 7], that the traditional notions of language-based
controllability of [20, 8] for deterministic system and state controllability [17, 9, 24] for nondeterministic
systems are implied by (3).

3.3 Data-Based Control and Coordination Requirements
In the setting of this paper, we consider data-based control and coordination requirements, which are
stated in terms of boolean expressions ranging over the data variables, and may additionally specify
which events are allowed with respect to the observed data values. For a setting with event-based control
requirements, we refer the interested reader to [3], whereas for state-based control requirements, a preliminary investigation is given in [5]. The data-based control requirements, denoted by the set R, have
the following syntax induced by R:
a

a

Y
| φ,
R ::= −→ ⇒ φ | φ ⇒ −→

for a ∈ A and φ ∈ B. A given control requirement r ∈ R is satisfied with respect to the root of the process
term p ∈ T in the assignment environment σ ∈ Σ, notation hp, σ i |= r, according to the operational rules
a
a
/
depicted in Figure 5. By hp, σ i −→
Y
we denote that {hp′ , σ ′ i | hp, σ i −→ hp′ , σ ′ i} = 0.
The first form of control requirements is introduced for modeling convenience as a frequently occurring case [15] and it is equivalent to the second form, as given by rule 23. Rule 24 states that if
the state does satisfy the data assignment, then the requirement is trivially satisfied. Rule 25 states a
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Figure 6: Model-based systems engineering framework for supervisory controller synthesis
so-called state-transition exclusion requirement [15], which is satisfied if no transition with the excluded
label is possible. Rule 26 states that a state-exclusion requirement restricts the states with the given data
assignments, thus disabling unsafe or forbidden states, and must be upheld in every state. To ensure
that the control requirements are globally satisfied, we extend |= to |=∗ , which requires that the control requirements are satisfied for every reachable state. To this end, we first define a trace transition
t
relation hp, σ i −→∗ hp′ , σ ′ i for some t = a1 . . . an ∈ A∗ . If n = 0 we have the empty trace t = ε with
a3
a2
an
a1
ε
hp2 , σ2 i −→
. . . −→
hp′ , σ ′ i for
hp, σ i −→∗ hp, σ i, whereas if n > 0, then we have hp, σ i −→
hp1 , σ1 i −→
some p1 , . . . , pn−1 ∈ T, σ1 , . . . , σn−1 ∈ Σ, and a1 , . . . , an−1 ∈ A. Now, we define that p |=∗ r if q |= r for
t
every p′ ∈ T such that hp, σ i −→∗ hp′ , σ ′ i for σ , σ ′ ∈ Σ and t ∈ A∗ .
To ensure that the supervised plant respects the data-based control requirements, given by R ⊂ R, we
require that for the initial variable assignment σ0 ∈ Σ it holds that
hp k s, σ0 i |=∗

V

r∈C r.

(4)

In addition, a nonblocking supervisor must ensure that every state in the supervised plant can reach
a state that has a successful termination option, i.e., for every hp′ , σ ′ i ∈ T × Σ and t ∈ A∗ such that
t

t′

hp k s, σ0 i −→∗ hp′ , σ ′ i, there exists hp′′ , σ ′′ i ∈ T × Σ and t ′ ∈ A∗ such that hp′ , σ ′ i −→∗ hp′′ , σ ′′ i and
hp′′ , σ ′′ i↓ holds.

3.4 Model-Based Systems Engineering Framework
To structure the process of supervisory control synthesis we employ the framework depicted in Figure 6 [22, 15, 4]. The modeling process begins with an informal specification of the controlled system,
i.e., the desired product, written by domain engineers. A design of the controlled system follows, contrived by domain and software engineers together. The design most importantly defines the modeling
level of abstraction and the control architecture. Subsequently, it is used to separate the plant and the
control requirements, a joint task of domain and software engineers. Here, a decision is made to which
extent the control is managed by the software, and which part is implemented in hardware. The resulting
informal documents specify the plant and control requirements, respectively. In the following, we omit
the roles of the engineers as they are clear from the context.
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Figure 7: Modeling of the printing process function
Most plants typically contain (continuous) hybrid behavior, whereas supervisor synthesis requires a
discrete-event abstraction. The hybrid model is suitable for simulation purposes, and it can be abstracted
to a discrete-event model for synthesis purposes [20, 8]. Alternatively, a discrete-event model can be
made, and subsequently refined [23]. In the design of the plant, decisions are made on the level of
abstraction that is used, and what is significant discrete-event and hybrid behavior. In parallel, a model
of the control requirements is made following the specification documents. The discrete-event model
of the plant, together with the model of the control requirements, are input to the synthesis tool, which
automatically synthesizes a supervisor.
Software-in-the-loop simulation is used to validate the supervisor coupled with a hybrid model of
the plant, and hardware-in-the-loop simulation can be used to validate the supervisor against a prototype
of the plant. If the validation is not satisfactory, the control requirements and/or the plant model need
to be remodeled or redefined. In certain cases, a complete revision proves to be necessary, which might
even require redefining the specification of the whole controlled system. Finally, the control software is
generated automatically, based on the validated models. Note that software engineers in the framework
act more as ‘model’ engineers, shifting their focus from writing code to modeling.
We opt for Supremica [1] as a synthesis tool because it provides the greatest modeling convenience
and range of options with respect to specifying plants with data and optimized synthesis procedures [17].
We remark that the state-of-the-art synthesis tools support the prevailing automata-style specifications
and composition [1, 8]. To be able to execute industrial case studies, we are impelled to translate the
original process-algebraic specification to an input accepted by the tool.

4

Coordinating Maintenance Procedures of a Printing Process Function

An abstract view of the control architecture of a high-tech printer is depicted in Figure 7. Print jobs are
sent to the printer by means of the user interface. The printer controller communicates with the user
and assigns print jobs to the embedded software, which actuates the hardware to realize print jobs. The
embedded software is organized in a distributed way, per functional aspect, such as, paper path, printing
process, etc. Several managers communicate with the printer controller and each other to assign tasks to
functions, which take care of the functional aspects.
We depict a printing process function comprising several maintenance operations in Figure 7. Each
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∗
CPM , Stb2Run?{CPM 7→ 2}. InRun{CPM 7→ 3}.Run2Stb?{CPM 7→ 4}. InStb{CPM 7→ 1}.1 + 1
∗
MOi j , OpStarti j {MOij 7→ 2}. OpFini !{MOij 7→ 1}.1 + 1

PCi , So f tDlni {PCi 7→ 2}. HardDlni {PCi 7→ 3}. OpFini ?{PCi 7→ 1}.1 + OpFini ?{PCi 7→ 1}.1 +
∗
OpFini ?.1 + 1
∗
MSi , SchOperi ?{MSi 7→ 2}. ExOperi {MSi 7→ 3}. OpFini ?{MSi 7→ 1}.1 + 1
∗
T PM , NewJob{TPM 7→ 2}. JobFin{TPM 7→ 1}.1 + 1





PPF , ∂{ OpFini ?, OpFini ?2 , OpFini !?} CPM k ki∈I MSi k k j∈Ji ,i∈I MOi j k ki∈I PCi k T PM
Figure 8: Process-algebraic specification of the plant
function is hierarchically organized to: (1) controllers: Target Power Mode and Maintenance Scheduling, which receive control and scheduling tasks from the managers; (2) procedures: Status Procedure,
Current Power Mode, Maintenance Operation, and Page Counter, which handle specific tasks and actuate devices, and (3) devices as hardware interface. Status Procedure is responsible for coordinating the
other procedures given the input form the controllers. The control problem is to synthesize a supervisory
coordinator that ensures that quality of printing is not compromised by timely performing maintenance
procedures, while interrupting ongoing print jobs as little as possible. We specify the coordination rules
that ensure safe behavior of the system below.

4.1 Process-Algebraic Specification
We briefly describe the procedures that comprise the plant, whose process-algebraic specification is
given in Figure 8. We assume that the page counters are indexed by the set I, whereas for each counter
i there are Ji maintenance procedures to be triggered. Also, labels of uncontrollable events begin with
an underscore. Furthermore, we identify states by means of variable observation, i.e., we incorporate
the observer inside the plant specification, so we assign the variables MOi j to Maintenance Operation
i j, POi to Page Counter i, MSi to Maintenance Scheduling i, TPM to Target Power Mode, and CPM to
Current Power Mode for j ∈ Ji and i ∈ I. Initially, the variables are set to 1, which identifies the first
state. The plant model is depicted in Figure 8, where Printing Process Function is defined by PPF and
k p∈P p denotes the parallel composition of the processes in P.
Current Power Mode sets the power mode to run or standby depending on the enabling signals
(Stb2Run and Run2Stb) from Status Procedure, and sends back feedback by employing InRun and
InStb, respectively. Maintenance Operation i j for j ∈ Ji and i ∈ I either carries out a maintenance
operation, started by OpStart i j or it is idle. The confirmation is sent back by the events OpFini j ! for
j ∈ Ji and i ∈ I, which synchronize with Maintenance Scheduling and Page Counter. Page Counter i
for i ∈ I counts the printed pages since the last maintenance and sends signals SoftDlni and HardDlni ,
when soft or hard deadlines are reached, respectively. It is responsible for the set of maintenance procedures in Ji . A soft deadline signals that maintenance should be performed, but it is not yet compulsory if
there are pending print jobs. A hard deadline is reached when maintenance of the printing process must
be performed to ensure quality of the print. The page counter is reset, triggered by the synchronization
on OpFini j ?, each time that maintenance is finished. The controller Target Power Mode sends signals
regarding incoming print jobs to Status Procedure by NewJob, which should set the printing process
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to run mode for printing and standby mode for maintenance and power saving. When the print job is
finished, the signal NoJob is sent. Maintenance Scheduling i for i ∈ I receives a request for maintenance
with respect to expiration of Page Counter i from Status Procedure, by the signal SchOperi and forwards
it to the manager. The manager confirms the scheduling with the other functions and sends a response
back to the Status Procedure, using ExOperi . It also receives feedback from Maintenance Operation that
the maintenance is finished in order to reset the scheduling, again triggered by OpFini j ?.

4.2 Coordination Requirements
Status Procedure adheres to several coordination rules:
1) Maintenance operations can be performed only when Printing Process Function is in standby.
This state exclusion property requires a maintenance operation i j to be in progress, identified by MOi j =
2, only if the printer is in standby, i.e., CPM = 1. Thus, we specify that the following must always hold:
¬(CPM 6= 1 ∧

W

i∈I, j∈Ji

MOi j = 2)

(5)

2) Maintenance operations can be scheduled only if soft deadline has been reached and there are no
print jobs in progress, or a hard deadline is passed. We schedule a maintenance operation i j for j ∈ Ji
using the signal SchOperi for i ∈ I. Soft and a hard deadline for Page Counter i is identified by PCi = 2
and PCi = 3, respectively, leading to
SchOperi !?

−→

⇒ (PCi = 2 ∧ TPM = 1) ∨ PCi = 3

(6)

for every i ∈ I.
3) Maintenance operations can be started only after being scheduled. For every j ∈ Ji and i ∈ I.
Thus, we relate OpStarti j with the corresponding maintenance scheduler:
OpStarti j !?

−→

⇒ MSi = 3.

(7)

4) The power mode of the printing process function must follow the power mode dictated by the
managers, unless overridden by a pending maintenance operation. We model this requirement separately
for switching from run to standby power mode and vice versa. We can switch from run to standby if this
is required by the manager, i.e., there is a new print job, and there is no need to start a maintenance
operation. This is modeled as
Stb2Run!?

−→ ⇒ TPM = 2 ∧

V

i∈I MSi

6= 3.

(8)

Contrariwise, we switch to Standby if there is no pending job or maintenance operation:
Run2Stb!?

−→ ⇒ TPM = 1 ∨

W

i∈I MSi

= 3.

(9)

The set of parameterized data-based coordination requirements is given by the expressions (5) – (9).

4.3 Supervisor Synthesis
For any value of the parameters for the index sets I and Ji for i ∈ I, we can instantiate a plant and synthesize a supervisor. For the sake of clarity, we illustrate the situation when there is only one maintenance
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procedure. We omit the unnecessary indices of the data variables. The supervisor sends the control signals upon observation of certain data assignments, which are given in the form of guards. The indices
of the guards correspond to the indices of the control requirements that concern the control signal. Note
that the state-exclusion requirement is treated as a global invariant, whereas no termination option of the
plant is disabled. The guards have been synthesized as follows [17]:
g6 , (PC = 2 ∧ TPM = 1) ∨ PC = 3

g8 , MS 6= 3 ∧ TPM = 2 ∧ MO 6= 2

g7 , CPM = 1 ∧ MS = 3

g9 , (MS 6= 3 ∧ TPM = 1) ∨ MS = 3.

The supervisor has the syntax form restricted by (1) and it is given by:

∗
S , g6 :→ SchOper!.1 + g7 :→ OpStart!.1 + g8 :→ Stb2Run!.1 + g9 :→ Run2Stb!.1 + 1 .

To illustrate the process of supervision, we consider the event Stb2Run. It is not difficult to deduce,
e.g., that initially the event Stb2Run is not enabled since then all variables are assigned the value of 1.
This corresponds to the situation where there are not print jobs waiting to be executed, so there is no
reason to turn the power of the printer on. Similarly, a maintenance operation can be started only if the
printer is in standby mode, identified by CPM = 1, and the operation has been successfully scheduled,
identified by MS = 3.

5

Concluding Remarks

We developed a process theory encompassing communicating processes with data and generic communication actions. We applied the developed theory to model supervisory control feedback loops with
data observations, where we distinguish between the observation and control flow of information. We
classified the processes modeling the unsupervised system and the supervisory controller to capture their
specific roles. To capture the notion of controllability, which identifies the set of feasible supervisory
controllers, we employed the behavioral relation partial bisimulation and we extended the notion for
the new setting. We casted the process of supervisory controller synthesis in a model-based systems
engineering framework, for which implementation we employ state-of-the-art tools. To illustrate our
approach, we reiterated on an industrial study dealing with coordination of maintenance procedures in
a printing process of a high-tech printer. We demonstrated that our approach is capable of successfully
modeling the interaction in the supervisory control loop and offers a compact representation of the model
of the supervisory controller.
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This work introduces a general multi-level model for self-adaptive systems. A self-adaptive system
is seen as composed by two levels: the lower level describing the actual behaviour of the system and
the upper level accounting for the dynamically changing environmental constraints on the system. In
order to keep our description as general as possible, the lower level is modelled as a state machine
and the upper level as a second-order state machine whose states have associated formulas over
observable variables of the lower level. Thus, each state of the second-order machine identifies
the set of lower-level states satisfying the constraints. Adaptation is triggered when a second-order
transition is performed; this means that the current system no longer can satisfy the current high-level
constraints and, thus, it has to adapt its behaviour by reaching a state that meets the new constraints.
The semantics of the multi-level system is given by a flattened transition system that can be statically
checked in order to prove the correctness of the adaptation model. To this aim we formalize two
concepts of weak and strong adaptability providing both a relational and a logical characterization.
We report that this work gives a formal computational characterization of multi-level self-adaptive
systems, evidencing the important role that (theoretical) computer science could play in the emerging
science of complex systems.

1

Introduction

Self-adaptive systems are a particular kind of systems able to modify their own behaviour according to
their environment and to their current configuration. They learn from the environment and develop new
strategies in order to fulfil an objective, to better respond to problems, or more generally to maintain
desired conditions. Self-adaptiveness is an intrinsic property of the living matter. Complex biological
systems naturally exhibit auto-regulative mechanisms that continuously trigger internal changes according to external stimuli. Moreover, self-adaptation drives both the evolution and the development of living
organisms.
Recently there has been an increasing interest in self-adaptive properties of software systems. In [17]
the following definition is given: “Self-adaptive software evaluates its own behaviour and changes behaviour when the evaluation indicates that it is not accomplishing what the software is intended to do,
or when better functionality or performance is possible.”
As a matter of fact, software systems are increasingly resembling complex systems and they need
to dynamically adapt in response to changes in their operational environment and in their requirements/goals. Two different types of adaptation are typically distinguished:
• Structural adaptation, which is related to architectural reconfiguration. Examples are addition,
migration and removal of components, as well as reconfiguration of interaction and communication
patterns.
• Behavioural adaptation, which is related to functional changes, e.g. changing the program code or
following different trajectories in the state space.
Natallia Kokash and António Ravara (Eds.): 11th International Workshop on
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Several efforts have been made in the formal modelling of self-adaptive software, with particular
focus on verifying the correctness of the system after adaptation. Zhang et al. give a general state-based
model of self-adaptive programs, where the adaptation process is seen as a transition between different
non-adaptive regions in the state space of the program [23]. In order to verify the correctness of adaptation they define a new logic called A-LTL (an adapt-operator extension to LTL) and model-checking
algorithms [24] for verifying adaptation requirements. In PobSAM [13, 14] actors expressed in Rebeca
are governed by managers that enforce dynamic policies (described in an algebraic language) according
to which actors adapt their behaviour. Different adaptation modes allow to handle events occurring during adaptation and ensuring that managers switch to a new configuration only once the system reaches a
safe state. Another example is the work by Bruni et al. [6] where adaptation is defined as the run-time
modification of the control data and the approach is instantiated into a formal model based on labelled
transition systems. In [5], graph-rewriting techniques [18] are employed to describe different characterizations of dynamical software architectures. Meseguer and Talcott [19] characterize adaptation in a
model for distributed object reflection based on rewriting logic and nesting of configurations. Theoremproving techniques have also been used for assessing the correctness of adaptation: in [16] a proof lattice
called transitional invariant lattice is built to verify that an adaptive program satisfies global invariants before and after adaptation. In particular it is proved that if it is possible to build that lattice, then adaptation
is correct.
There are several other works worth mentioning, but here we do not aim at presenting an exhaustive
state-of-the-art in this widening research field. We address the interested reader to the surveys [7, 21] for
a general introduction to the essential aspects and challenges in the modelling of self-adaptive software
systems.

1.1

A multi-level view of self-adaptation

Complex systems can be regarded as multi-level systems, where two fundamental levels can be distinguished: a behavioural level B accounting for the dynamical behaviour of the system; and a higher
structural level S accounting for the global and more persistent features of the system. These two levels
affect each other in two directions: bottom-up, e.g. when a collective global behaviour or new emergent patterns are observed; and top-down, e.g. when constraints, rules and policies are superimposed on
the behavioural level. These two fundamental levels and their relationships are the base to scale-up to
multi-level models. In a generic multi-level model, any n-th level must resemble the behavioural level,
the corresponding n + 1-level has to match with the structural level and the relationships between them
will have to show the same characteristics. We discuss how this scale-up is implemented in our setting
in Section 5
Multiple levels arise also when software systems are concerned. For instance, in [9] Corradini et al.
identify and formally relate three different levels: the requirement level, dealing with high-level properties and goals; the architectural level, focusing on the component structure and interactions between
components; and the functional level, accounting for the behaviour of a single component. Furthermore,
Kramer and Magee [15] define a three-level architecture for self-managed systems consisting of a component control level that implements the functional behaviour of the system by means of interconnected
components; a change management level responsible for changing the lower component architecture
according to the current status and objectives; and a goal management level that modifies the lower
change management plans according to high-level goals. Hierarchical finite state machines and Statecharts [11] have also been employed to describe the multiple architectural levels in self-adaptive software
systems [12, 22].
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In this work we introduce S[B]-systems: a general state-based model for self-adaptive systems where
the lower behavioural level describes the actual dynamic behaviour of the system and the upper structural
level accounts for the dynamically changing environmental constraints imposed on the lower system. The
B-level is modelled as a state machine B. The upper level is also described as a state machine where each
state has associated a set of constraints (logical formulas) over variables resulting from the observation
of the lower-level states, so that each S-state identifies the set of B-states satisfying the constraints.
Therefore, a set of dynamically changing constraints underlies a second-order structure S whose states
are sets of B-states and, consequently, transitions relate sets of B-states.
We focus on behavioural and top-down adaptation: the B-level adapts itself according to the higherlevel rules. In other words the upper level affects and constrains the lower level. Adaptation is expressed
by firing a higher-order transition, meaning that the S-level switches to a different set of constraints and
the B-level has adapted its behaviour by reaching a state that meets the new constraints. Our idea is
broadly inspired by Zhang et al. [23], i.e. the state space of an adaptive program can be separated into
a number of regions exhibiting a different steady-state behaviour (behaviour without reconfiguration).
However, in our model the steady-state regions are represented in a more declarative way using constraints associated to the states of the S-level. Moreover, in S[B]-systems not only the behavioural level,
but also the adaptation model embedded in the structural level is dynamic. Adaptation of the B-level
is not necessarily instantaneous and during this phase the system is left unconstrained but an invariant
condition that is required to be met during adaptation. Differently to [23], the invariants are specific for
every adaptation transition making this process controllable in a finer way. The semantics of the multilevel system is given by a flattened transition system that can be statically checked in order to prove the
correctness of the adaptation model. To this aim we also formalize the notion of adaptability, i.e. the
ability of the behavioural level to adapt to a given structural level. We distinguish between weak and
strong adaptability, providing both a relational and a logical characterization for each of them.
S[B]-systems has been inspired by some of the authors’ recent work in the definition of a spatial
bio-inspired process algebra called Shape Calculus [4, 3]. In that case, a process S[B] is characterized by
a reactive behaviour B and by a shape S that imposes a set of geometrical constraints on the interactions
and on the occupancy of the process. This idea is shifted in a more general context in the S[B]-systems
where, instead, we consider sets of structural constraints on the state space of the B-level. We want to
underline that previous work and, mainly, this work have been conceived as contributions not only in the
area of adaptive software system, but also in the area of modelling complex natural systems.
The notion of multiple levels that characterizes our approach for computational adaptive systems is
something well-established in the science of complex systems. As pointed out by Baianu and Poli [2]
“All adaptive systems seem to require at least two layers of organization: the first layer of the rules
governing the interactions of the system with its environment and with other systems, and a higher-order
layer that can change such rules of interaction.” S[B]-systems are similarly built on two levels: the
B-level describes the state-based behaviour of the system and the S-level regulates the dynamics of the
lower level. In our settings, communication and interactions are not explicitly taken into account. Indeed
the behavioural finite state machine can describe the semantics of a system made by several interacting
components.
Another accepted fact is that higher levels in complex adaptive systems lead to higher-order structures. Here the higher S-level is described by means of a second order state machine (i.e. a state machine over the powerset of the B-states). Similar notions have been formalized by Baas [1] with the
hyperstructures framework for multi-level and higher-order dynamical systems; and by Ehresmann and
Vanbremeersch with their memory evolutive systems [10], a model for hierarchical autonomous systems
based on category theory.
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The paper is organized as follows. Section 2 introduces the formalism and the syntax of S[B]-systems,
together with an ecological example that will be used also in the following. In Section 3 we give the operational semantics of a S[B]-system by means of a flattened transition system. In Section 4 we formalize
the concepts of weak and strong adaptability both in a relational and in a logical form. Finally, conclusions and possible future developments of the model are discussed in Section 5.

2

A multi-level state-based model

An S[B]-system encapsulates both the behavioural (B) and the structural/adaptive (S) aspects of a system.
The behavioural level is classically described as a finite state machine of the form B = (Q, q0 , →
− B ). In
the following, the states q ∈ Q will also be referred to as B-states and the transitions as B-transitions.
The structural level is modelled as a finite state machine S = (R, r0 , →
− S , L) (R set of states, r0 initial
state, →
− S transition relation and L state labelling function). In the following, the states r ∈ R will be
also referred to as S-states and the transitions as S-transitions. The function L labels each S-state with
a set of formulas (the constraints) over an observation of the B-states in the form of a set of variables
X. Therefore an S-state r uniquely identifies the set of B-states satisfying L(r) and S gives rise to a
second-order structure (R ⊆ 2Q , r0 , →
− S ⊆ 2Q × 2Q , L).
In this way, behavioural adaptation is achieved by switching from an S-state imposing a set of constraints to another S-state where a (possibly) different set of constraints holds. During adaptation the
behavioural level is no more regulated by the structural level, except for a condition, called transition
invariant, that must be fulfilled by the system undergoing adaptation. We can think of this condition
as a minimum requirement to which the system must comply to when it is adapting and, thus, it is not
constrained by any S-state.
Note that an S[B]-system dynamically adapts and reconfigures its behaviour, thus both the behavioural
level and the structural level are dynamic.
Definition 1 (S[B]-system behaviour) The behaviour of an S[B]-system S[B] is a tuple B = (Q, q0 , →
− B ),
where
• Q is a finite set of states and q0 ∈ Q is the initial state; and
• →
− B ⊆ Q × Q is the transition relation.

In general, we assume no reciprocal internal knowledge between the S- and the B-level. In other
words, they see each other as black-box systems. However, in order to realize our notion of adaptiveness,
there must be some information flowing bottom-up from B to S and some information flowing top-down
from S to B. In particular, the bottom-up flow is modelled here as a set of variables X = {x1 , . . . , xn } called
observables of the S-level on the B-level. The values of these variables must always be derivable from
the information contained in the B-states, which can possibly hold more “hidden” information related
to internal activity. This keeps our approach black-box-oriented because the S-level has not the full
knowledge of the B-level, but only some derived (e.g. aggregated, selected or calculated) information.
Concerning the top-down flow, the B-system only knows whether its current state satisfies the current
constraint or not. If not, we can assume that the possible target S-states and the relative invariants are
outputted by the S-system and given in input to the B-system.
Definition 2 (S[B]-system structure) The structure of an S[B]-system S[B] is a tuple S = (R, r0 , →
− S , L),
where
• R is a finite set of states and r0 ∈ R is the initial state;
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• →
− S ⊆ R × Φ(X) × R is a transition relation, labelled with a formula called invariant; and

• L:R→
− Φ(X) is a function labelling each state with a formula over a set of observables X =
{x1 , . . . , xn }.

Thus, an S[B]-system has associated a finite set X = {x1 , . . . , xn } of typed variables over finite domains
{D1 , . . . , Dn } whose values must be completely determined in each state of Q. More formally,
Definition 3 (Observation Function) Given an S[B]-system S[B] with a set X = {x1 , . . . , xn } of observables, an observation function O : Q → ∏ni=1 Di is a total function that maps each B-state q to the tuple
of variable values (v1 , . . . , vn ) ∈ D1 × . . . × Dn observed at q.
Note that we do not require this function to be bijective. This means that some different states can
give the same values to the observables. In this case, the difference is not visible to S, but it is internal to
B.
We indicate with Φ(X) the set of formulas over the variables in X. We assume that constraints are
specified with a first-order logic-like language.
Definition 4 (Satisfaction relation) Let S[B] be a S[B]-system with a set X = {x1 , . . . , xn } of observables
and with an observation function O. A state q ∈ Q satisfies a formula ϕ ∈ Φ(X), written q |= ϕ, iff ϕ is
satisfied applying the substitution {v1 /x1 , . . . ,vn /xn }, where O(q) = (v1 , . . . , vn ), using the interpretation
rules of the logic language.
Let us also define an evaluation function [[ ]] : Φ(X) →
− 2Q mapping a formula ϕ ∈ Φ(X) to the set
0
of B-states Q = {q ∈ Q | q |= ϕ}, i.e. those satisfying ϕ.
ϕ

Let us now give an intuition of the adaptation semantics. Let the active S-state be ri and ri −
→S r j .
Assume that the behaviour is in a steady state (i.e. not adapting) qi and therefore qi |= L(ri ). If there are
no B-transitions qi →
− B q j such that q j |= L(ri ) the system starts adapting to the target S-state r j . In this
phase, the B-level is no more constrained, but during adaptation the invariant ϕ must be met. Adaptation
ends when the behaviour reaches a state qk such that qk |= L(r j ).
The following definition determines when the structure S of a S[B]-system is well formed, that is:
it must no contain inconsistencies w.r.t. all possible variable observations and the initial B-state must
satisfy the initial S-state.
Definition 5 (Well-formed structure) Let S[B] be a S[B]-system. The structural level S is well-formed
if the following conditions hold:
• for all S-states r ∈ R, L(r) must be satisfiable, in the sense that there must be a variable observation
under which L(r) holds (∃q ∈ Q. q |= L(r)) and
• the initial B-state must satisfy the constraints in the initial S-state, i.e. q0 |= L(r0 ).

In the remainder of the paper we assume to deal with well-formed structures without explicitly mentioning it.

2.1

An example from ecology

In this part we introduce a case study in the field of ecology and population biology: the adaptive 1predator 2-prey food web. This system describes a variant of classical prey-predator dynamics where in
normal conditions the predator consumes its favourite prey p0 . When the availability of p0 is no longer
sufficient for the survival of the predator, it has to adapt its diet to survive and it consequently starts
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(1,1,0,F,F)
(1,1,1,F,F)

(1,1,0,T,F)
(0,1,0,F,F)
(0,0,0,T,F)

(0,0,0,F,F)
(_,_,_,_,T)

(0,1,1,T,F)

(0,1,1,F,F)
(0,0,1,T,F)

(1,0,1,F,F)

(1,0,0,T,F)

(1,0,0,F,F)

(0,0,1,F,F)

Figure 1: The behavioural state machine B for the adaptive 1-predator 2-prey food web example. Each
state is characterized by a different combination of the variables (p, a0 , a1 , eat, moved) (favourite prey,
availability of p0 , availability of p1 , has the predator eaten?, has the predator migrated?). The initial state
is (0, 1, 1, true, false). All the states where moved = true has been grouped for simplicity to a single state
( , , , true).
consuming another species p1 . For the sake of showing the features of our model, here we present an
oversimplified version of this system that omits quantitative aspects like predation rates and growth of
prey. We assume that the predator initially consumes the prey p0 (variable p = 0) and that prey may be
available (variable ai = 1, i = 0, 1) or not (variable ai = 0, i = 0, 1). The effect of consuming an available
prey is to make that prey unavailable, as expected. The predator may also decide not to eat and change
its diet (variable p = 1). A boolean variable tells whether in the current state the predator has eaten some
prey (variable eat). At each step the predator can do one of the following:
• eat the currently favourite prey pi , if available (ai ← ai − 1 and eat ← true);
• do not eat and switch its favourite prey (p ← |1 − p| and eat ← false); or
• do not eat.
Finally, if the predator does not feed itself for two consecutive times, it migrates to a more suitable
habitat (variable moved = true) and no further actions are possible. The attentive reader may notice that
under these restrictions the system will inevitably lead to a state where the predator moves to a different
habitat. This is due to the fact that prey growth is not modelled here and it is always the case that the
system eventually reaches a state where the predator cannot feed because of the unavailability of both
prey. Each state of the behavioural level (depicted in Fig. 1) is described by a different evaluation of the
involved variables:
(p, a0 , a1 , eat, moved) ∈ {0, 1} × {0, 1} × {0, 1} × {false, true} × {false, true}.
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(0,0,0,F,F)
r1
(1,1,1,F,F)

(1,1,0,T,F)

(1,1,0,F,F)

(1,0,1,F,F)

(1,0,0,T,F)

(1,0,0,F,F)
r2
(_,_,_,_,T)

r0
(0,1,0,F,F)

(0,0,0,T,F)

(0,0,1,T,F)

(0,0,1,F,F)

(0,1,1,F,F)

(0,1,1,T,F)

Figure 2: S-states determining stable regions in the adaptive 1-predator 2-prey system.
In this example we consider two different S-levels (represented in Fig. 3): S0 and S1 , but with the
same set of S-states. More specifically S0 is given by:
R = {r0 , r1 , r2 },
¬moved

¬eat

¬moved

¬eat

→
− S = {r0 −−−−→ r1 , r0 −−→ r2 , r1 −−−−→ r0 , r1 −−→ r2 }

L(r) = {p == 0 ∧ (¬eat =⇒ a0 > 0) ∧ ¬moved} if r = r0

{p == 1 ∧ (¬eat =⇒ a1 > 0) ∧ ¬moved} if r = r1
{moved} if r = r2 .

On the other hand, S1 differs from S0 only in the transition function, that is:
p==1

¬eat

→
− S = {r0 −−−→ r1 , r1 −−→ r2 }
The three different S-states model three different stable regions in the prey-predator dynamics:
• r0 : the predator consumes p0 . More precisely, the constraints require that the favourite prey must
be p0 (p == 0); that the predator has not moved to another habitat (¬moved); and that if the
predator is not currently feeding, the prey p0 must be available so that the predator can eat in the
following step (¬eat =⇒ a0 > 0).
• r1 : the predator consumes p1 ; the constraints are the same as r0 , but referred to prey p1 .
• r2 : the predator has migrated.

Figure 2 shows how the structural constraints identify different stable regions in the behavioural level.
The adaptation dynamics, regulated by the transitions in S0 , allow the predator to adapt from r0 to r1 ,
under the invariant ¬moved indicating that during adaptation the predator cannot migrate. The equivalent
S-transition is defined from r1 to r0 , so that the predator is able to return to its initially favourite prey.
Both from r0 and r1 a S-transition to r2 is allowed under the invariant ¬eat. In this way, the predator can
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r1
r0

⌉moved

p==0 ∧
(⌉eat → a0 > 0) ∧
⌉moved

⌉moved

p==1 ∧
(⌉eat → a1 > 0) ∧
⌉moved

⌉eat

⌉eat

r0
r2
moved

(a) The state machine S0

r1

p==0 ∧
(⌉eat → a0 > 0) ∧
⌉moved

p==1

p==1 ∧
(⌉eat → a1 > 0) ∧
⌉moved

⌉eat

r2
moved

(b) The state machine S1

Figure 3: The two different structural levels S0 and S1 in the adaptive 1-predator 2-prey food web example. In each S-state ri the constraint imposed to the behavioural level are represented. Transition
labels indicate adaptation invariants. S0 allows the predator to adapt its diet and migrate due to starvation
anytime. In S1 adaptation is guided from r0 (consume prey p0 ), to r1 (consume prey p1 ) and finally to r2
(migration).
adapt itself and migrate to a different habitat under starvation conditions. On the other hand, the transition
relation in S1 has been defined in a simpler way, which makes the predator adapt deterministically from
r0 to r1 and finally to r2 . In this case, the adaptation invariant from r0 to r1 requires that the predator has
changed its diet to prey p1 .
The following section will show the operational rule for deriving the transitional semantics of the
S[B]-system as a whole and the semantics of S0 [B] and S1 [B] in the adaptive 1-predator 2-prey system
will be given as well.

3

Operational semantics

In this part, we give the operational semantics of an S[B]-system as a transition system resulting from the
flattening of the behavioural and of the structural levels. We obtain a Labelled Transition System (LTS)
over states of the form (q, r, ρ), where
• q ∈ Q and r ∈ R are the active B-state and S-state, respectively; and
• ρ keeps the target S-state that can be reached during adaptation and the invariant that must be
fulfilled during this phase. Therefore ρ is either empty (no adaptation is occurring), or a singleton
{(ϕ, r0 )}, with ϕ ∈ Φ(X) a formula and r0 ∈ R an S-state.

Definition 6 (Flat S[B] − system) Let S[B] be an S[B]-system. A flat S[B]-system is a LTS F(S[B]) =
r

r,ϕ,r0

(F, f0 , →
− ∪ −−−→) where
• F ⊆ Q × R × 2Φ(X)×R is the set of states;
• f0 = (q0 , r0 , 0)
/ is the initial state;
r

• →
− ⊆ F × F, with r ∈ R, is a family of transition relations between non-adapting states satisfying
L(r); and
r,ϕ,r0

• −−−→⊆ F × F, with r, r0 ∈ R and ϕ ∈ Φ(X), is a family of transition relations between states during
ϕ
the adaptation determined by the S-transition r −
→S r0 . As a consequence it holds that for all r, r0 , ϕ,
r

r,ϕ,r0

→
− ∩ −−−→= 0.
/

Table 1 lists the set of rules characterizing the flattened transitional semantics of an S[B]-system:
• Rule S TEADY describes the steady (i.e. non-adapting) behaviour of the system. If the system is
not adapting and the B-state q can perform a transition to a q0 that satisfies the current constraints
r
r
L(r), then the flat system can perform a non-adapting transition →
− of the form (q, r, 0)
/ →
− (q0 , r, 0).
/
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S TEADY

A DAPT S TART

q→
− B q0

r

q0 |= L(r)

(q, r, 0)
/ →
− (q0 , r, 0)
/

∀q00 .(q →
− B q00 =⇒ q00 6|= L(r)) q →
− B q0
r,ϕ,r0

ϕ

r−
→S r 0

q0 |= ϕ

(q, r, 0)
/ −−−→ (q0 , r, {(ϕ, r0 )})
A DAPT

q→
− B q0

q0 |= ϕ
r,ϕ,r0

q 6|= L(r0 )

(q, r, {(ϕ, r0 )}) −−−→ (q0 , r, {(ϕ, r0 )})

A DAPT E ND

q |= L(r0 )

r,ϕ,r0

(q, r, {(ϕ, r0 )}) −−−→ (q, r0 , 0)
/

Table 1: Operational semantics of a S[B]-system
• Rule A DAPT S TART regulates the starting of an adaptation phase. Adaptation occurs when none
of the next B-states satisfy the current specification (∀q00 .(q →
− B q00 =⇒ q00 6|= L(r)), or more
ϕ
r
compactly (q, r, 0)
/ →
6 ). In this case, for each S-transition r −
−
→S r0 an adaptation towards the target
r,ϕ,r0

state r0 under the invariant ϕ starts and the flat system performs an adapting transition −−−→ of the
r,ϕ,r0

form (q, r, 0)
/ −−−→ (q0 , r, {(ϕ, r0 )}).

• Rule A DAPT describes the evolution during the actual adaptation, leading to transitions of the
r,ϕ,r0

form (q, r, {(ϕ, r0 )}) −−−→ (q0 , r, {(ϕ, r0 )}). During adaptation the behaviour is not regulated by
the specification and it must not satisfy the target constraints L(r0 ) (q 6|= L(r0 )). We also require
that the invariant ϕ ∈ Φ(X) must always hold during this phase. Note that the semantics does not
immediately assure that a state where the target formula holds is eventually reached. Formulations
of the adaptability requirement are given in Section 4.
r,ϕ,r0

• Rule A DAPT E ND describes the end of the adaptation phase, i.e. a transition −−−→ from an adapting
state (q, r, {(ϕ, r0 )}) where q satisfies the set of target constraints (q0 |= L(r0 )), to the steady nonadapting state (q, r0 , 0).
/
Note that rules S TEADY +A DAPT S TART ensure that there cannot exist a non-adapting state with both
r

r,ϕ,r0

an outgoing non-adapting transition →
− and an outgoing adapting transition −−−→. Conversely, rules
A DAPT +A DAPT E ND ensure that there cannot exist an adapting state with both an outgoing non-adapting
transition and an adapting transition.
The flattened transitional semantics of the two systems S0 [B] and S1 [B] in the adaptive 1-predator
2-prey food web example presented in Section 2.1 is depicted in Figure 4. First, we observe that the
flat S0 [B] system has a larger state space than the flat S1 [B], due to the higher number of S-transitions
in S0 . In both cases two different adaptation phases can be noticed, the first starting from the flat state
((0, 0, 1, true, false), r0 , 0)
/ and the second starting from ((1, 0, 0, true, false), r1 , 0).
/ While in S0 [B] it is
possible to adapt to the migration region also in the first phase, in S1 [B] this is possible only in the second
phase, i.e. when both prey become unavailable. Moreover in S0 [B], we notice that in each adaptation
phase there always exists an adaptation path leading to a target stable region, but some adaptation paths
cannot proceed because they violate the invariant. Conversely, in S1 [B] every adaptation path leads
to a target S-state. Therefore the same behavioural level B possesses different adaptation capabilities,
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depending on the structure S it is embedded in. These two different kinds of adaptability are formalized
in Section 4.
Although, depending on the structure S, the flat semantics could possibly lead to a model larger than
the behavioural model B, the flat S[B]-system lends itself quite naturally to on-the-fly representation techniques. Indeed, during non-adapting phases it would be necessary to keep in memory just the subsystem
restricted to the set [[L(r)]] ⊆ B of B-states that satisfy the current constraints L(r). On the other hand,
r,ϕ,r0

as soon as an adaptation of the form (q, r, 0)
/ −−−→ (q0 , r, {(ϕ, r0 )}) takes place, it would be sufficient to
store those B-states q00 such that q00 |= ϕ ∧ q00 6|= L(r0 ), i.e. those state where the invariant is met, but the
target constraints are not.

4

Adaptability relations

The above described transitional semantics for S[B]-systems does not guarantee that an adaptation process always leads to a state satisfying the target constraints, or that the system can always start adapting
when the current constraints are not met. We characterize this requirements on the adaptability of an
S[B]-system by means of two binary relations over the set of B-states and the set of S-states, namely the
weak adaptability relation Rw and the strong adaptability relation Rs .
Informally, B is weak adaptable to S if any active B-state q satisfies the constraints imposed by the
active S-state r, or it can start adapting and there exists a finite path reaching a B-state q0 satisfying the
constraints dictated by a target S-state r0 . On the other hand, B is strong adaptable to S if any active
B-state q satisfies the constraints imposed by the active S-state r, or it can start adapting towards a target
S-state r0 and all paths reach a B-state q0 satisfying the constraints L(r0 ) in a finite number of transitions.
In the following definitions the notation →
− i with i ∈ N indicates the exponentiation of the transition
i
i
i−1
relation →
− , i.e. →
− = (−
→) =−
→ (−
→) . We use this notation to remark that adaptation paths must be of
finite length.
Definition 7 (Weak adaptability) Weak-adaptability is a binary relation Rw ⊆ Q × R defined as follows. Let q ∈ Q be a B-state and r ∈ R be an S-state. Then, q Rw r iff
• q |= L(r) and
• for all q0 ∈ Q, whenever q →
− B q0 , it holds that either
– q0 Rw r, or
– there exists q00 ∈ Q, ϕ ∈ Φ(X), r0 ∈ R, i ∈ N,
r,ϕ,r0

r,ϕ,r0

(q, r, 0)
/ −−−→ (q0 , r, {(ϕ, r0 )}) −−−→i (q00 , r0 , 0)
/ and q00 Rw r0 .
Let S[B] be an S[B]-system. Then B is weak adaptable to S if their initial states are weak adaptable, i.e.
q 0 Rw r 0 .
Definition 8 (Strong adaptability) Strong-adaptability is a binary relation Rs ⊆ Q × R defined as follows. Let q ∈ Q be a B-state and r ∈ R be an S-state. Then, q Rs r iff
• q |= L(r) and
• for all q0 ∈ Q, whenever q →
− B q0 , it holds that either
– q0 Rs r, or
r,ϕ,r0

– (q, r, 0)
/ −−−→ (q0 , r, {(ϕ, r0 )}) for some ϕ ∈ Φ(X), r0 ∈ R and every path starting from
r,ϕ,r0

(q0 , r, {(ϕ, r0 )}) leads, in a finite number of consecutive −−−→ transitions, to a state (q00 , r0 , 0)
/
such that q00 Rs r0 .
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Figure 4: The flat semantics of the two systems S0 [B] (fig. 4 (a)) and S1 [B] (fig. 4 (b)) in the adaptive 1-predator 2-prey example. Different
structural levels lead to different adaptation capabilities. Two adaptation phases (light red marked ones) can be recognized: the first occurs
when the predator stops consuming the prey p0 , the second when it stops consuming p1 . In both systems there always exists an adaptation
path leading to a target stable region, but in S0 [B] some paths violate the invariant and cannot proceed. In S1 [B] every adaptation path leads to a
target S-state.
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Let S[B] be an S[B]-system. Then B is strong adaptable to S if their initial states are strong adaptable,
q0 Rs r0 .
In the remainder of the paper we will alternatively say that a system S[B] is weak (strong) adaptable,
in the sense that B is weak (strong) adaptable to S. It is straightforward to see that strong adaptability
implies weak adaptability, since the strong version of the relation requires that every adaptation path
reaches a target S-state, while the weak version just requires that at least one adaptation path reaches
a target S-state. Now that a relational characterization of adaptability has been given, a concept of
equivalence between B-states that are adaptable to the same S-states naturally arises. Therefore we
define the weak adaptation equivalence and the strong adaptation equivalence over the set of B-states as
follows.
Definition 9 (Weak adaptation equivalence) Two B-states q1 , q2 ∈ Q are said to be equivalent under
weak adaptation, written q1 ≈w q2 , iff for each S-state r ∈ R, q1 Rw r ⇐⇒ q2 Rw r.

Definition 10 (Strong adaptation equivalence) Two B-states q1 , q2 ∈ Q are said to be equivalent under
strong adaptation, written q1 ≈s q2 , iff for each S-state r ∈ R, q1 Rs r ⇐⇒ q2 Rw r.

As discussed in Section 3, the adaptive 1-predator 2-prey system possesses different adaptation capabilities depending on the structural level S. In particular we notice that the system S0 [B] is weak
adaptable, since in each adaptation phase there always exists an adaptation path leading to a target Sstate. Nevertheless, it is not strong adaptable because there are adaptation paths that violate the invariant
and consequently cannot end adapting. On the other hand, S1 [B] is strong adaptable, because every
adaptation path leads to a target S-state.

4.1

A logical characterization for adaptability

In this part we formulate the above introduced adaptability requirements in terms of temporal formulae
that can be statically checked on the flat S[B]-system. To this purpose we describe such properties in the
well known CTL (Computational Tree Logic) [8], a branching-time logic whose semantics is defined in
term of states. The set of well-formed CTL formulas are given by the following grammar:
φ ::= false | true | p | ¬φ | φ ∧ φ | φ ∨ φ | AXφ | EXφ | AFφ | EFφ | AGφ | EGφ | A[φ Uφ ] | E[φ Uφ ],
where p is an atomic proposition, logical operators are the usual ones (¬, ∧, ∨) and temporal operators
(X next, G globally, F finally, U until) are preceded by the universal path quantifier A or the existential
path quantifier E. Starting from a state s, CTL operators are interpreted as follows. AXφ : for all paths,
φ holds in the next state; EXφ : there exists a path s.t. φ holds in the next state; AFφ : for all paths, φ
eventually holds; EFφ : there exists a path s.t. φ eventually holds; AGφ : for all paths, φ always holds;
EGφ : there exists a path s.t. φ always holds; A[φ1 Uφ2 ]: for all paths, φ1 holds until φ2 holds; and
E[φ1 Uφ2 ]: there exists a path s.t. φ1 holds until φ2 holds).
In the following we provide the CTL formulas characterizing a weak adaptable and a strong adaptable
S[B]-system. Formulas are evaluated over the flat semantics and we employ the proposition adapt to
denote an adapting state. More formally, given a flat S[B]-system F and a state s = (qs , rs , ρs ), hF, si |=
adapt if and only if ρs 6= 0.
/ Additionally, the connective φ1 =⇒ φ2 has the usual meaning: ¬φ1 ∨ φ2 .
• Weak adaptability: for all paths, it always holds that as soon as adaptation starts, there exists at
least one path for which the system eventually ends the adaptation phase leading to a target S-state.
AG((¬adapt ∧ EX adapt) =⇒ EF ¬adapt)

(4.1)
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• Strong adaptability: for all paths, it always holds that whenever the system is in an adapting state,
for all paths it eventually ends the adaptation phase leading to a target S-state.
AG(adapt =⇒ AF ¬adapt)

(4.2)

Proposition 1 (Equivalent formulations of weak adaptability) Let S[B] be an S[B]-system. Then, S[B]
is weak adaptable if and only if S[B] satisfies the weak adaptability CTL formula (equation 4.1). Formally,
q0 Rs r0 ⇐⇒ hF, f0 i |= AG((¬adapt ∧ EX adapt) =⇒ EF ¬adapt), where F is the flat semantics of
S[B], q0 , r0 and f0 are the initial states of the behavioural level B, of the structural level S and of the
flattened system F, respectively.
Proposition 2 (Equivalent formulations of strong adaptability) Let S[B] be an S[B]-system. Then,
S[B] is strong adaptable if and only if S[B] satisfies the strong adaptability CTL formula (equation 4.2).
Formally, q0 Rw r0 ⇐⇒ hF, f0 i |= AG(adapt =⇒ AF ¬adapt), where F is the flat semantics of S[B],
q0 , r0 and f0 are the initial states of the behavioural level B, of the structural level S and of the flattened
system F, respectively.
Note that since we assume that the behavioural and the structural state machines are finite state, then
the CTL adaptability properties can be model checked. This means that the defined notions of weak and
strong adaptability are decidable.

5

Discussion and conclusion

In this work we presented S[B]-systems, a general multi-level model for self-adaptive systems, where
the lower B-level is a state machine describing the behaviour of the system and the upper S-level is
a second-order state machine accounting for the dynamical constraints with which the system has to
comply. Higher-order S-states identify stable regions that the B-level may reach by performing adaptation
paths. An intriguing (but here simplified) case study from ecology has been provided to demonstrate
the capabilities of S[B]-systems: the adaptive 1-predator 2-prey system. The semantics of the multilevel system is given by a flattened transition system and two different concepts of adaptability (namely,
weak and strong adaptability) have been formalized, both in a relational flavour and with CTL formulas
that can be model checked. We report that this work gives a formal computational characterization of
self-adaptive systems, based on concepts like multiple levels and higher-order structures that are wellestablished in the science of complex systems.
Note also that in this work we defined in details just two levels, namely the S-level and the B-level.
However, our approach can be easily extended in order to consider multiple levels arising from the
composition of multiple S[B]-systems. Let {Sn [Bn ]i | i ∈ I} be a set of S[B]-systems at a certain level n.
Their parallel composition would be defined as ki∈I Sn [Bn ]i . Then, if we let Bn+1 = ki∈I Sn [Bn ]i be the
behavioural state machine at level n + 1, an higher-level S[B]-system Sn+1 [Bn+1 ] can be built by defining
a structure Sn+1 at level n + 1, together with a set of observable variables X n+1 and with an observation
function O n+1 .
The present work is just an initial attempt and several extensions can be integrated into the model
in the next future. First, the definition of a higher-level algebraic language for specifying S[B]-systems
would be useful in order to handle more complex and larger models of adaptive systems. Additionally,
we are currently investigating further adaptability relations and different models for the structural level,
where adaptation can occur not only when no possible future behaviours satisfy the current constraints,
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but also when stability conditions are met. Then, another possible research direction would be embedding quantitative aspects into the two levels of an S[B]-system. In this way, an S-transition would have
associated a measure of its cost/propensity, for distinguishing the adaptation paths more likely to occur
(e.g. in the 1-predator 2-prey example, the predator adapting its diet), to those less probable (e.g. the
predator migrating even under prey availability conditions).
Finally we assume that the reciprocal knowledge between the two levels is limited: they see each
other as black-box systems. However, this approach could be extended in order that the structure S has
a more comprehensive knowledge of the behaviour B. Under the white-box assumption, the structure
could act as a sort of monitor that is able to statically check the behavioural model for properties of
safe adaptation. In this way, the system will know in advance if an adaptation path eventually leads to
a target S-state and if not, it will avoid that path. In other words, runtime model checking techniques
allows the system to behave in an anticipatory way. Anticipation is a crucial property in complex selfadaptive systems, since it makes possible to adjust present behaviour in order to address future faults. A
well-know definition is given by Rosen [20]: “An anticipatory system is a system containing a predictive
model of itself and/or its environment, which allows it to change state at an instant in accord with the
model’s predictions pertaining to a later instant”. In the settings of S[B]-systems, the predictive model
of the system could be the behavioural level itself, or a part of it if we assume that S does not have a
complete knowledge of B and is able to “look ahead” only at a limited number of future steps. The
verdict of runtime model checking would be what Rosen refers to as model’s predictions.
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